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Abstract

Satellite radar altimeters have provided a near-continuous record of polar ice sheets

since 1991, delivering new understanding of ice sheet contributions to sea level rise.

The complex topography of the ice margins, however, presents several deep-seated

challenges; namely, difficulty in tracking the ice surface, and fundamental ambiguity

in determining the origin of surface reflections. This thesis develops methods to

better understand and overcome these deficiencies, through the use of high-resolution

Digital Elevation Models and novel deep learning methodologies. In doing so, it aims

to characterise key limitations in conventional processing methods, and demonstrate

how new data-driven approaches can better exploit the information encoded within

radar waveforms.

Three interconnected objectives were pursued: assessment of current operational

systems, development of novel methods for topographic characterisation, and

creation of probabilistic frameworks that embrace waveform ambiguity as an

information source rather than a processing obstacle.

First, comprehensive evaluation of Sentinel-3 SAR altimetry over Antarctica

using high-resolution topographic datasets revealed systematic breakdown of core

assumptions in complex terrain. Novel Singular Value Decomposition methods

created continent-wide slope and roughness datasets, establishing quantifiable

relationships between topography and instrument performance.

Second, a probabilistic deep learning framework was developed for CryoSat-2,

using ensemble models trained with quantile regression to predict full elevation
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distributions across the altimeter swath from power waveforms alone. The

framework demonstrates robust performance whilst explicitly quantifying both

fundamental physical ambiguity and model confidence.

Third, the practical application of this new probabilistic approach was investi-

gated, by using the framework to generate swath predictions of ice sheet elevation

change. The framework successfully reproduced known elevation change trends, and

was benchmarked against a suite of other datasets.

These advances demonstrate that new machine learning methods and high-

resolution datasets can address longstanding limitations in SAR altimetry, impacting

past, current, and future missions and, ultimately, our understanding of ice sheet

change.
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Chapter 1

Polar Ice Sheets

This chapter provides the context and motivation for this thesis by examining

the current state of Earth’s ice sheets and the observational techniques used to

monitor them. It begins by describing the Antarctic and Greenland Ice Sheets,

their contrasting characteristics, and their recent changes in response to climate

forcing. The chapter then reviews the primary methods used to measure ice

sheet mass balance, discussing the strengths and limitations of each approach and

establishing why satellite-based observations have become the preferred framework

for contemporary ice sheet monitoring. This foundation establishes the scientific

context necessary to understand the technical developments and analyses presented

in subsequent chapters.

1.1 Overview

At present, the Earth hosts two continental-scale ice sheets: the Antarctic Ice Sheet

(AIS) and the Greenland Ice Sheet (GrIS) (Fig. 1.1). Together, they contain over

68% of the Earth’s freshwater reserves, stored as glacial ice, and represent some of

the most critical components of the global climate system (Stephens et al., 2020).

The AIS extends over approximately 13.66 million km2 and contains 26.5 million

km3 of ice, equivalent to 58.3 m of potential sea level rise (Fretwell et al., 2013;
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1.1. Overview

IMBIE Team, 2018). The GrIS, though smaller, covers 1.7 million km2 with 2.9

million km3 of ice, representing 7.4 m of sea level equivalent (Morlighem et al.,

2017; IMBIE Team, 2020).

These ice sheets exhibit fundamentally different structural and environmental

settings that shape their distinct responses to external forcing. Antarctica is a

continent surrounded by the Southern Ocean, with most of its ice grounded below

sea level and extensive fringing ice shelves that buttress ice flow. Its vulnerability is

primarily tied to processes at the ice-ocean interface beneath these shelves (Pritchard

et al., 2012; Dinniman et al., 2016). Greenland, in contrast, is an island at lower

latitudes where summer temperatures regularly exceed the melting point (Hanna

et al., 2008; Hanna et al., 2016; Hanna et al., 2021). Surface melt is therefore

prominent, with mass loss enhanced by marine-terminating glaciers discharging into

narrow fjords (Broeke et al., 2009; Mouginot et al., 2017; Otosaka et al., 2023).

This makes Greenland uniquely sensitive to atmospheric warming and associated

hydrological processes (Hanna et al., 2008; Slater et al., 2021).

In recent decades, both ice sheets have exhibited increasing signs of instability

and accelerated change. Satellite observations show they have been losing mass

at accelerating rates since the early 1990s, now contributing roughly one-third of

observed global sea level rise (Shepherd et al., 2012; IMBIE Team, 2018; IMBIE

Team, 2020; Otosaka et al., 2023). Beyond direct sea level contributions, ice sheets

also influence regional and global climate through multiple additional pathways.

Their high albedo reflects solar radiation, freshwater discharge perturbs ocean

circulation, and their presence modifies atmospheric patterns. Under high-emission

scenarios, the combined influence of the Antarctic and Greenland Ice Sheets is

expected to dominate sea level rise by the end of the twenty-first century (Slater

et al., 2020), with consequences extending well beyond coastal inundation to threaten

freshwater supplies, agriculture, and infrastructure in low-lying regions (Fox-Kemper

et al., 2021).
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1.1. Overview

Figure 1.1: The Antarctic Ice Sheet (bottom) and Arctic region including Greenland (top). The

Antarctic region encompasses the Antarctic continent and ice sheet, bounded approximately by the

Antarctic Circumpolar Current and extending to include subantarctic islands. The Arctic region

includes Greenland and its ice sheet, along with surrounding areas characterised by permafrost,

glacial ice, and persistent seasonal snow cover. Significant place names are marked, with dashed

lines indicating the approximate boundaries of the Arctic and Antarctic polar regions. From Core

Writing Team et al. (2014).
3
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1.2 Antarctic Ice Sheet

The Antarctic Ice Sheet can be divided into three distinct sectors with fundamentally

different characteristics. East Antarctica (EAIS) contains approximately four-fifths

of the continent’s ice, grounded largely above sea level on stable continental bedrock.

It has remained relatively stable with mass changes of +3± 15 Gt yr−1 on average

between 1992-2020, essentially zero within uncertainties (Otosaka et al., 2023).

However, localised coastal regions show vulnerability, particularly the Totten Glacier

catchment, which has exhibited sustained mass loss since the 2000s (∼ 7±2 Gt yr−1

over 1989-2015) due to warm ocean water intrusion and its basin being grounded

largely below sea level, raising concern for marine ice sheet instability (Li et al.,

2016).

West Antarctica (WAIS) represents the most vulnerable sector, with ice grounded

hundreds of meters below sea level over bedrock that slopes downward inland. This

marine-based configuration creates inherently unstable conditions favoring rapid

grounding line retreat once initiated (Fretwell et al., 2013). WAIS dominates

Antarctic mass balance signals, with mass loss rising from 37± 19 Gt yr−1 between

1992 to 1996 to a maximum of 131 ± 21 Gt yr−1 between 2012 and 2016, before

reducing modestly to 94 ± 25 Gt yr−1 between 2017 and 2020 (Otosaka et al.,

2023). The mass imbalance is driven by acceleration, retreat, and the thinning of

principal outlet glaciers (Otosaka et al., 2023). In the Amundsen Sea Embayment,

basal melting of the Pine Island and Thwaites ice shelves is particularly strong

due to the intrusion of warm modified Circumpolar Deep Water (mCDW) through

deep submarine troughs (Nakayama et al., 2019). Variability in the thermocline

depth, on-shelf circulation, and topographically steered pathways modulate how

much warm water reaches the ice-ocean interface, driving enhanced melt under the

ice shelves (Park et al., 2024; Kimura et al., 2017; Boehme et al., 2021). The

Antarctic Peninsula, extending northward to about 63◦S, has undergone some of

the most dramatic recent cryospheric changes, largely through the disintegration of

its fringing ice shelves. The abrupt collapses of Larsen A in 1995 and Larsen B
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in 2002, followed by the large-scale calving event of Larsen C in 2017, exemplify

irreversible ice loss events that immediately accelerated tributary glaciers. These

remain ∼26% faster than pre-collapse rates despite subsequent stabilisation (Seehaus

et al., 2018). These ice shelf losses removed key buttressing, amplifying glacier

discharge, and drove a marked increase in Peninsula ice mass loss after the early

2000s (Otosaka et al., 2023), which attributed to subsequent ice shelf collapse

(Rignot et al., 2004; Cook et al., 2010; Adusumilli et al., 2018). However, this longer-

term acceleration was briefly interrupted between 2012 and 2016, when average mass

loss slowed from ∼ 15 Gt yr−1 to 6 ± 13 Gt yr−1, largely owing to an extreme

snowfall event in 2016 (Wang et al., 2021; Chuter et al., 2022), before rebounding

to 21 ± 12 Gt yr−1 in 2017-2020 (Otosaka et al., 2023). Between 1992-2020, the

AIS lost 2,671± 530 Gt, contributing 7.4± 1.5 mm to global sea level rise, with loss

rates doubling in the mid-2000s from 62 ± 41 to 130 ± 45 Gt yr−1 (Otosaka et al.,

2023). The primary driver is an acceleration in ice discharge, particularly in the

Amunsen Sea sector (Mouginot et al., 2014; Otosaka et al., 2023). This is driven

by ice shelf thinning through basal melting, which reduces buttressing and allows

outlet glacier acceleration. Antarctic ice shelf basal meltwater flux varies between

∼ 1,090 ± 150 Gt yr−1 to 1,570 ± 140 Gt yr−1 with strong spatial and temporal

variability related to surrounding water temperatures (Adusumilli et al., 2020).

Future projections indicate continued Antarctic mass loss under all emission

scenarios. Although snowfall (surface mass gain) is expected to increase, dynamic

losses from ice discharge, grounding-line retreat, ice-shelf collapse, and ocean-driven

basal melting are projected to outpace the gains from increased accumulation,

especially under high-warming pathways (Seroussi et al., 2024; Fox-Kemper et al.,

2021). The Ice Sheet Model Intercomparison Project for CMIP6 and the Linear

Antarctic Response Model Intercomparison Project, project contributions of 0.11-

0.12 m by 2100 across emission scenarios, though upper bounds remain poorly

constrained due to uncertainties in basal melting sensitivity and marine ice cliff

instability mechanisms (Levermann et al., 2020; Edwards et al., 2021). Critical

5



1.3. Greenland Ice Sheet

thresholds emerge on longer timescales: WAIS instability may occur near 1.5◦C-2◦C

warming (Fox-Kemper et al., 2021), with complete WAIS loss projected under 2◦C-

3◦C warming over a millennia (Fox-Kemper et al., 2021), and EAIS vulnerability

beyond 3◦C potentially contributing 6-12 m total sea level equivalent (Fox-Kemper

et al., 2021).

1.3 Greenland Ice Sheet

The Greenland Ice Sheet covers approximately 80% of Greenland’s landmass,

representing the largest ice mass in the Northern Hemisphere. Its position

between Arctic and Atlantic Oceans, and southward extension to ∼60◦N, makes

it highly sensitive to large-scale atmospheric circulation patterns. In particular, the

North Atlantic Oscillation and Greenland Blocking Index, which strongly modulate

regional summer temperature, precipitation, and melt conditions over the ice sheet

(Hanna et al., 2016; Hahn et al., 2018).

The ice sheet comprises two glacier types which respond through different

mechanisms: land-terminating glaciers and marine-terminating outlet glaciers.

Land-terminating glaciers lose mass primarily through surface mass balance (SMB)

changes, which is the difference between accumulation and ablation. These glaciers

respond directly to atmospheric warming, where rising air temperatures drive

substantially increased surface melting and runoff (Fettweis et al., 2020; Slater

et al., 2021; Tedesco et al., 2020). At the same time, the firn layer’s capacity to

retain and refreeze meltwater weakens under warmer scenarios (Noël et al., 2022).

The combination of these effects increases the area, number, and inland extent of

supraglacial hydrology features (Leeson et al., 2014; Williamson et al., 2018; Glen

et al., 2025). Furthermore, the system exhibits self-reinforcing feedbacks: melt-

albedo feedback where darker bare ice absorbs more radiation than snow (Sellers,

1969; Oerlemans et al., 1989), and melt-elevation feedback where surface lowering

exposes ice to warmer temperatures (Weertman, 1961; Oerlemans, 1982; Levermann
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et al., 2016). Marine-terminating glaciers experience the same surface processes as

land-terminating glaciers but they are additionally subject to dynamic mass loss

through ice-ocean interactions (Rignot et al., 2011). Submarine melting at glacier

fronts is a key driver of retreat and thinning, particularly where warm Atlantic Water

reach fjord termini (Straneo et al., 2010; Motyka et al., 2011; Straneo et al., 2013).

These melt rates are further enhanced when subglacial discharge plumes from surface

meltwater rise along the calving front, mixing fjord waters and warm Atlantic layers

(Jackson et al., 2014; Chauché et al., 2014; Everett et al., 2021). Major Greenland

outlets such as Jakobshavn Isbræ have undergone rapid changes since the 1990s,

including the loss of their floating ice tongues and dramatic acceleration (Joughin

et al., 2004; Motyka et al., 2011), while others like Helheim and Kangerdlugssuaq

have shown similar dynamic responses tied to ocean forcing (Straneo et al., 2010;

Joughin et al., 2010). However, the magnitude and timing of retreat and thinning

vary considerably between drainage basins, reflecting local controls such as fjord

geometry, bed topography, and the extent to which warm Atlantic Water penetrates

to the ice front (Carr et al., 2013; Straneo et al., 2013; Enderlin et al., 2014).

The Greenland Ice Sheet has experienced a cumulative loss of 4,892 ± 457 Gt of

ice between 1992 and 2020, contributing approximately 13.5 mm to global sea level

rise (Otosaka et al., 2023). The average annual mass loss during this period was

169 ± 16 Gt yr−1 (Otosaka et al., 2023). However, the rate of ice loss has shown

significant inter-annual variability, ranging from 86±75 Gt yr−1 in 2017 to a peak of

444±93 Gt yr−1 in 2019, driven by exceptional surface melting (Tedesco et al., 2020).

Mass loss initially occurred through equal SMB and dynamic contributions (1992-

2018), but recent observations show SMB losses now dominate total loss (Broeke

et al., 2016; Slater et al., 2021; Otosaka et al., 2023). Surface warming has been

pronounced, with coastal regions experiencing +1.7◦C summer and +4.4◦C winter

warming between 1991-2019 (Hanna et al., 2020), driving increased meltwater runoff

that averaged 357 ± 58 Gt/yr in 2011-2020, representing a 21% increase over the

preceding three decades (Slater et al., 2021).
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Under all emission scenarios, the Greenland Ice Sheet is projected to continue

losing mass due to both surface and ocean-driven processes. By 2100, projected

contributions to global sea level rise from mass loss are estimated at 30 (1-

70) mm under a low-emission pathway (RCP2.6, radiative forcing stabilising at

2.6 W/m2) and 70 (30-160) mm under a high-emission pathway (RCP8.5, radiative

forcing reaching 8.5 W/m2). Under continued high emissions (RCP8.5), cumulative

contributions could increase to 310-1740 mm by 2200 (Fox-Kemper et al., 2021).

Surface mass loss will continue to accelerate as warming expands meltwater features

inland and degrades the firn layer, which currently buffers approximately 50% of

surface meltwater through storage and refreezing (Thompson-Munson et al., 2024).

Warming ocean waters will drive enhanced submarine melting at marine-terminating

glacier fronts, promoting dynamic ice loss through frontal retreat and calving (Nias

et al., 2023).

1.4 Measuring Mass Loss

The vulnerabilities of Antarctic and Greenlandic ice sheets - oceanic and atmospheric

sensitivity respectively - reflect their heterogeneous responses to climate change, with

regional variability in processes and rates driven by the interplay of atmospheric

forcing, ocean circulation, and local boundary conditions. Ice sheet mass balance

monitoring is vital for quantifying sea level contributions and understanding process

drivers, as freshwater input from ice loss alters ocean salinity and circulation

systems like the Atlantic Meridional Overturning Circulation, potentially affecting

global weather patterns, monsoons, and storm tracks (Wouters et al., 2022; Frajka-

Williams et al., 2023; Andernach et al., 2025). This spatial and temporal complexity

reinforces the need for sustained monitoring capable of resolving basin-by-basin

changes in both surface and dynamic processes.

Given the central role of ice sheets in the climate system, accurately measuring

their mass balance is a scientific priority. To address this need, several approaches
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are used to monitor ice sheets, ranging from in situ measurements to satellite-based

observations. In situ methods involve direct field measurements of accumulation,

melt, and ice thickness at specific locations using techniques such as stake

networks, ice cores, and ground-penetrating radar. While these provide high-

precision local observations and detailed process understanding, they are limited

by logistical challenges, high costs, and sparse spatial coverage across vast ice

sheet regions (Lenaerts et al., 2019). Airborne surveys offer improved spatial

coverage through techniques like laser altimetry and ice-penetrating radar, enabling

detailed measurements along flight lines and filling gaps between ground-based

observations (Zemp et al., 2013). However, airborne campaigns are expensive,

weather-dependent, and typically provide only episodic rather than continuous

monitoring.

Satellite-based approaches have become the primary method for ice sheet

monitoring due to their ability to provide comprehensive, spatially continuous

coverage of entire ice sheets at regular intervals. Unlike point-based in situ

measurements or linear airborne surveys, satellites can systematically observe the

complete spatial extent of ice sheets, capturing both large-scale trends and regional

variability that would be impossible to resolve through ground-based networks

alone. This comprehensive coverage is essential for understanding ice sheet behavior,

as mass changes are highly heterogeneous and processes can have significant

implications for overall mass balance (Otosaka et al., 2023).

Contemporary ice sheet mass balance assessment leverages these satellite

capabilities through three main approaches, each with distinct strengths and

limitations. Satellite gravimetry provides a direct measure of total mass change

by recording variations in Earth’s gravity field. The Gravity Recovery and Climate

Experiment (GRACE) and its successor GRACE Follow-On have provided monthly

resolved records of ice sheet mass loss since 2002, with measurement uncertainties

typically less than 10 Gt/month for ice sheet-wide estimates (Chen et al., 2006;

Luthcke et al., 2006; Velicogna et al., 2014; Velicogna et al., 2020). However, the

9



1.4. Measuring Mass Loss

∼300 km spatial resolution of these measurements limits their utility for studying

regional processes or attributing causes to specific mechanisms (Loomis et al., 2021;

Schlegel et al., 2016). Additionally, gravimetric observations record the combined

effect of recent ice sheet mass changes and glacial isostatic adjustment (GIA) - the

ongoing solid Earth response to ice mass changes since the last glaciation (Velicogna

et al., 2013). Since GIA signals are of the same order of magnitude as contemporary

ice sheet mass balance signals, accurate GIA models are essential for isolating the

ice sheet mass change component.

Satellite altimetry provides an alternative approach by measuring changes

in surface elevation over time. Converting elevation changes to mass changes

requires information about ice and firn density to account for the volume-to-mass

relationship, along with corrections for firn compaction processes and, to a lesser

extent, GIA-related vertical land motion (McMillan et al., 2016; IMBIE Team, 2018).

Since the launch of ERS-1 in 1991, radar and laser altimetry have offered multi-

decadal records of surface change, forming a cornerstone of contemporary ice sheet

assessments (Zwally, 1989; Zwally et al., 2005; Zwally et al., 2011; Hurkmans et al.,

2014; McMillan et al., 2016; IMBIE Team, 2018; Sandberg Sørensen et al., 2018;

Smith et al., 2023). Altimetry is particularly valuable because it resolves the spatial

heterogeneity of change across basins and sectors, enabling direct links between

observations and physical processes such as ice shelf thinning (Gudmundsson et al.,

2019) and grounding line retreat (Li et al., 2023). However, measurements are

sensitive to surface topography effects (Bamber, 1994; Simonsen et al., 2017), radar

signal penetration depth (Nilsson et al., 2015; Nilsson et al., 2016; Slater et al., 2019),

and uncertainties in density assumptions for volume-to-mass conversion (McMillan

et al., 2016; IMBIE Team, 2018).

The input-output method, or mass budget method, represents a third approach

that calculates mass balance as the net difference between mass gain (through surface

mass balance) and mass loss (through solid ice discharge at the grounding line, basal

melting, and ice-ocean interface melting) (Rignot et al., 2011; Broeke et al., 2009).
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Surface mass balance represents precipitation minus meltwater runoff, sublimation,

evaporation, and erosion, typically derived from atmospheric reanalyses and regional

climate models rather than direct observations. Ice discharge is calculated using

satellite-derived ice velocities and ice thickness measurements at flux gates along the

grounding line. This method provides valuable process-level insights by separating

the climatic (surface) and dynamic (discharge) components of mass change, enabling

attribution of losses to specific mechanisms (Broeke et al., 2009; Mouginot et al.,

2019). However, it requires detailed observations of ice velocity and thickness along

ice margins (Mouginot et al., 2019) and relies heavily on the accuracy of surface

mass balance models (Van den Broeke et al., 2011; Lenaerts et al., 2019).

This thesis focuses on the altimetric approach. By examining the capabilities

and limitations of radar altimetry over ice sheets, it aims to evaluate current

retrieval performance and contribute to the development of improved measurement

frameworks. The following section therefore introduces the theoretical background

of radar altimetry and its application to polar ice sheet monitoring.
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Chapter 2

Satellite Radar Altimetry

This chapter presents the theoretical and technical foundations of satellite radar

altimetry with respect to its application to the cryosphere. It first reviews the

physical principles that govern the acquisition and processing of radar echoes over

ice sheet surfaces, before outlining recent instrumental developments that have

expanded the capability of altimeters over ice sheets. It then describes conventional,

non-interferometric processing pipelines, before introducing the satellite missions

central to this thesis, which together provide the observational basis for the analyses

presented in the following chapters.

2.1 Overview

Whilst a range of techniques exist for remote observation of the cryosphere, our

understanding of how ice sheets are changing is largely informed by satellite

observations, with the longest continuous record coming from the technique of

satellite radar altimetry. The principal use of altimetry over ice sheets is to

derive estimates of ice sheet elevation and elevation change (Shepherd et al., 2019;

Wingham et al., 1998), which, ultimately, can be used to determine ice sheet mass

imbalance. Radar altimeters have also been used to investigate a range of other

glaciological processes, including grounding line location and migration (Dawson
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et al., 2017; Hogg et al., 2018; Konrad et al., 2018), subglacial hydrology (Gourmelen

et al., 2017; McMillan et al., 2013; Siegfried et al., 2018; Wingham et al., 2006b), ice

shelf processes (Chuter et al., 2015; Griggs et al., 2011), and surface mass balance

(Slater et al., 2021; IMBIE Team, 2018; IMBIE Team, 2020; Otosaka et al., 2023).

The era of systematic polar monitoring by satellite radar altimeters began in

the early 1990s with the launch of ERS-1 on July 17th 1991, followed shortly

by ERS-2 on 21st April 1995. Although designed primarily for oceanographic

applications, these missions provided the first continuous records of ice sheet

elevation, establishing the foundations for long-term altimetric monitoring. Over

the following decades, successive missions progressively improved the resolution and

reliability of measurements, leading to today’s operational systems that deliver near-

continuous polar coverage. This historical progression reflects a clear trajectory

toward increasingly sophisticated observations of the cryosphere, supported both

by advances in instrument design and by the growing emphasis on sustained polar

monitoring.

2.2 Fundamentals of Satellite Radar Altimetry

2.2.1 Principles

Radar altimeters work by transmitting a short radio-wave pulse towards Earth’s

surface and recording the returned echo in the form of a discretised waveform

(Figure 2.1). Each recorded waveform, comprising the sum of incident surface

reflections from within the altimeter footprint ordered by arrival time (Brown, 1977),

encodes information pertaining to the surface illuminated by the satellite, such as

topography, electromagnetic scattering characteristics, and in the case of returns

over ocean, wind speed and significant wave height (Quartly et al., 2019).
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Figure 2.1: The typical geometric characteristics of an altimeter waveform over a uniform surface.

Adapted from isardSAT (n.d.), via EUMETSAT.

Figure 2.2: Diagram of a satellite altimeter approaching the coastline, outlining the illuminated

footprint for each pulse and the resulting captured waveform. From Noor (2018).
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Typically, the altimeter antenna footprint width on the surface is defined as the

point at which the beam’s intensity drops to half-power (-3 dB), which is referred

to as the beam-limited footprint. For conventional low-resolution instruments, such

as those onboard the ERS-1, ERS-2 and Envisat satellites, this circular footprint

is typically tens of kilometres wide, and is determined by the satellite’s altitude,

attitude, and the shape of the antenna gain pattern, which describes the variation

of transmitted power with angle away from the boresight direction. However, in

practice, achieving beam-limited footprints from orbit would require an antenna

several metres across (e.g. ∼5 m at Ku-band to obtain a 5 km footprint) and

would consequently be highly vulnerable to mispointing errors - small deviations

in the antenna pointing direction that would cause the narrow beam to miss the

target surface entirely. Therefore, while the beam-limited footprint defines the full

area illuminated by the antenna, both early and current spaceborne altimeters

operate in pulse-limited mode, in which the radar pulse length defines a finer

resolution cell within that illuminated area. This pulse-limited footprint - typically

3-5 km in diameter depending on surface roughness and slope - corresponds at

any given instant to a concentric annulus of the surface, such that each range bin

in the returned waveform can be attributed to a specific portion of the surface

rather than to the beam-limited footprint as a whole (Figure 2.3). This bin-to-

annulus correspondence also helps makes waveform signal attribution to the surface

tractable, which would otherwise be more ambiguous across the broad beam-limited

footprint. Flat surfaces yield narrower annuli and sharper pulse-limited footprints

than rough or sloping terrain.
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Figure 2.3: An illustration of a pulse-limited footprint through time, for an antenna with beam

width ϑ, at times t0-t3. The one-way distance to the surface is given by c
tn

, where c is the speed

of light, and t the time elapsed since emission. From Tilling et al. (2018) and Rapley et al. (1983).

Over uniform surfaces, altimeter waveforms take a distinctive shape, with a

clear peak in power, corresponding to the first return from the surface at the point

of closest approach (POCA) to the satellite, followed by a gradual decay in the

received power - due to the combined influence of the antenna gain pattern and the

orientation of the surface relative to the incident radar wave (Figure 2.1). However,

for echoes acquired over ice sheet surfaces - which are typically non-uniform, rough,

and irregular - waveform shape can be more complex, particularly in regions close

to the ice margins. This complexity arises from the presence of numerous discrete

scattering regions within the illuminated beam-limited footprint, each contributing

differently to the overall returned signal.

In order to capture the backscattered radar pulse that forms each waveform, the

altimeter records the incoming energy for a discrete amount of time, corresponding

to when it expects the reflection to be received from the surface. Radar altimeters

can have a recording window as short as several microseconds, and when this fails

to coincide with the surface return then the instrument temporarily loses track of

Earth’s surface (Figure 2.4; further details in Section 2.2.2).

To illustrate satellite radar altimetry behavior more intuitively, I developed an
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interactive simulator (https://github.com/Joe-Phillips/Satellite-Radar-A

ltimetry-Tool/) that allows users to input 2D surface topographies and observe

how radar pulses interact with the surface to form corresponding waveforms. An

updated version of this simulator is applied in Chapter 6.

2.2.2 Practical Application

From each recorded echo, an estimate of surface elevation can be derived by

measuring the range between the satellite and a fixed point on the leading edge of the

waveform, which is assumed (in the case of conventional altimetry) to correspond to

the POCA return. This range measurement can then be converted to an estimate

of the surface elevation at the POCA, given knowledge of the satellite altitude.

Additionally, several other useful descriptive parameters can also be derived from

the waveform (Figure 2.1), including estimates of (1) the ice sheet’s backscatter

coefficient (sigma-0), which can be used to characterise ice sheet properties such

as snow depth, grain size, and density (Blarel et al., 2015; Mertikas et al., 2020);

(2) the leading edge width, which contains information related to surface roughness

and radar wave penetration into the near-surface snow layer; and (3) the trailing

edge slope, which is sensitive to both footprint scale topography and subsurface

backscattering (Legresy et al., 2005; Rémy et al., 2009)
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Figure 2.4: Visualisation of Sentinel-3 tracker performance over the margin of the Antarctic Ice

Sheet. The figures show frames from a custom tool I developed that interactively plots and animates

Sentinel-3 and CryoSat-2 altimetry data (https://github.com/Joe-Phillips/SAR-Altimetry

-Flyover-Visualiser). Example shown uses Sentinel-3 (BC-005 land ice product) over Mertz

Glacier in Antarctica, January 2020, which operated in closed-loop tracking mode. The surface

view shows the REMA DEM (100 m). Green outlines mark the -3 dB footprint, orange the nadir,

blue the POCA, and purple the REMA points within the illuminated footprint. The waveform

(orange) leading edge is given by bounding dashed light orange lines. The range window view

shows the range window in green (viewed into the page, along-track), dashed green as the leading

edge (in space). REMA points are shaded to show their progressive capture, first within the

range window and then within the leading edge. The footprint appears non-circular due to SAR

processing (Section 2.2.3.1). Panel (a) shows successful surface tracking; panel (b) shows tracking

failure.
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2.2. Fundamentals of Satellite Radar Altimetry

To place the range window correctly, and so capture returns effectively, an

altimeter requires an estimate of the predicted range to the approaching surface. To

provide such information, two methods are utilised: “closed-loop” and “open-loop”

tracking. Closed-loop tracking predicts the next range based on the history of the

last few seconds. Whilst this works well when the range has linear variation, such as

over the ocean or the low slope interiors of the ice sheets, its performance degrades

over more highly variable terrain, because the range history is a less reliable predictor

of the future range evolution. In contrast, open-loop tracking uses information from

an a priori Digital Elevation Model (DEM) to provide the satellite with an estimate

of the expected range to the ice surface (Donlon et al., 2012a). This method has the

potential to more precisely track the complex topography found across many parts

of the ice sheet margin.

2.2.3 Advances in Satellite Radar Altimetry Instrumentation

All conventional radar altimeters operating prior to 2010 functioned in Low

Resolution Mode (LRM). In this mode, pulses are transmitted at a relatively low

pulse repetition frequency (PRF), such that the backscattered signal has returned

to the satellite prior to the next radar pulse being sent. Reflected echoes are then

averaged onboard to suppress speckle noise, which further reduces the effective

sampling rate. While effective over open oceans, LRM has significant drawbacks

when applied to the cryosphere (McMillan et al., 2018). The large, pulse-limited

footprint - spanning several kilometres in diameter - results in relatively poor

spatial resolution and a limited capability to resolve small-scale variations in ice

sheet topography. Moreover, LRM provides no information about where within the

beam footprint the echo originates, meaning that reflections from different locations

within the footprint cannot be distinguished. Over regions with complex surface

geometry, such as steep slopes, crevassed areas, or mountain glaciers the resulting

measurements can be highly contaminated or entirely unusable. These limitations

motivated the development of new instruments and processing strategies capable
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of narrowing the effective footprint and improving geophysical retrievals over ice-

covered surfaces. To address these issues, CryoSat-2 (CS2), which was launched in

2010, introduced two key innovations in instrument design: (1) the use of synthetic

aperture radar (SAR) processing, and (2) radar interferometry (SARIn when used

alongside SAR processing) (Wingham et al., 2006a). The following sections provide

a brief summary of each innovation.

2.2.3.1 Synthetic Aperture Radar

In conventional LRM operation, the altimeter must wait for each radar pulse to

complete its round trip before transmitting the next. This constraint enforces a

low PRF and limits the achievable along-track resolution to the kilometre scale,

meaning that fine-scale variations in topography cannot be resolved. Synthetic

Aperture Radar (SAR; also referred to as Delay-Doppler) altimetry was developed

to overcome this limitation by transmitting bursts of pulses at much higher PRF,

allowing overlapping emissions and enabling higher along-track resolution.

In essence, SAR altimetry processing uses the Doppler effect to discriminate

multiple overlapping pulses based on their frequency shift caused by the motion

of the satellite relative to the target surface, thus enhancing along-track resolution

(Figure 2.5). To enable this, the instrument transmits bursts of 64 closely spaced

pulses at a higher PRF, increased from ∼2 kHz in conventional low-resolution mode

altimetry to ∼18 kHz for SAR altimetry. This allows a fast Fourier transform to

partition the beam-limited footprint into 64 along-track “Doppler strips,” enabling

CryoSat-2 to achieve a four-fold improvement in along-track resolution (∼380 m)

compared to earlier missions. Additionally, multiple looks of the same Doppler

strip can be “stacked”, thereby reducing radar speckle - a process known as multi-

looking. As such, instead of a large circular footprint at the surface, SAR processing

allows CryoSat-2 to sample the surface in ∼15 km across-track by ∼380 m along-

track strips (∼300 m for Sentinel-3), where the across-track resolution is pulse-

limited and dependent on surface roughness and slope, and the along-track resolution
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is Doppler-limited (Figure 2.5). While the concept of SAR processing has been

applied within the context of radar imagers since the 1950s (Love, 1985) and has

seen extensive application in previous satellite missions (Curlander et al., 1991;

Kovaly, 1976; Rosen et al., 2000), SAR processing has only recently been utilised by

Earth-orbiting altimeters with the launch of CryoSat-2, and has since been applied

to the Sentinel-3 mission. This innovation has represented an important advance

in polar Earth Observation, allowing smaller-scale features across ice sheets and sea

ice to be resolved (Raney, 1998; Tilling et al., 2015).

Figure 2.5: (a) Schematic of the SAR altimetry process, from AVISO (2019) and Raney (2021).

(b) Top-down illustration of footprint differences between LRM and SAR processing, from Martins

et al. (2023) and Raney (1998).

2.2.3.2 Interferometry

Traditional radar altimeters equipped with a single antenna are inherently limited

to one-dimensional measurements: they record only the time delay of the returning

echoes. This provides information about the range to reflecting surfaces but not

their position within the antenna’s beam footprint. As a result, the geographic

origin of each reflection is ambiguous, lying anywhere along an arc defined by the

antenna gain pattern and the echo return time. While SAR processing improves

along-track resolution by distinguishing echoes based on their Doppler frequency

shifts, it cannot resolve the across-track ambiguity - reflections from different across-

track locations within the footprint remain indistinguishable. Over relatively flat
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surfaces such as the open ocean, this remaining ambiguity is less problematic, but

in regions with complex surface geometry - such as ice sheet margins, and outlet

glaciers - the inability to distinguish across-track echo location significantly degrades

measurement accuracy. Consequently, single-antenna altimetry cannot reliably

resolve fine-scale topography or identify the true source of off-nadir reflections.

Interferometric techniques address this limitation by recording the phase differ-

ence between two spatially separated antennas, enabling the angle of echo arrival

to be determined. This additional dimension of information allows interferometric

altimeters to geolocate surface echoes more precisely, and also provides the capacity

to generate detailed elevation profiles consisting of numerous georeferenced points

across-track (so called "swath processing"). Compared to conventional POCA

measurements, this process has been found to provide up to a tenfold increase

in spatial sampling, and at 70◦ latitude, a three, five, ten and 35-fold increase

in temporal sampling at 5, 3, 1 and 0.5 km posting, respectively (Gourmelen

et al., 2018). The SARIn capabilities onboard CS2 have demonstrated significant

improvements when compared to LRM, especially over complex surfaces (Gray

et al., 2017; Wang et al., 2019; Aublanc et al., 2021; Wang et al., 2015; McMillan

et al., 2018; Chuter et al., 2015). In addition to improved ice sheet mass balance

estimates, interferometry has also benefited other applications including grounding

line detection and retreat monitoring (Dawson et al., 2017; Hogg et al., 2018), as

well as the resolution of small water bodies such as supraglacial lakes (Gray et al.,

2017; Ignéczi et al., 2016).

2.3 Conventional Non-Interferometric Level-2 Pro-

cessing Pipelines

The discussion so far has outlined the principles of satellite radar altimetry and

the major instrumental advances that have enabled improved measurements over

the cryosphere. Yet, as introduced in the previous section, conventional non-
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interferometric waveforms (both LRM and SAR) remain fundamentally limited by

range ambiguity: each waveform can, in principle, correspond to a wide variety

of possible topographic surfaces within the satellite footprint. Without additional

information, it is therefore impossible to unambiguously determine the true origin

of reflections.

To address this, current ice sheet SAR and LRM altimetry Level-2 processing

chains - which have followed broadly the same logic for the past three decades -

reduce the dimensionality of the problem through two key steps: (1) retracking and

(2) slope correction. Together, these aim to reduce the dimensionality of the problem

such that a singular measurement of elevation, placed at the correct location on the

ice sheet surface, is obtained. Specifically, the assumption is made that the leading

edge of a captured echo - the initial steep rise of the pulse from the noise floor to the

inflection point at peak power - corresponds to the first surface return at the point of

closest approach (POCA) to the satellite. Using this assumption, retracking works

to first obtain a single range measurement from the leading edge, corresponding to

the distance between the satellite and the surface, with the slope correction step

then used to identify the POCA location on the surface to attribute this to.

These steps, together with the application of a range of geophysical and

instrumental corrections, form the conventional Level-2 pipeline that transforms

radar waveforms into estimates of surface elevation. The following sections describe

each stage in turn.

2.3.1 Retracking

During Level-2 (L2) processing, the position of the waveform leading edge relative to

a specific onboard tracking gate is estimated. This process is known as “retracking”,

and can involve adjusting the tracker range by several meters (Martin et al.,

1983; Ridley et al., 1988). In general, retracking algorithms can be categorised as

“physical” or “empirical”. Physical retrackers fit an analytical model to the received

waveform in order to represent the underlying physics of the radar wave’s interaction
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with the scattering surface, whereas empirical retrackers solely consider the geometry

of the recorded waveform (Passaro et al., 2022; Villadsen et al., 2016). In practice,

physical retrackers are rarely used over ice sheets, because of their inability to fit

irregular waveform shapes caused by complex terrain, and their sensitivity to changes

in the scattering properties of the surface (Landy et al., 2019; Martin et al., 1983;

Quartly et al., 2019; Quartly et al., 2020; Slater et al., 2019). Conversely, empirical

retrackers do not assume waveform shape, and as such, are far more robust to

cases where the echo deviates from its theoretical shape. Examples of physical and

semi-analytical retrackers include ICE-2 (Legresy et al., 2005) which was applied

to low resolution mode ENVISAT data, SAMOSA (Ray et al., 2015), which has

been applied to delay-doppler Cryosat-2 and Sentinel-3 data, and the UCL ice sheet

retracker (Wingham et al., 2006b), which is deployed in the Sentinel-3 land ice

ground segment. Examples of empirical retrackers include ICE-1, which applies a

threshold based upon the OCOG (Offset Centre of Gravity) amplitude (Bamber,

1994; Wingham et al., 1986), and has been used widely since its implementation

within the ground segment of ERS-1; the threshold retracker developed by (Davis,

1997); TFMRA (Threshold First Maximum Re-tracker Algorithm) (Helm et al.,

2014); and MultiPeak Ice (MPI), a recent approach designed to handle complex,

multi-peaked waveforms (Huang et al., 2024).
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Figure 2.6: Illustration of the retracking process, with the known, onboard tracking gate given

at the center of the range window. The leading edge is highlighted in black, and the retracked

distance Rretrack is defined as the offset between the center bin and the algorithm-selected point

on the leading edge. From Nielsen et al. (2017).

2.3.2 Slope Correction

As the measured range to the POCA is 1-dimensional, it is insufficient to determine

the location of POCA in 3-dimensional space; rather it constrains POCA to lie upon

an iso-range surface, a constant distance from the satellite. Over flat surfaces such

as the open ocean, the POCA can be assumed to be at nadir directly beneath the

satellite. However, over sloped and rough ice sheet topography, this assumption

cannot be made and the ambiguity must be resolved. Solving for this ambiguity

- to determine the location of POCA - is a process commonly referred to as slope

correction. Specifically, the aim is to identify the origin on the surface corresponding

to the measured elevation, based upon the assumption that the point closest to
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the satellite corresponds to the backscattered energy from the leading edge of the

waveform. Over rugged terrain, the magnitude of this slope correction can reach

tens of meters vertically, and several kilometers across-track. As such, uncertainties

in applying this correction are commonly the largest source of uncertainty in non-

interferometrically derived elevation measurements (Brenner et al., 2007; Li et al.,

2022).

Historically, to identify the POCA location, “slope-based” methods were used

(Bamber, 1994; Brenner et al., 1983; Cooper, 1989; Remy et al., 1989). These

assumed a constant slope within the beam-limited altimeter footprint, which was

commonly derived using a priori slope data at nadir (Levinsen et al., 2016;

Remy et al., 1989). By assuming an orthogonal reflection from the surface, the

approximate location of the POCA can then be determined using trigonometry

(Brenner et al., 1983; Roemer et al., 2007). Whilst the assumption of constant

slope is reasonable over simpler, homogeneous terrain, the slope method neglects

the finer-scale topography within the beam-limited footprint, which may lead to

inaccuracies over even moderately undulating areas of the ice sheet (Levinsen et al.,

2016). To address this, “point-based” methods were developed which locate the

POCA by using an auxiliary DEM to search for points with minimum range within

the beam-limited satellite footprint (Levinsen et al., 2016; Li et al., 2022; Roemer

et al., 2007). Such an approach was first introduced by Roemer et al. (2007) using a

DEM derived from ERS-1 measurements. Specifically, this approach moves a fixed

window the approximate size of the satellite’s pulse-limited footprint through DEM

data within the beam-limited footprint. The POCA location is then identified as the

centroid of the window that minimises the mean range between the satellite and the

DEM points within that window, with interpolation between DEM nodes used to

further improve accuracy and precision. In their initial study, Roemer et al. (2007)

found that this new approach outperformed slope-based methods over Lake Vostok

within the East Antarctic interior, reducing the error standard deviation from 1.1

m to ∼0.5 m when compared to ICESat-1 measurements. This was subsequently
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confirmed over Greenland, both for Envisat (Levinsen et al., 2016) and CryoSat-2

Low Resolution Mode data (Li et al., 2022). In both cases the dispersion of the

elevation differences relative to either airborne or satellite laser altimetry was 2-6

times greater for a slope-based approach in comparison to a point-based approach.

More recently, LEPTA (Leading Edge Point Based), a formulation of a point-

based method was proposed by Li et al. (2022), which utilised the ranges spanned

by the waveform leading edge to identify the DEM points corresponding to the

POCA (Figure 2.7). The POCA, and consequently the slope correction, was then

derived from the mean of the points intersecting the leading edge. This approach

has also been generalised to allow retrieval of multiple elevations from a single

multi-peaked waveform, which was demonstrated for Sentinel-3 SAR acquisitions

(Huang et al., 2024). When benchmarked against ICESat-2, LEPTA achieved a

median height difference of <0.01 m and a median absolute deviation of 0.09 m.

However, it remains sensitive to DEM biases and temporal elevation changes due to

its reliance on a static DEM (Huang et al., 2024; Li et al., 2022). Finally, AMPLI

(Altimeter data Modelling and Processing for Land Ice) (Aublanc et al., 2025a)

represents a new facet-based waveform simulation approach to slope correction.

When applied to Sentinel-3 UF-SAR (Unfocused Synthetic Aperture Radar) data

over the Antarctic ice sheet, the AMPLI method reduced the median elevation

bias and median absolute deviation relative to ICESat-2 ATL06 by 18% and 51%,

respectively, compared to the ESA Sentinel-3 Land Ice Thematic Product, which

uses a slope-based approach. In areas with sloped terrain (>0.5◦), improvements

reached up to 83% and 90%. Although this approach constitutes a complete pipeline

from waveform to elevation extraction, including a retracking step, Aublanc et al.

(2025a) employ the established Leading Edge Detection (LED) algorithm - originally

developed for SARIn CryoSat-2 measurements - with their primary contribution

focused on improved slope correction.
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Figure 2.7: Illustration of the LEPTA slope-correction approach compared with standard slope-

and point-based methods. The slope method estimates the POCA (Ps) by taking a planar slope

derived from a DEM and selecting the point on this surface closest to the satellite. The point-

based method determines the POCA (Pp) by minimising the average satellite-DEM range within

a predefined, fixed-size rectangular footprint (e.g. 1.65 km × 1.65 km), typically corresponding

to the pulse-limited footprint. The LEPTA approach further refines this by selecting only DEM

points that contribute to the leading-edge signal and averaging them to locate the POCA (Pl),

thereby improving accuracy by excluding non-contributing areas. From Li et al. (2022).

2.3.3 Geophysical and Instrumental Corrections

Before use, measurements need to be corrected for both geophysical and instrumental

factors. These include accounting for the distance between the antenna and satellite

centre of mass, dry and wet troposphere delays, ionospheric delays, and variations in

the solid Earth, ocean loading, and polar tide (Quartly et al., 2020). Additionally,

ocean tide and inverse barometer corrections need to be applied over floating ice

such as ice shelves, the latter of which accounts for changes in atmospheric pressure.

Measurements of the satellite range are also impacted by the on-board clock (ultra-

stable-oscillator; USO) responsible for measuring the round-trip of the echo (Quartly

et al., 2020). Approaches for accounting for these various corrections differ from

mission to mission but commonly amount to adjustments of the order of several

meters in total.

This concludes the summary of the principal processing steps in Level-2 ice sheet

altimetry chains, along with the key innovations introduced during the transition to
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SAR and SARIn altimetry. With this technical foundation established, I now turn

to the satellite missions that implement these technologies and provide the data

used in this work.

2.4 Satellite Missions used in this Work

Here I present overview descriptions of the main satellite altimetry missions used

in this thesis, providing the observational foundation for the analyses and results

in the following chapters. The subsections below summarise the design, operation,

and key characteristics of each mission to contextualise their use in this work.

2.4.1 CryoSat-2

CryoSat-2 (CS2) is a satellite mission developed and operated by the European Space

Agency (ESA), with the primary objective of monitoring variations in the thickness

of Earth’s continental ice sheets and marine ice cover. The mission was conceived to

address the growing need for precise and comprehensive data on the most dynamic

and climatically sensitive regions of Earth’s cryosphere. For more than a decade,

CryoSat-2 has played a crucial role in understanding how changes in ice thickness

contribute to global sea-level rise and the overall dynamics of Earth’s ice masses

(Slater et al., 2021; McMillan et al., 2014; Landy et al., 2022; Hogg et al., 2018;

Aublanc et al., 2021; Helm et al., 2014; Gourmelen et al., 2018). CryoSat-2 was

launched on 8 April 2010, and forms part of ESA’s Earth Explorer program. The

mission had an initial design lifetime of 3.5 years, but is still operating successfully,

now providing over 15 years of invaluable data. Operating in a non-sun-synchronous

low Earth orbit (LEO) at an altitude of 720 km and with an inclination of 92◦,

CryoSat-2 has a repeat cycle of 369 days with a 30-day sub-cycle (Parrinello et al.,

2018). This orbit allows the satellite to achieve near-complete coverage of polar

regions, reaching up to 88◦ latitude, which is necessary for comprehensive monitoring

of Antarctica and the central Arctic sea ice pack.
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The primary instrument on CryoSat-2 is the Synthetic Aperture Radar/

Interferometric Radar Altimeter (SIRAL), which is designed to measure surface

elevation. The instrument operates in three distinct modes: LRM, SAR, and SARIn

(Parrinello et al., 2018). Over ice sheet interiors and oceans, the instrument operates

in LRM, functioning as a conventional altimeter. In sea ice and some oceanographic

regions, SAR mode is used to enhance along-track resolution for improved ice

thickness estimates. Across the ice sheet margins and mountain glacier regions,

SARIn mode is deployed, whereby interferometry is used to more precisely locate

returns in areas of complex terrain, enabling more accurate measurements in these

high-relief regions. SIRAL operates at a central frequency of 13.575 GHz (Ku-band

radar) and has a pulse bandwidth of 320 MHz, with specific settings for different

operational modes (Parrinello et al., 2018). The radar altimeter’s data rate varies

across modes, with 60 kbit/s for LRM, 12 Mbit/s for SAR, and 2 x 12 Mbit/s for

SARIn (European Space Agency, 2021). This high data rate in SAR and SARIn

modes supports the high PRF and, in turn, the delay-doppler processing required

to resolve fine-scale surface features.

CryoSat-2’s measurement accuracy is influenced by the satellite’s footprint,

which varies depending on the operational mode. The antenna beam-limited

elliptical footprint spans approximately 13.2-14.0 km along-track and 14.9-15.8 km

across-track, depending on the satellite’s altitude (European Space Agency, 2021).

In contrast, the pulse-limited footprint in LRM is approximately 2.15 km2, with

a diameter of 1.65 km in both directions, depending upon surface topography.

For SAR and SARIn modes, the pulse-Doppler footprint area is reduced to about

0.5 km2, due to the significantly narrower along-track Doppler beam width of

approximately 380 m (European Space Agency, 2021).

The CryoSat-2 ground segment generates several levels of data products, which

are broadly categorised according to the degree of processing applied to the

telemetered data. Level-0 (L0) consists of raw data, which serves as the foundation

for generating higher-level products. Level-1B (L1B) contains waveforms along the
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satellite’s ground track, including essential instrument and geophysical corrections,

and is available in all operational modes (LRM, SAR, SARIn). Level-2 (L2) is

derived from L1B data and provides surface elevation and other surface parameters,

such as radar backscattering coefficients. These products include slope-corrected

heights over land ice, ice thickness over sea ice, and various geophysical corrections.

CryoSat-2 also produces thematic products under the Cryo-TEMPO initiative,

which are tailored to specific scientific domains, such as land ice, sea ice, and

polar oceans (European Space Agency, 2021). These products are processed using

advanced altimetry techniques and are designed to be user-friendly with traceable

uncertainties. This initiative produces singular POCA measurements, available in

the standard Cryo-TEMPO product, and also interferometric swath measurements,

available in the Cryo-TEMPO EOLIS product. The latter are made available as a

monthly point product of dense elevation measurements, and as a monthly 2 km

resolution gridded DEM with the data sourced from a rolling 3-month window.

Figure 2.8: A diagram of the CryoSat-2 satellite and payloads. From Drinkwater et al. (2004).

Over ice sheet surfaces, CryoSat-2 has been used extensively to generate

estimates of surface elevation and elevation change (Gourmelen et al., 2018; Helm

et al., 2014; McMillan et al., 2014; Slater et al., 2021). For instance, Slater et al.

(2021) demonstrated the mission’s capability to monitor both seasonal variations
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and long-term trends across the Greenland Ice Sheet, including detailed mapping of

thinning patterns in coastal regions and mass balance changes over nearly a decade

of observations (Figure 2.9).

Figure 2.9: Surface elevation changes across the Greenland Ice Sheet derived from CryoSat-2

altimetry. (a) Rate of surface elevation change between 2011 and 2020. Purple contours indicate

areas of long-term dynamical imbalance from repeat optical imagery (1985-2018) and dynamic

elevation trends from satellite altimetry and the IMAU Firn Densification Model (2011-2017).

(b) Mean elevation change rates during May-August 2011-2020, with purple contours showing the

ablation zone extent. (c) Mean elevation change rates during September-April 2011-2020. (d) Left:

Elevation change time series for the ablation zone from CryoSat-2 altimetry (dark blue; shading

shows 1σ uncertainty) and the IMAU Firn Densification Model (light blue; offset by 1 m) from

January 2011 to October 2020. Right: Ice sheet facies and principal drainage basins (black) and

sub-basins (white). Seasonal contrasts between May-August (more negative) and September-April

(more positive) reflect surface mass balance variability, with summer melt-driven lowering and

winter accumulation-driven thickening. From Slater et al. (2021).
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2.4.2 Sentinel-3

The EU’s Copernicus programme has overseen the design and production of a

significant number of new satellites during the 2010’s and 2020’s. One of these

missions, Sentinel-3, has so far launched two satellites, the first of which, Sentinel-

3A, launched on 6th February 2016, followed by Sentinel-3B on 25th April 2018.

Sentinel-3 was designed, in part, as a successor to the European Space Agency’s

previous altimetry satellites, ERS-1, ERS-2, and Envisat, with the intention of

transitioning to an operational programme, and securing a near-continuous ∼30

year record of global altimetry data. During the lifetimes of Sentinel-3A and 3B,

two further satellite launches are planned, Sentinel-3C and D, in order to sustain an

unbroken observational record into the next decade and, ultimately, pave the way for

the Sentinel-3 Next Generation (S3NG) satellites (Egido, 2023). Sentinel-3 has an

orbital period of 101 minutes such that after 385 complete revolutions (27 days), the

ground-track is repeated to within 1 km. This orbital configuration yields a track-

to-track spacing of 0.94◦ longitude at the Equator (Quartly et al., 2020). Both the

3A and 3B satellites orbit with a 98.65◦ inclination, thus providing coverage between

81.35◦ S and 81.35◦ N. The orbit is also configured to maintain a short-repeat

sub-cycle, such that after 4 days the mission obtains quasi-global coverage, with

a wider ∼7◦ spacing of ground tracks at the equator (Quartly et al., 2020). Driven

by its mission objectives, Sentinel-3 operates in a lower inclination orbit and with

a much smaller ∼60 m range window than CryoSat-2 (which operates at ∼92.03◦

inclination with a ∼240 m range window in SARIn mode, respectively). This reflects

the satellite’s global monitoring objectives, with a lower inclination favouring more

uniform and frequent sampling at mid- to low-latitudes, and optimisation for low-

relief surfaces, for which a ∼60 m range window is sufficient. This lower inclination

orbit means that significantly more of the interior of the AIS is missed. However,

as Sentinel-3 operates in SAR mode across the entire AIS (unlike CryoSat-2), much

of the interior of the ice sheet is for the first time mapped with a higher along-

track resolution. Due to the smaller range window of ∼60 m (EUMETSAT, 2017),
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however, it is not uncommon for Sentinel-3 to fail to capture the surface echo,

especially across coastal regions of the ice sheet that exhibit complex topography.

During routine operations, Sentinel-3 operates nominally in closed-loop tracking

mode across the ice sheets, thus mirroring the approach implemented on many previ-

ous altimeters, such as Envisat and CryoSat-2. Although the satellite was equipped

with open-loop tracking capabilities from launch, and indeed this was activated

during the commissioning phase of Sentinel-3A, subsequent analysis indicated that

the Open-Loop Tracking Command (OLTC) tables were not sufficiently precise over

the steep Greenland and Antarctica ice sheet margins to satisfactorily track the

complex ice surface (SentiWiki, n.d.). Recently, however, several target areas have

again been acquired with open-loop tracking, for the purposes of re-evaluating and

improving open-loop tracking over ice sheets. Notably, the updated OLTC tables

are now informed by the high resolution REMA and ArcticDEM DEMs, with the

aim to overcome the limitations encountered during commissioning.

The primary altimetry instrument on board Sentinel-3, SRAL (Synthetic

Aperture Radar Altimeter), is a Ku-band SAR altimeter, which operates with a

delay-Doppler beam-limited footprint of ∼300 m along-track by ∼18.2 km across-

track. The across-track resolution of measurements is further constrained by the

duration of the radar pulse, to ∼1.6-2 km, depending upon surface topography

(Donlon et al., 2012a). Specifically, SRAL emits patterns of 64 coherent Ku-band

pulses in a burst (i.e. with a high Pulse Repetition Frequency of 17.825 kHz),

surrounded by 2 C-Band pulses (Donlon et al., 2012a). Accompanying SRAL,

Sentinel-3 also carries a microwave radiometer (MWR), Sea and Land Surface

Temperature Radiometer (SLSTR) and an Ocean and Land Colour Imager (OLCI)

(Clerc et al., 2020).

Sentinel-3 data products are distributed under the Baseline Collection (BC),

where each baseline represents a consolidated release of the processing chain. Earlier

baselines, such as BC-004, provided a unified “Land Product” that applied a single

processing convention across surface types under the Level-1/Level-2 convention seen

34



2.4. Satellite Missions used in this Work

with CryoSat-2. With the release of BC-005, this was replaced by three distinct

thematic product chains: hydrology, sea ice, and land ice, thus mimicking the

approach taken by the CryoSat-2 Cryo-TEMPO products. Each chain implements

dedicated retracking strategies, tailored geophysical corrections, and specific quality

screening suited to the target surface. The hydrology chain is optimised for inland

waters, the sea ice chain provides parameters such as freeboard and sea-ice thickness,

and the land ice chain delivers elevation estimates over ice sheets and glaciers.

More specifically, the BC-005 land ice product builds on BC-004 by introducing

a number of ice-sheet-specific algorithms, most notably an artificial extension of

the range dimension of the delay-Doppler stack during Level-1 range migration

and multilooking, to better preserve backscattered energy in the final waveform,

particularly over the ice-sheet margins (Aublanc et al., 2018; Landy et al., 2019;

Aublanc et al., 2025b)

Figure 2.10: A diagram of the Sentinel-3 satellites and payloads. From European Space Agency

(2024).

Similar to CryoSat-2, Sentinel-3 has also seen application over the polar ice

sheets, though not as extensively, and with less emphasis on tracking changes in

surface elevation (Kokhanovsky et al., 2019; Mugunthan et al., 2023; Lawrence

et al., 2021; Niehaus et al., 2024). Specifically, McMillan et al. (2019) demonstrated
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the mission’s capability to monitor elevation trends across Antarctica using SAR

altimetry, providing continent-wide coverage of ice sheet dynamics (Figure 2.11).

Figure 2.11: (a) Antarctic surface elevation change rates from Sentinel-3A Delay-Doppler altimetry

(May 2016-June 2018) overlaid on shaded relief DEM and MODIS Mosaic of Antarctica. White line

shows CryoSat-2 mode mask boundary separating low-resolution (interior) and SAR interferometric

(coastal) regions. Data gap around South Pole reflects 81.35◦ orbital limit. (b) Localised surface

lowering across 30 km track segment in East Antarctica (red box in panel a) indicating possible

subglacial lake drainage. From McMillan et al. (2019).

2.4.3 ICESat-2

The Ice, Cloud, and land Elevation Satellite-2 (ICESat-2) is a NASA mission

launched on 15th September 2018 to measure changes in ice sheet and sea ice
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elevation. Unlike the radar altimeters described above, ICESat-2 uses laser (lidar)

technology rather than radar to directly measure surface height (Markus et al.,

2017). It succeeds the original ICESat mission (2003-2009), providing higher-

resolution data for quantifying ice mass balance, monitoring sea-level contributions,

and improving understanding of cryosphere dynamics (Magruder et al., 2021;

Markus et al., 2017).

ICESat-2 carries a single instrument, the Advanced Topographic Laser Altimeter

System (ATLAS), a photon-counting laser altimeter transmitting green laser pulses

(532 nm) at 10 kHz (Markus et al., 2017). ATLAS splits the beam into six ground

tracks arranged in three pairs, with ∼3 km spacing between pairs and ∼90 m

separation within pairs, providing dense coverage and redundancy. By recording

the travel time of individual photons, and aggregating these to generate elevation

measurements, ATLAS retrieves surface elevations with centimeter-level precision

and absolute accuracy of ∼0.1 m (Magruder et al., 2021). The satellite operates in

a near-polar, sun-synchronous orbit at 92◦ inclination with a 91-day repeat cycle,

giving near-complete coverage of Antarctica every three months, with much denser

sampling toward the poles due to orbital convergence (Magruder et al., 2021; Markus

et al., 2017).

While ICESat-2 provides some of the most accurate elevation data over the polar

regions and is widely used to calibrate and validate radar altimetry missions (e.g.,

CryoSat-2, Sentinel-3) (Aublanc et al., 2025b; Helm et al., 2014; Crétaux et al.,

2018; Ravinder et al., 2024; Aublanc et al., 2025a; Dawson et al., 2023), it differs

fundamentally from the radar instruments considered previously. Its measurements

are limited to narrow ground tracks and require clear-sky conditions, resulting in

lower spatial and temporal coverage compared with the broader, more continuous

coverage offered by radar altimeters (Pronk et al., 2024). Nonetheless, ICESat-2 is

included here because it provides the reference measurements against which radar

altimetry products are routinely validated in cryospheric research, and it is used in

the same capacity in this thesis.
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ICESat-2 has also been used to generate estimates of surface elevation and ele-

vation change (Figure 2.13). For instance, Ravinder et al. (2024) demonstrated how

laser altimetry can be combined with radar measurements to provide complementary

observations of ice sheet dynamics and improve the accuracy of elevation change

assessments over Greenland.

Figure 2.12: A diagram of the six-beam pattern of the Advanced Topographic Altimeter System

(ATLAS) instrument onboard ICESat-2, and a demonstration of its application. Adapated from

Smith et al. (2019).

2.5 Radar Altimetry: Summary and Outlook

Over the past three decades, satellite radar altimetry has developed from an

oceanographic tool with limited capability over ice sheets into a cornerstone

technique for monitoring the cryosphere. Early missions such as ERS-1 and ERS-

2 established the first continuous records, but their reliance on pulse-limited,

low-resolution systems restricted performance over regions of complex topography

(Joughin et al., 1996; Rémy et al., 2009). Subsequent innovations - including

synthetic aperture radar (SAR) processing and interferometry (SARIn) - have

greatly enhanced the precision, resolution, and spatial sampling of altimetric

measurements, enabling detailed mapping of ice sheet elevation and dynamical

processes (McMillan et al., 2019; Slater et al., 2021). CryoSat-2 pioneered the use
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of SAR and interferometric altimetry over ice and continues to provide invaluable

data, while the Sentinel-3 constellation has secured the long-term continuity of SAR

observations. Looking ahead, the planned CRISTAL mission, which is intended to

succeed CS2, will continue to extend this capability with multi-frequency SAR and

interferometric measurements (Kern et al., 2020).

Figure 2.13: Greenland Ice Sheet surface elevation changes from combined CryoSat-2 and ICESat-

2 altimetry (2018-2022). (a) Rates of elevation change averaged from both missions. (b) Time

series of bi-monthly elevation changes from CryoSat-2 (blue) and ICESat-2 (red); dark lines show

preferred scenarios with shaded bands indicating uncertainties, light lines show ensemble scenarios.

(c) Amplitudes of seasonal cycle averaged from both missions. A 25 × 25 km median filter is applied

to panels (a) and (c) for visualisation. From Ravinder et al. (2024).

Together, these developments mark a clear trajectory toward higher-resolution,

more frequent, and more accurate monitoring of the polar regions. Yet important

limitations remain. The pre-2010 record - from ERS, Envisat, and Jason missions

- consists solely of non-interferometric, LRM altimetry, leaving a gap in the ability

to trace the long-term evolution of ice sheet mass balance with the same level of

spatial precision and accuracy that is now possible. Current (and future planned)

Sentinel-3 satellites, while providing operational SAR coverage, lack interferometric

capability (Quartly et al., 2020), and even CRISTAL will only apply SARIn at Ku-

band, not at Ka-band (Kern et al., 2020). As a result, the full potential of radar

altimetry over complex ice surfaces has yet to be realised.
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With altimetric datasets set to expand in both volume and temporal coverage,

the challenge now lies less in the application of new instruments and more in

overcoming the inherent limits of existing and historical systems. This requires

rethinking how radar waveforms are processed and how geophysical information is

extracted. By developing approaches that more fully exploit the information content

of the altimetric signal, there is considerable potential to enhance the value of both

historical and future measurements.
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Chapter 3

Deep Learning Prerequisites

The preceding sections highlighted both the instrumental advances and the per-

sistent limitations of satellite radar altimetry. While SAR and interferometric

processing have markedly improved measurement capability, the extraction of

reliable geophysical information still depends heavily on simplifying assumptions

and processing strategies designed to compensate for non-interferometric ambiguity

(Andersen, 2025; Aublanc et al., 2025b). This creates a natural role for data-driven

approaches: methods that can learn directly from the complex, nonlinear structure of

altimetric waveforms and related geophysical datasets. Deep learning, in particular,

offers a powerful framework for addressing these challenges, given the abundance

of data now available, yet to date its application to the field of ice sheet altimetry

is extremely limited. The following sections provide an overview of deep learning

methods, offering essential context for Chapters 6 and 7, where their development

and application to ice sheet altimetry are explored in detail.

3.1 Overview

Deep learning is a subset of machine learning, which broadly refers to algorithms that

learn from data without relying on hand-crafted rules. Deep learning is distinguished

by its layered architecture, which automatically extracts and combines features at
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progressively higher levels of abstraction. These models are particularly effective

for capturing complex, nonlinear relationships in high-dimensional data, especially

when patterns are difficult to define explicitly but can be learned from large datasets

(Goodfellow et al., 2016). Over the past decade, deep learning has been applied to

a wide range of problems in environmental science, often outperforming traditional

methods in both accuracy and generalisability. Applications include land cover

classification from satellite imagery (Zhang et al., 2020; Campos-Taberner et al.,

2020), nowcasting extreme weather events (Ravuri et al., 2021; Weyn et al., 2020;

Pan et al., 2021), and monitoring air and water quality (Agbehadji et al., 2024; Zhi

et al., 2024; Zheng et al., 2025). In cryospheric research specifically, deep learning

has shown success in a variety of use cases (Liu, 2021), including identifying glaciers

and tracking their evolution (Maslov et al., 2025; Chu et al., 2022; Li et al., 2025),

measuring sea ice concentration (Kvanum et al., 2024; Chen et al., 2024; Andersson

et al., 2021), and mapping snow cover and depth (Breen et al., 2024; Wang et al.,

2020; Yu et al., 2022).

In this work, I focus on Convolutional Neural Networks (CNNs) - a class of

models well suited to structured, spatial data. The following sections provide an

overview of the fundamental components underlying deep learning architectures.

I begin with fully-connected networks, then expand to CNNs and specific CNN

architectures, and finally discuss probabilistic networks and methods for quantifying

prediction uncertainty.

3.2 Fully-Connected Neural Networks

In their general form, neural networks consist of interconnected artificial neurons

arranged in layers. Each neuron takes in values as input, computes their weighted

sum, adds a bias, and applies an activation function to generate a single-valued

output (Figure 3.1). Here, activation functions work to incorporate non-linearity

into the model and, in some cases, to transform neuron outputs into specific forms
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such as probabilities (Goodfellow et al., 2016; Bishop, 1995). At the input layer

to a network, each element in some input vector is fed to all of the neurons in the

subsequent layer, which compute outputs, passing them to the following layer. This

process is repeated layer-by-layer until the output layer is reached, where predictions

are made. The layers between the input and output layers are known as hidden

layers and are responsible for learning complex patterns in the data (Figure 3.1).

This arrangement, where every neuron in one layer connects to every neuron in the

next, is referred to as a fully-connected neural network (Goodfellow et al., 2016).

Figure 3.1: Example diagram of a fully-connected, feed-forward network. Adapted from Shao

(2018) and Bre et al. (2018).

To perform a task effectively, a neural network must learn appropriate values

for its internal parameters, which are initially randomly selected. This process -

known as training - involves adjusting the network’s weights and biases to improve
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its predictions based on examples (LeCun et al., 2015). The goal is to minimise a

loss function, which quantifies the error between the network’s prediction Y , given

some input X, and the known target output Ŷ (Goodfellow et al., 2016). During

training, data is fed through the network, and the loss with respect to the expected

output is computed. This loss is then propagated back through the network, where

the weights and bias in the neurons are updated in the direction of the steepest

descent of the loss landscape; a multi-dimensional space comprising the network

loss with respect to the model parameters (weights and biases) (Figure 3.2). This

update occurs with distance e, referred to as the learning rate (Rumelhart et al.,

1986). The algorithm commonly used in calculating the gradients of the loss function

with respect to the parameters, and incrementally updating them, is referred to as

gradient descent (Rumelhart et al., 1986; LeCun et al., 2015). The process of doing

this with a full set of data once is called an epoch and is repeated until convergence

is achieved, ensuring the network optimally captures underlying patterns in the data

(Goodfellow et al., 2016).

Figure 3.2: Abstract representation of the “loss landscape”. The z-axis denotes the loss, while the

x- and y-axes provide a two-dimensional projection of the network’s weights and biases. The black

arrow illustrates a possible trajectory taken during training via backpropagation. In reality, this

landscape exists in a space with far more dimensions. From Amini et al. (2019).
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Whilst neural networks are adept at solving various tasks, including regression

and classification, achieving optimal performance requires careful tuning of various

hyperparameters such as layer depth, neuron count, activation functions, and

learning rates (Goodfellow et al., 2016). This hyperparameter tuning is crucial for

ensuring the effectiveness of neural network models, and in practice is typically

carried out through systematic search strategies (e.g., grid or random search),

optimising for model performance (Bergstra et al., 2012).

3.3 Convolutional Neural Networks

Fully-connected layers in neural networks, although effective, have limitations when

handling multidimensional data, such as images. The need to flatten input data leads

to a loss of spatial information, which is crucial in structured data (Goodfellow et al.,

2016; LeCun et al., 2015). Moreover, these networks lack translation invariance,

learning features in-place (Goodfellow et al., 2016). This means that knowledge

of a given feature in an image is location-dependant. Additionally, these networks

require an unmanageable number of weights for large structured inputs (such as

images) due to their fully-connected nature (Bishop, 1995; Goodfellow et al., 2016).

Convolutional Neural Networks (CNNs) address these issues through the use

of convolutional layers, which use learnable filters (kernels) to extract specific

features from small, overlapping regions of the input data through element-wise

multiplications and summations as they slide (convolve) across the input (Figure

3.3) (Lecun et al., 1998; Goodfellow et al., 2016; Rawat et al., 2017). The filters in

CNNs - which can be applied in varying, odd-numbered sizes (e.g. 1×1, 3×3, 5×5)

- function similarly to the weights and biases in fully-connected neural networks

(being technically a multi-dimensional extension), which are likewise updated via

backpropagation (Rumelhart et al., 1986; Lecun et al., 1998). Each convolutional

layer applies one or more filters to capture different features, followed by a nonlinear

activation function which is applied element-wise to the output (Goodfellow et al.,
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2016). This local processing, where each neuron considers only a small portion of

the input, is essential for capturing local patterns and features (Lecun et al., 1998).

Figure 3.3: Diagram illustrating the process of a convolutional neural network. An input image

(a pepper, in this case), represented as a 3-channel RGB image, is passed through the network.

At each convolutional layer, learnable kernels (e.g., a 3×3×1 kernel shown here) convolve over the

image to generate feature maps. In this case, the resulting feature map is smaller than the input

image, but padding can be applied to the image (e.g. zeros at the edges) to result in a same-

size output. These feature maps are then pooled to reduce spatial dimensions, thereby increasing

the effective receptive field of subsequent kernels. After multiple such layers, the feature maps

are flattened and passed to a fully connected layer, followed by a final activation function, which

outputs class probabilities between 0 and 1 for N possible categories. From Cheung et al. (2020).

The use of convolution reduces redundancy and inefficiency seen in fully-

connected layers through sparse interaction, where each neuron connects to only

a local subset of inputs rather than all inputs, significantly reducing parameters and

computation (Goodfellow et al., 2016; Lecun et al., 1998; Rawat et al., 2017). Filters,

being smaller than the input data, extract meaningful information across the entire

data space, reducing memory requirements and improving learning efficiency, as

fewer parameters need to be estimated from the available training data (Goodfellow
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et al., 2016; LeCun et al., 2015). This also facilitates translation invariance, as filters

can detect specific features throughout the image via weight sharing (Fukushima,

1980; Lecun et al., 1998). Consequently, CNNs are equivariant with respect to

translation (Goodfellow et al., 2016).

Following convolutional layers, CNNs commonly implement pooling layers, which

reduce the spatial dimensions of feature maps while retaining essential information

(Lecun et al., 1998; Goodfellow et al., 2016). This down-sampling, typically

performed via max pooling or average pooling, allows the network to process

data in gradually larger spatial contexts (Goodfellow et al., 2016). After several

convolutional and pooling layers, the network commonly ends with one or more fully-

connected layers, which handle the flattened output from previous convolutional and

pooling layers to produce the network’s final output (Figure 3.3) (Lecun et al., 1998).

Although CNNs are built for multi-dimensional data, they have also seen

extensive success in one-dimensional tasks such as time series analysis (Kashiparekh

et al., 2019; Tang et al., 2022), speech recognition (Han et al., 2020; Abdel-

Hamid et al., 2014), and natural language processing (Kim, 2014; Jacovi et al.,

2020). Their ability to capture local patterns and hierarchies, combined with

reduced parameter numbers due to convolutional layers and weight sharing, makes

CNNs more robust and efficient than fully-connected networks for these pattern

recognition tasks. In contrast, fully-connected networks often suffer from over-

parameterisation and become impractical due to excessive connections that require

prohibitively large amounts of memory and training data. These factors have

made CNNs indispensable in various environmental application, including land-

cover classification and semantic segmentation of remote sensing imagery (Li et al.,

2021; Sumbul et al., 2019); forecasting forest-loss and crop-loss risk (Ball et al.,

2022; Thapa et al., 2022); and climate-variable downscaling and weather/climate

forecasting (Fallah et al., 2025; Elabd et al., 2025).
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3.4 Deep Learning Architectures Underpinning this

Work

To provide more specific context for the models applied in this thesis, it is useful

to introduce the ResNet family of architectures. The following sections first outline

the design principles of the original ResNet, which has become a foundational deep

learning architecture, and then describe ResNet-RS, the specific variant employed

in Chapters 6 and 7. In addition to introducing these models, this overview also

highlights broader deep learning concepts that are relevant throughout the thesis.

3.4.1 ResNet

This section provides a general overview of ResNet as background for Section 3.4.2,

which describes the specific variant used in this thesis.

In deep neural networks comprised of many layers, as gradients are back-

propagated they can become exceedingly small, resulting in what is known as the

vanishing gradient problem (Hochreiter, 1991; Bengio et al., 1994). This occurs

because repeated multiplication of small derivatives during backpropagation causes

updates to earlier layers to diminish towards zero, preventing those layers from

learning effectively (Goodfellow et al., 2016). As a result, the network struggles

to converge and its performance degrades (Bishop, 1995). To address this, He

et al. (2015) introduced ResNet (Residual Network), a CNN architecture designed

to maintain effective gradient flow through very deep networks (Figure 3.4).

The core innovation of ResNet is the residual block - a repeatable building block

composed of convolutional layers and a skip (or shortcut) connection that can be

stacked together to create very deep networks. This skip connection enables the

input to bypass the block and be added directly to its output, facilitating more

effective gradient propagation during training (He et al., 2015). By addressing the

vanishing gradient problem, the authors demonstrated that this architecture not

only stabilises deep network training but also improves convergence speed and overall
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model robustness (He et al., 2015).

Figure 3.4: Diagram of the ResNet-34 architecture. Colours indicate the four residual stages, each

consisting of multiple residual blocks. Within each stage, identity blocks are bracketed with solid

skip connections, while downsampling blocks are bracketed with dashed skip connections. Adapted

from Thakkar (2024) and Zhang (2020).

The ResNet architecture is organised into four main residual stages, bracketed

by a stem block at the beginning and a prediction head at the end (Figure 3.4).

The stem block performs an initial 7×7 convolution with stride 2, followed by a 3×3

max pooling operation, reducing spatial resolution while increasing channel depth.

This effectively shifts computationally expensive spatial processing into the channel
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dimension, improving efficiency and feature representation (He et al., 2015). Here,

channels represent the depth dimension of the data (for example, RGB images have 3

channels, but internal network layers may have hundreds) (Goodfellow et al., 2016).

The prediction head applies a global average pooling layer (first introduced by Lin

et al. (2014) and later popularised by the Inception architecture (Szegedy et al.,

2015)), which reduces each feature map to a single value, followed by a final, fully

connected layer which outputs the predictions.

Residual blocks in ResNet are typically divided into two functional types: (1)

downsampling blocks and (2) identity blocks (Figure 3.4). Downsampling blocks

reduce the spatial resolution of feature maps (individual channels of the data) and

usually appear at the start of each new stage in the network - where a stage is a

group of layers or blocks (groups of layers), commonly operating at the same spatial

resolution. Instead of using traditional pooling operations for spatial downsampling

like max or average pooling, ResNet uses convolutions with a stride of 2 (meaning

the learnable filter moves 2 pixels at a time instead of 1), effectively halving the

image dimensions. The shortcut path in these blocks is also adjusted using a 1××1

convolution with a stride of 2 to match both the spatial and channel dimensions of

the main path. Identity blocks, on the other hand, maintain the spatial dimensions

and are used when the input and output shapes are the same. Each residual stage

begins with one downsampling block, followed by a sequence of identity (bottleneck)

blocks.

In ResNet, the activation function used is ReLU (Rectified Linear Unit), a

popular choice due to its simplicity and effectiveness in introducing non-linearity

into the model (Nair et al., 2010; Goodfellow et al., 2016). ReLU outputs the input

directly if it is positive, and zero if it is negative (Goodfellow et al., 2016). This

functionality helps accelerate the convergence of the training process by mitigating

the vanishing gradient problem commonly associated with other activation functions

(Glorot et al., 2011). ResNet also incorporates batch normalisation after each

convolutional layer in the stem, bottleneck, and downsampling blocks. Batch
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normalisation is a technique that standardises the data flowing through the network

during training, and is applied to groups of training samples (called batches) that

are processed together (Ioffe et al., 2015). This standardisation reduces a problem

called internal covariate shift, where the statistical properties of data change as it

passes through different layers of the network during training (Ioffe et al., 2015).

By stabilising these statistical properties, batch normalisation allows the network to

train more quickly and reliably, leading to improved model performance (Ioffe et al.,

2015).

In ResNet, the number of blocks and the number of output channels at each

stage determine the overall depth and capacity of the network. For example,

ResNet-50 consists of 50 layers, with 3, 4, 6, and 3 bottleneck blocks in its four

stages, respectively. In deeper ResNet variants like ResNet-50 and beyond, both

residual block types adopt a bottleneck architecture (Figure 3.5). Each bottleneck

block consists of three convolutions: a 1×1 convolution that reduces the number

of channels (creating the "bottleneck” - layers of data compression where the

dimensions are lower than the neighbouring layers), a 3×3 convolution at the reduced

dimensionality, and a final 1×1 convolution that expands the feature (channel)

dimension, typically by a factor of 4. This structure reduces the computational

cost, as the more expensive 3×3 convolution operates on a narrower set of channels

(He et al., 2015).

ResNet-50 is one of the smallest of the commonly used ResNet variants and

typically uses a width factor of 1, where the width factor controls how many channels

(feature maps) the network uses at each layer. This results in output channel

dimensions of 256, 512, 1024, and 2048 at each stage, which are the expanded

dimensions after the final 1×1 convolution in each bottleneck block. The internal

3×3 convolution layers operate on reduced channel dimensions of 64, 128, 256, and

512, respectively, before being expanded fourfold.
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Figure 3.5: Diagrams of the identity block (left) and downsampling block (right) in ResNet-50 and

beyond. From de Rezende et al. (2018).

These architectural hyperparameters - depth and width - are tuneable. Deeper

networks tend to perform better on tasks requiring hierarchical feature extraction,

while wider networks may capture a richer variety of features at each level

(Zagoruyko et al., 2017). However, increasing depth or width does not guarantee

improved performance (Goodfellow et al., 2016). Overparameterised models - those

with more parameters than needed - can lead to overfitting, where the model excels

on training data but fails to generalise to unseen inputs (Goodfellow et al., 2016;

Bishop, 1995).

ResNet in particular has seen significant successes within the field of environ-

mental science - from medium-range weather forecasting and operational air-quality

(ozone) prediction (Rasp et al., 2021) to flood inundation detection (Mandawade

et al., 2025), hyperspectral crop monitoring and classification (Bu et al., 2024), and

automated photovoltaic defect inspection (Abdelsattar et al., 2025), consistently

yielding state-of-the-art performance in high-impact studies.

3.4.2 ResNet-RS

This section describes ResNet-RS, the specific variant employed in Chapters 6 and

7.

Since ResNet in 2015, many different CNN architectures have been developed,
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each offering improved performances on standardised datasets such as ImageNet

(Deng et al., 2009), with notable models including Xception (Chollet, 2017),

DenseNet (Huang et al., 2017), ResNeXt (Xie et al., 2017), MobileNet V2 (Sandler

et al., 2018), and EfficientNet (Tan et al., 2020). However, Bello et al. (2021) at

Google demonstrated that ResNet, with modern training methods and architectural

tweaks, can outperform these newer models, achieving faster speeds and comparable

accuracies on the ImageNet dataset. This model is referred to as ResNet-RS.

One of the architectural innovations introduced in ResNet-RS is the Squeeze-

and-Excitation (SE) block, first introduced by Hu et al. (2018). This block, which

is placed after every residual block, enhances the network’s ability to focus on

important features by adaptively weighting feature channels. This is done by

compressing each channel into a single representative value via global pooling,

whereafter convolutional layers are then used to weight the importance of each

channel according to these global descriptors (Hu et al., 2019). This concept is

generally referred to as attention (Figure 3.6).

Figure 3.6: The original ResNet residual block (left) and the residual block with Squeeze-and-

Excitation implemented (right). From Hu et al. (2019).
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As well as SE blocks, ResNet-RS also incorporates several architectural changes

found in ResNet-D, an improved version of ResNet introduced by He et al. (2018)

(Figure 3.7). Firstly, the 7×7 convolution in the stem block is replaced by three

smaller 3×3 convolutions, which reduces the number of trainable parameters whilst

keeping the same receptive field (the region of the input image that each neuron

can "see"). This is an approach referred to as factoring, popularised by the Visual

Geometry Group (VGG) in 2014 in their network VGG-16 (Simonyan et al., 2015).

Secondly, in the residual path of the downsampling blocks, the stride sizes are

switched for the first two convolutions, as the original ordering leads to three-

quarters of the input feature map being ignored. For the same reason, the stride-2

1×1 convolution in the skip connection path of the downsampling blocks is also

replaced by a stride-2 2×2 average pooling layer and then a non-strided 1×1

convolution. Finally, global average pooling is applied prior to the final fully-

connected layers (Lin et al., 2014; Szegedy et al., 2015). This serves to avoid

overfitting since there are no parameters to optimise and is also more robust to

spatial translations of the input.

When training ResNet-RS, Bello et al. (2021) employ a range of strategies to

enhance performance and robustness, closely following approaches taken in training

EfficientNet by Tan et al. (2020), a more complex model outperformed by ResNet-

RS. To improve generalisation, dropout is applied after the final global average

pooling layer (Srivastava et al., 2014), which randomly deactivates neurons during

training to prevent co-adaptation (where neurons become too reliant on specific

other neurons rather than learning robust, independent features), and so overfitting.

This is complemented by the use of stochastic depth (Huang et al., 2016), which

extends the dropout concept by randomly dropping entire blocks of layers, forcing

the network to learn multiple redundant pathways and further improving its ability

to generalise.
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Figure 3.7: Comparison of changes for the stem and downsampling blocks between ResNet and

ResNet-D. From Lee et al. (2020).

To facilitate smoother convergence, a cosine learning rate scheduler with linear

warmup is implemented (Loshchilov et al., 2017; Goyal et al., 2018). In practice, this

means that the learning rate starts at a very small value (to prevent unstable updates

at the beginning of training), then increases linearly over a short warmup phase,

before gradually decaying according to a cosine curve. This schedule allows the

optimiser to explore the parameter space more aggressively early on, while ensuring

progressively smaller updates as training approaches convergence, reducing the risk

of overshooting the optimum.

Additionally, to combat overfitting, weight decay (L2 regularisation) is employed

(Krogh et al., 1991), which penalises large weights by adding their squared

magnitude to the loss function. This discourages overly complex solutions and

constrains the model’s capacity, thereby promoting generalisation. Importantly, the

regularisation is applied only to convolutional and fully connected weights, leaving

biases and batch normalisation parameters unaffected, as penalising these terms can
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interfere with stable training (Ioffe et al., 2015).

As an extension to the gradient descent algorithm discussed in Section 3.2,

ResNet-RS also utilises a momentum optimiser (Polyak, 1964), which accelerates

convergence by incorporating the direction and magnitude of previous updates. By

maintaining momentum in the direction of consistent gradients, it helps smooth

oscillations and aids in escaping local minima, leading to better overall solutions.

Many different optimisers exist, with notable alternatives to the momentum

optimiser including RMSprop (Hinton et al., 2012), which was used by Tan et al.

(2020) when training EfficientNet. This optimiser works by adapting the learning

rate for each parameter individually based on a moving average of recent gradient

magnitudes, allowing for more effective training, especially in models with large

parameter spaces. The momentum optimiser was, however, chosen by Bello et al.

(2021) for simplicity. They also departed from random initialisation by using a pre-

trained model to initialise the parameters in the ResNet-RS network shared by the

original ResNet architecture, whilst randomly initialising any remaining additional

layers.

While ResNet-RS has not yet seen widespread adoption in environmental and

remote-sensing research, a number of recent studies have applied it in specific

contexts, including land-cover classification (Dastour et al., 2023) and agricultural

crop growth stage recognition (Yan et al., 2025).

3.5 Probabilistic Neural Networks and Uncertainty

Quantification

This section provides an overview of probabilistic neural networks and uncertainty

quantification methods relevant to the work presented in this thesis. It introduces

the distinction between aleatoric and epistemic uncertainty, before surveying several

approaches to capturing each: Gaussian likelihood regression, quantile regression,

Monte Carlo dropout, ensemble methods, and deep evidential regression. The
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selection and depth of coverage are motivated by the methods trialled in Chapters

6 and 7, where quantile regression and ensemble-based uncertainty quantification

are ultimately employed to extract distributional elevation information from SAR

altimetric waveforms. Further details on their practical implementation are provided

in Chapter 6.

Neural networks, as described above, are deterministic, meaning that they

always produce the same prediction for any specific input. They operate under the

assumption that a single optimal set of parameters can best describe the underlying

data distribution (Murphy, 2023). While these models can achieve high accuracy,

they inherently lack the ability to express uncertainty in their predictions. This

limitation becomes apparent in situations where data are noisy or where the model

encounters out-of-distribution (OOD) examples. In real-world applications, it is

often crucial to quantify the uncertainty associated with predictions (Kendall et al.,

2017).

Uncertainty in machine learning predictions can be broadly categorised into two

types: aleatoric and epistemic (Kendall et al., 2017). Aleatoric uncertainty refers

to the inherent noise in the data, which is irreducible because it arises from the

stochastic nature of the environment or measurement errors. Epistemic uncertainty,

on the other hand, arises from the model’s lack of knowledge due to limited training

data or insufficient model capacity. This type of uncertainty can be reduced by

incorporating more data or improving the model architecture (Kendall et al., 2017).

Epistemic uncertainty is particularly significant when the model encounters new,

unseen data or operates in regions of the input space that are sparsely populated

with training examples. It is generally more challenging to estimate than aleatoric

uncertainty (Smith et al., 2025).

To address the limitations of deterministic neural networks in capturing un-

certainty, researchers have developed probabilistic neural networks (Murphy, 2023;

Goodfellow et al., 2016). One widely used method involves training a model to

learn the parameters of a Gaussian distribution - the mean (µ) and variance (σ2)
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- over the outputs given the inputs. This approach captures aleatoric uncertainty

through the learned variance (σ2). This method, often referred to as Gaussian

likelihood regression, is typically implemented by minimising a loss function based

on the negative log-likelihood of the Gaussian distribution (Russell et al., 2021).

The network thereby converges on the distribution that best explains the observed

data. This framework is flexible and is more broadly referred to as maximum

likelihood estimation, where the model learns different parameters depending on

the chosen likelihood function (Goodfellow et al., 2016). Assuming a Gaussian

likelihood, Russell et al. (2021) outlines a negative log-likelihood loss function for

the multivariate case (Equation 3.1), where the model learns multiple means (µ)

and a covariance matrix (Σ), accounting for the potential correlations between

prediction uncertainties. To encourage valid covariance matrices, the diagonal

variance elements of Σ are parameterised with an exponential (or softplus) activation

to enforce positivity, while the off-diagonal terms are constrained using the tanh

function to restrict correlation parameters to (-1, 1). This parameterisation helps

produce positive-definite covariance matrices, a requirement for the loss function

(Russell et al., 2021).

L =
1

2

(
y − f(x)

)⊤
Σ(x)−1

(
y − f(x)

)
+

1

2
ln
∣∣Σ(x)∣∣ (3.1)

Where L is the negative log-likelihood loss function, y is the true target vector, x is

the model input, and f(x) represents the predicted mean vector. The diagonal and

off-diagonal elements of the covariance matrix Σ(x) are given by Equation 3.2.

Σii = σ2
i = gv(si) = exp(si)

Σij = ρijσiσj = gρ(rij)
√
gv(si)gv(sj) = tanh(rij)

√
exp(si) exp(sj)

(3.2)

While powerful, Gaussian likelihood regression assumes that the data is Gaussian-

distributed. To overcome this assumption, alternative methods like multivariate

quantile regression offer a robust approach to capturing the distributional charac-

teristics of data without relying on strong parametric assumptions (Koenker et al.,
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1978). Instead of learning µ and σ2, this method estimates quantiles, which represent

specific points in the conditional distribution of the target variable. The most

widely used loss function for quantile regression, commonly referred to as Pinball

loss (Equation 3.3), was first introduced by Koenker et al. (1978).

Lα(y, ŷ) =


α (y − ŷ), if y ≥ ŷ,

(1− α) (ŷ − y), if y<ŷ,

(3.3)

Where Lα(y, ŷ) is the Pinball loss function, y represents the true target value, ŷ is

the predicted quantile estimate, and α ∈ (0, 1) is the quantile level.

The Pinball loss function works by penalising overestimates and underestimates

differently depending on the chosen quantile. For instance, if the quantile q =

0.9 is selected, the loss function becomes more sensitive to underestimates than

overestimates, aiming for predictions that fall below the true value only 10% of the

time. For q = 0.5, which corresponds to the median, the Pinball loss is symmetric

and equivalent to the absolute error. More generally, when q < 0.5, the loss penalises

overestimations more heavily, whereas for q > 0.5, it penalises underestimations

more heavily. This asymmetry is important for accurately estimating different

quantiles. Multiple quantiles can be learned separately, or simultaneously, summing

their loss during training. Similarly, extending to the multivariate case, multiple

features in the input data can be treated independently, with their corresponding

losses summed or averaged.

Extending on Pinball loss, Garcia-Cardona et al. (2021) propose a more advanced

multivariate quantile regression loss function using a geometric formulation. Here,

each quantile is represented by a vector within the unit ball (the set of all vectors

with length ≤ 1 in Euclidean space), capturing both the direction and magnitude of

data points relative to the centre of their distribution. By minimising a tailored loss

function (Equation 3.4), this method determines geometric quantiles that adhere to

the non-crossing property, meaning that the quantile estimates maintain a logical

order across multiple dimensions without intersecting. This is not accounted for
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in the standard Pinball loss formulation. This approach effectively finds a specific

quantile by selecting the vector within the unit ball that minimises the discrepancy

between observed values and predicted quantiles.

Lα(ξi) = Φ
(

1√
d
(2α− 1), ξi

)
(3.4)

Where Lα(ξi) represents the geometric multivariate quantile loss for the ith data

point ξi, α ∈ (0, 1) is the quantile level, and Φ(u, t) = |t| + ⟨u, t⟩ is the geometric

quantile function. The loss is computed using the normalised direction vector u =

1√
d
(2α− 1), which indexes the desired quantile.

Although robust in not assuming the form of the underlying distribution, quantile

approaches are not without limitations. Unlike parametric methods that provide

a complete distributional characterisation, quantile regression only offers point

estimates at specific quantiles, missing important distributional density information.

As such, the distribution of probabilities within the quantiles is unknown. This

approach also faces challenges in model comparison, as conventional metrics like

likelihood ratios or information criteria are not directly applicable. Lastly, while

parametric coefficients often have clear interpretations, the meaning of model

parameters in quantile regression can be less intuitive, potentially obscuring insights

into variable relationships.

While the approaches discussed allow for the prediction of aleatoric uncertainty,

predicting epistemic uncertainty requires additional consideration. Often, the best

performing method is to utilise an ensemble approach, wherein a model is trained N

times with different parameter initialisations (Lakshminarayanan et al., 2017; Tan

et al., 2023). Here, the expected prediction is given by the mean over the ensemble

models, and the epistemic uncertainty by the standard deviation in these predictions

(Tan et al., 2023). However, while simple and robust, this approach is often

intractable due to extreme requirements in computational time during both training

and inference (Thuy et al., 2024). As such, a common alternative is to employ a

method known as Monte Carlo dropout, which works by applying dropout to layers
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in the network at inference time (Gal et al., 2016). By performing N forward passes

on the same input during inference, each time with randomly dropped out neurons,

an ensemble of models is effectively approximated. As with an ensemble, the mean of

these predictions provides the final output, while the variance across the predictions

serves as an estimate of the model’s epistemic uncertainty. Monte Carlo dropout

offers significant computational efficiency compared to full ensembles, as it requires

training only one model. However, this efficiency comes at the cost of less reliable

uncertainty estimates, which are highly sensitive to the chosen dropout rate (Huang

et al., 2025a). The approach has been found to underestimate uncertainty in out-of-

distribution regions, where the model’s predictions are less reliable (Liu et al., 2021;

Sedlmeier et al., 2020; Ovadia et al., 2019; Detlefsen et al., 2019), and also relies on

the assumption that dropout is a valid approximation of Bayesian inference, which

is not always accurate (Folgoc et al., 2021).

Recently, another innovative approach to uncertainty quantification was pro-

posed, known as deep evidential regression, as outlined by Amini et al. (2020).

Unlike previous approaches outlined in estimating epistemic uncertainty, deep

evidential regression bypasses the need for sampling by directly learning the

parameters of the higher-order "distribution-of-distributions". This approach

conceptualises training as an evidence acquisition process, where the accumulation

of more evidence translates into greater predictive confidence.

In this framework, the network is trained to output the parameters of an

evidential distribution, which is characterised by priors over each of the distribution

parameters - such as mean (µ) and variance (σ2) - drawn from a Normal-

Inverse-Gamma (NIG) distribution. This evidential distribution encodes both

aleatoric and epistemic uncertainties. The loss function in this method is designed

to maximise model evidence while simultaneously penalising incorrect evidence,

thereby regularising the training process (Equation 3.5). The result is a model

that can directly infer prediction uncertainty without the computational burden of

sampling, offering a significant efficiency advantage over methods like Monte Carlo
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dropout.

Li(w) = LNLL,i(w) + λLR,i(w) (3.5)

Where LNLL,i(w) is the negative log-likelihood loss for the i-th data point (Equation

3.6), LR,i(w) is the evidence regulariser (Equation 3.7), and Ω is given by Equation

3.8. Here, w represents the model parameters, ν is the degrees of freedom of the

Student’s t-distribution, α is a shape parameter controlling the weight of the prior,

β is a scale parameter of the NIG prior distribution that helps control the spread

of the uncertainty estimates, yi is the true target value for the i-th data point, γ

is the location parameter (predicted mean for the i-th data point), Γ is the gamma

function, and λ is the regularisation coefficient that determines the influence of the

regularisation term on the total loss.

LNLL,i(w) = 1
2
log

(
π
ν

)
−α log(Ω)+

(
α + 1

2

)
log

(
(yi−γ)2ν+Ω

)
+log

(
Γ(α)

Γ
(
α+

1
2

)
)

(3.6)

LR,i(w) = |yi − γ| · (2ν + α) (3.7)

Ω = 2β(1 + ν). (3.8)

Meinert et al. (2022) extends this to the multivariate case by adopting a

Normal-Inverse-Wishart (NIW) prior, which generalises the NIG prior to account

for correlations between multiple regression targets (Equation 3.9). Here, they also

address several issues identified in the original methodology, such as degeneracy

in the loss function and difficulties in accurately estimating epistemic uncertainty,

especially with small data samples. However, in a later work, Meinert et al. (2023)

caution that, despite the method’s effectiveness, the approach should be viewed as a

heuristic rather than an exact uncertainty quantification method, due to its reliance

on regularisation techniques that may not yield fully reliable uncertainty estimates.

62



3.5. Probabilistic Neural Networks and Uncertainty Quantification

Li(w) = − logLNIG,i(w) + λ
(

yi−γ
wSt

)
·
√
Φ (3.9)

Where wSt is the width of the t-distribution (Equation 3.10). Here, LNIG is the NIG

likelihood, and Φ represents the total evidence of the inferred posterior (2ν + α).

This formulation normalises the residual with wst, which inhibits convergence for

large but insignificant residuals in terms of their associated aleatoric uncertainty,

particularly when the fit has reached its optimal state.

wSt =

√
β(1+ν)

αν
(3.10)

While this overview covers probabilistic neural networks and uncertainty quan-

tification in general terms, the selection and level of detail provided here (e.g.

Gaussian likelihood regression, quantile regression, Monte Carlo dropout, ensemble

methods, and deep evidential regression) are tailored to the approaches trialled

in Chapters 6 and 7, within the ResNet-RS architecture described in Section

3.4.2, where quantile regression and ensemble-based uncertainty quantification

are ultimately employed to extract distributional elevation information from SAR

altimetric waveforms. Chapter 6 presents further details relating to their practical

implementation.
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Chapter 4

Thesis Aims and Objectives

The preceding chapters have established the scientific context for ice sheet moni-

toring, the central role of satellite-based observations in contemporary assessments,

the technical foundations of satellite radar altimetry, and the potential of data-

driven methods to address persistent limitations in conventional processing. Having

outlined both the capabilities and constraints of current altimetric systems, and

the emerging opportunities offered by high-resolution geodetic datasets and deep

learning approaches, this section now sets out the specific aims and objectives of

this thesis.

4.1 Overview

The polar ice sheets are undergoing rapid change in response to contemporary

climate warming, with implications for global sea level rise and regional climate

dynamics (Fox-Kemper et al., 2021). Satellite radar altimetry has emerged as a

cornerstone technique for monitoring ice sheet elevation and elevation change over

multi-decadal timescales, providing the spatial coverage and temporal consistency

necessary to track ice sheet evolution (IMBIE Team, 2018; IMBIE Team, 2020;

Otosaka et al., 2023). However, significant challenges remain in extracting reliable

geophysical information from radar altimetry, especially for non-interferometric in-

64



4.2. Aims and Objectives

struments, and particularly over regions of complex topography where conventional

processing assumptions break down (McMillan et al., 2018; Bamber, 1994; Simonsen

et al., 2017). Ultimately, this results in reduced certainty in tracking ice sheet

change, and reduced confidence in determining future climate projections.

Alongside these challenges, two key developments offer new opportunities to

improve our ability to monitor ice sheets with radar altimetry. First, the emergence

of new high-resolution geodetic datasets, such as the Reference Elevation Model

of Antarctica (Howat et al., 2022) and ArcticDEM (Porter et al., 2023), provide

unprecedented means to characterise ice sheet surfaces and evaluate instrument

performance across a wider range of conditions than was previously possible.

These datasets enable more systematic assessments of how current systems operate

and where their limitations lie. Second, advances in data-driven methodologies,

particularly deep learning, offer powerful tools for extracting more information from

radar waveforms. By learning complex, nonlinear relationships directly from the

data, these methods open up new possibilities for improving altimetric retrievals

beyond the constraints of conventional processing. However, the application of such

approaches to satellite altimetry is still in its early stages, and their relative strengths

and limitations remain to be fully understood.

4.2 Aims and Objectives

This thesis aims to advance the capability of past, present and future satellite radar

altimeters to monitor polar ice sheet elevation change, through the development and

utilisation of new datasets and processing approaches.

To achieve this aim, three main objectives have been defined:

1. To use new high resolution geodetic datasets to assess and un-

derstand the performance of current operational SAR altimetry

systems over the Antarctic ice sheet. This objective addresses the need to

understand the fundamental constraints of existing SAR altimetry systems by
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conducting a comprehensive evaluation of Sentinel-3 altimeter performance

across the full range of Antarctic surface conditions. By developing new

ice-sheet-wide surface characterisation datasets and applying them to assess

altimeter tracking, waveform acquisition, and processing chain performance,

this work helps to better establish the baseline capabilities and limitations

that motivate the drive towards improved processing approaches. As such,

this analysis provides important context for the subsequent development of

alternative methods and identifies the topographic regimes where conventional

approaches are most likely to fail.

2. To develop, implement and validate a new probabilistic deep

learning framework for extracting across-track distributional ele-

vation information directly from non-interferometric SAR radar

waveforms. This objective directly addresses the core limitation of con-

ventional, non-interferometric SAR altimetry processing by conceptualising,

developing and testing a fundamentally different approach, which embraces

rather than eliminates ambiguity in the origin of surface reflections. Using an

ensemble of deep neural networks trained with quantile regression, this work

demonstrates that radar waveforms contain sufficient information to predict

full distributions of plausible across-track surface profiles without requiring

interferometric phase data. By providing explicit quantification of both

aleatoric and epistemic uncertainty, this framework offers a pathway towards

robust and informative full-swath altimetric retrievals, with the potential to

unlock decades of underutilised non-interferometric observations.

3. To generate the first estimates of ice sheet elevation change using

the newly-developed deep learning framework, in order to evaluate

the generalisability and practical utility of this novel approach for

large scale operational monitoring. This objective aims to generalise and

test the downstream application of the methodology developed in Chapter 6,
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through the generation and evaluation of the first deep learning based esti-

mates of ice sheet elevation change. Specifically, I use my deep learning model

to predict surface elevations over 5 years of unseen data across parts of West

Antarctica and the Greenland Ice Sheet and, in turn, to derive estimates of ice

sheet elevation change over this period. By evaluating these novel elevation

change retrievals against multiple independent datasets (ICESat-2, CryoSat-

2 conventional processing, CryoSat-2 interferometric swath processing), this

work establishes the practical utility of this approach, with a view to assessing

its potential future deployment within more operational scenarios.

Ultimately, the work presented here contributes to the broader goal of improving

our understanding of ice sheet evolution in a changing climate, by establishing

methodological foundations that can enable more effective utilisation of radar

altimetry missions in the future.

4.3 Thesis Structure

The remainder of this thesis is organised as follows. Chapter 5 evaluates the

performance of Sentinel-3 SAR altimetry over the Antarctic Ice Sheet using new

high-resolution geodetic datasets. Chapter 6 develops and validates a probabilistic

deep learning framework for extracting distributional elevation information directly

from non-interferometric radar waveforms. Chapter 7 applies this framework

to generate and assess new estimates of ice sheet elevation change across Pine

Island Glacier (West Antarctica) and the Greenland Ice Sheet. Finally, Chapter

8 synthesises the thesis findings, situates them within the wider literature, and

outlines directions for future research.
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Abstract

Since 2016, the Sentinel-3 satellites have provided a continuous record of ice sheet

elevation and elevation change. Given the unique, operational nature of the mission,

and the planned launch of two additional satellites before the end of this decade,

it is important to determine the performance of the altimeter across a range of

ice sheet topographic surfaces. Whilst previous studies have assessed elevation

accuracy, more detailed investigations of the underlying instrument and processor

performance are lacking. This study therefore examines the performance of the

Sentinel-3 Synthetic Aperture Radar (SAR) altimeter over the Antarctic Ice Sheet

(AIS), utilising new detailed topographic information from the Reference Elevation

Model of Antarctica (REMA). Applying Singular Value Decomposition (SVD) to

REMA, I firstly develop new self-consistent Antarctic surface slope and roughness

datasets. I then use these datasets to assess altimeter performance across different

topographic regimes, targeting a number of key steps in the altimeter processing

chain. I also evaluate the impact of topography upon waveform decorrelation. For

the new Sentinel-3 Thematic Product, I find that, for 94.1% of acquisitions, the

point of closest approach to the satellite is successfully captured within the range

window - an improvement of ∼5% compared to the previous non-thematic (BC-

004) product. For both products, performance declines with increasing topographic

complexity, which also limits the ability to record all backscattered energy within the

beam footprint. I estimate that 57.4% of the ice sheet exhibits greater topographic

variance within the footprint than can be captured by the range window, and that

the current window placement captures a median of 89.2% of the total possible

topography that could be recorded. These findings provide a better understanding

of the performance of the Sentinel-3 altimeters over ice sheets, and can guide the

design and optimisation of future satellite missions such as the Copernicus Polar Ice

and Snow Topography Altimeter (CRISTAL) and the Sentinel-3 Next Generation

Topography (S3NG) mission.
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5.1 Introduction

From 1992 to 2020, the Antarctic Ice Sheet (AIS) lost a total of 2671 ± 530 billion

tonnes of ice (Otosaka et al., 2023), with current rates of ice loss now ∼6 times

greater than those measured in 1979 (Rignot et al., 2019). Recent studies suggest

that this accelerating loss of ice, which has occurred mostly across sectors of West

Antarctica and the Antarctic Peninsula, increased global sea levels by 7.4 ± 1.5 mm

from 1992 to 2020 (Otosaka et al., 2023). As Earth’s climate continues to warm,

current projections suggest that the sea level contribution from the AIS will reach

multiple decimetres by 2100, with high-end projections exceeding 1 m (Frederikse

et al., 2020). This large range in projections, whilst partly due to a variety of

forcing pathways, is also linked to uncertainty in the physical processes governing

the ice sheet’s response to climate change. Within this context, it is imperative to

establish and maintain long-term monitoring programmes to better understand the

physical processes that control ongoing ice sheet imbalance (Davis et al., 2005; Price

et al., 2011; Shepherd et al., 2004). Whilst a range of techniques exist for remote

observation of the cryosphere, understanding of how ice sheets are changing is largely

informed by satellite observations, with the longest continuous record coming from

the technique of satellite radar altimetry. This monitoring began in the early 1990s

with ERS-1 and ERS-2, before progressing through dedicated missions including

CryoSat-2 (2010) with ice-specific innovations, followed by Sentinel-3 (2016), which

provided global SAR coverage (Abdalla et al. (2021); Chapter 2). The principal

use of altimetry over ice sheets is to derive estimates of ice sheet elevation and

elevation change (Wingham et al., 1998; Shepherd et al., 2019), which, ultimately,

can be used to determine ice sheet mass imbalance. Radar altimeters have also been

used to investigate a range of other glaciological processes, including grounding line

location and migration (Dawson et al., 2017; Konrad et al., 2018; Hogg et al., 2018),

subglacial hydrology (Siegfried et al., 2018; Wingham et al., 2006b; McMillan et al.,

2013; Gourmelen et al., 2017), ice shelf processes (Griggs et al., 2011; Chuter et al.,

2015), and surface mass balance (Slater et al., 2021).
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The measurements made by radar altimeters over the past 30 years have provided

important new insight into the changing nature of Earth’s ice sheets. However, like

all geodetic techniques, the fidelity of measurements varies, as a consequence of

both the instrument design and the complexity of the illuminated ice surface. In

the case of radar altimeters, measurement quality typically degrades with increasing

topographic complexity, due to the difficulty of keeping track of the ice surface,

the failure of assumptions used in Level-2 processing under such conditions, and

the limitations of the instrument’s spatial resolution. Whilst a number of previous

studies (McMillan et al., 2019; Clerc et al., 2020; Quartly et al., 2020; McMillan

et al., 2021; Aublanc et al., 2025b) have quantified the overall accuracy of elevation

measurements derived from the Sentinel-3 altimeter, less attention has been given

to investigating the underlying performance of the instrument and, ultimately, how

characteristics relating to the instrument and algorithm design have affected the

ability of the altimeter to make reliable elevation retrievals. With the recent

availability of high resolution Digital Elevation Models, such as the Reference

Elevation Model of Antarctica (REMA) (Howat et al., 2019), comes the opportunity

to evaluate a number of these design choices, and therefore to advance understanding

of altimeter performance. This, in turn, can benefit the design and operation of

future altimeter missions. In this study, I therefore use REMA to undertake a

detailed evaluation of Sentinel-3 elevation retrievals across the Antarctic Ice Sheet,

in order to better understand the impact of topographic characteristics on altimeter

performance.

5.2 Principles of Radar Altimetry

The broader theoretical framework of radar altimetry is introduced in Chapter 2.

In this section I provide a focused overview of the elements most relevant to this

study, with specific focus on the processing of non-interferometric, conventional SAR

measurements.
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Satellite radar altimeters transmit short microwave pulses towards the surface

and record the returned echoes as discretised waveforms, representing the aggregate

of reflections from all scattering points within the footprint, ordered by arrival time

(Brown, 1977). Over flat surfaces, the waveform exhibits a sharp leading edge

associated with the point of closest approach (POCA) to the satellite, followed by a

trailing decay shaped by the antenna gain pattern and surface geometry. In complex

Antarctic terrain, however, echoes often deviate from this simple form, complicating

the retrieval of elevation.

To ensure that these echoes are successfully captured, the altimeter must record

the incoming energy within a finite sampling window centred on the predicted surface

return. Since this window is only a few microseconds wide, it must coincide with the

expected return time from the surface. If it does not, the altimeter can temporarily

lose track of the Earth’s surface. To avoid this, the instrument relies on an estimate

of the predicted range. In closed-loop tracking, this estimate is derived from the

recent history of ranges, which performs well when the surface evolves smoothly, such

as over the ocean or the low-slope interior of the ice sheet. However, performance

degrades in more variable terrain, where past behaviour is a poor predictor of future

returns. Open-loop tracking provides an alternative by using an a priori digital

elevation model to guide the placement of the window (Donlon et al., 2012b). This

approach has been shown to improve tracking over regions of complex topography,

including ice sheet margins. Open loop tracking was first applied onboard the Jason-

2 mission, which over land utilised the ESA ACE-1 DEM at 1 km resolution (Birkett

et al., 2010). It has subsequently been used by Sentinel-3 during commissioning and

ad hoc tasking over land ice surfaces, and is planned to be implemented operationally

onboard CRISTAL. However, a key practical consideration for open-loop tracking

is the temporal validity of the a priori DEM used to predict the surface range,

which over certain areas may need occasional updates. In stable regions of the

ice sheet interior, elevation changes are sufficiently slow (typically millimetres to

centimetres per year) that a DEM acquired years prior remains adequate. However,
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in dynamically active regions - such as fast-flowing outlet glaciers where thinning

rates can exceed several metres per year - the DEM may become outdated, leading

to systematic range prediction errors.

Once a waveform has been successfully acquired, conventional, non-interferometric

processing works to reduce it to a geophysically meaningful measurement of surface

elevation. The central challenge is that when using a single antenna, a single

waveform can, in principle, be explained by many different surface configurations

within the footprint, and additional assumptions are therefore required to identify

the reflection point. The conventional approach, which has remained broadly

consistent over the past three decades, addresses this through two core operations:

retracking, to derive a one-dimensional range estimate from the waveform, and slope

correction, to locate the corresponding point of closest approach (POCA) on the

surface. These steps are followed by the application of geophysical and instrumental

corrections, which remove signal delays and biases introduced by the atmosphere,

tides, and the satellite system itself.

Retracking determines the position of the leading edge relative to the initial

tracking gate - corresponding to the measured satellite-to-surface range - and can

involve adjustments on the order of several meters in height (Martin et al., 1983;

Ridley et al., 1988). Retrackers are broadly divided into physical methods, which fit

analytical models to the waveform (Villadsen et al., 2016; Passaro et al., 2022)

(e.g. Ice-2 for ENVISAT (Legresy et al., 2005), SAMOSA for CryoSat-2 and

Sentinel-3 (Ray et al., 2015), and the UCL ice-sheet retracker in the Sentinel-3

land-ice ground segment (Wingham et al., 2006b), and empirical methods, which

instead use waveform geometry (e.g. ICE-1, which applies a threshold based upon

the OCOG (Offset Centre of Gravity) amplitude (Wingham et al., 1986; Bamber,

1994), threshold schemes such as TFMRA (Helm et al., 2014; Davis, 1997), and

recent multi-peaked waveform approaches like Multi-Peak Ice (Huang et al., 2024).

Because they are less sensitive to irregular, multi-peaked echoes, empirical methods

are generally more robust over ice sheets (Quartly et al., 2020; Martin et al.,
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1983; Quartly et al., 2019; Landy et al., 2019; Slater et al., 2019). In operational

processing, Sentinel-3 employs both the UCL model-fit retracker and a threshold

OCOG retracker.

Slope correction locates the POCA, to which the re-tracked elevation mea-

surement is attributed. Early slope-based methods assumed a constant surface

gradient across the footprint and solved the geometry trigonometrically, but these

simplifications introduced large errors in complex terrain (Remy et al., 1989; Cooper,

1989; Bamber, 1994; Brenner et al., 1983; Levinsen et al., 2016; Roemer et al.,

2007). Modern, point-based methods improved on this by searching a DEM for the

location of minimum range within the footprint and have been found to reduce bias

compared with slope-based approaches (Roemer et al., 2007; Levinsen et al., 2016;

Li et al., 2022). More recent point-based refinements include the LEPTA algorithm

(Li et al., 2022), which exploits the range spanned by the waveform leading edge

to identify DEM points contributing to the echo, and has been extended to retrieve

multiple elevations from multi-peaked Sentinel-3 SAR waveforms (Huang et al.,

2024). Another development, AMPLI, applies a facet-based waveform simulation

and has shown substantial improvements over slope-based corrections in sloped

Antarctic terrain (Aublanc et al., 2025a). In steep terrain, slope corrections can

reach tens of meters vertically and kilometers across-track, making them commonly

the largest source of uncertainty in non-interferometric elevation estimates (Li et al.,

2022; Brenner et al., 2007).

Following measurement extraction (retracking) and attribution to the POCA

(slope correction), the measurements are adjusted for geophysical and instrumental

effects. These include ionospheric and tropospheric delays, solid Earth and ocean

tides, and polar loading, along with instrument-specific effects such as oscillator drift

and antenna-centre of mass offsets (Quartly et al., 2020). Although individually

small, these corrections can sum to several metres and are therefore essential to

isolate the geophysical signal of interest.

Together, retracking, slope correction, and geophysical adjustment form the
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core of the conventional altimetric framework. While more advanced techniques,

such as interferometry, have expanded capability in recent years, this conventional

processing chain remains the foundation of operational ice-sheet monitoring.

5.3 The Sentinel-3 Mission

This study focuses on the performance of the Sentinel-3 radar altimeter. Here, I

summarise the principal characteristics of the mission. More comprehensive details

are provided in Chapter 2.

5.3.1 Mission and Instrument Overview

The Copernicus Sentinel-3 constellation forms part of the EU’s operational pro-

gramme to extend Europe’s multi-decadal altimetry record. Two satellites, Sentinel-

3A (launched 2016) and 3B (2018), are currently in orbit, with 3C and 3D planned

to ensure continuity into the next decade. Sentinel-3 follows a 27-day repeat orbit

at 98.65◦ inclination, providing global coverage to 81.35◦ latitude, with quasi-global

coverage achieved every four days (Quartly et al., 2020).

The mission was designed as a successor to ERS-1/2 and Envisat, but with

significant enhancements. Most notably, the primary altimetry instrument SRAL

(Synthetic Aperture Radar Altimeter) - which is a Ku-band SAR altimeter - operates

in unfocused SAR mode across the entire ice sheets, providing ∼300 m along-track

resolution - a four-fold improvement over earlier pulse-limited instruments (Quartly

et al., 2020). However, the smaller ∼60 m range window (EUMETSAT, 2017) means

echoes are sometimes missed in regions of steep or complex topography.

During routine operations, SRAL runs in closed-loop tracking, mirroring previous

ESA missions. Although Sentinel-3 was designed with open-loop capability, initial

tests showed the on-board OLTC tables were insufficient over the ice sheet margins

(SentiWiki, n.d.). These tables have since been updated using high-resolution

REMA and ArcticDEM data, and new acquisitions over specific areas are now being
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evaluated to improve performance.

Accompanying SRAL, Sentinel-3 carries several additional sensors - the MWR,

SLSTR, and OLCI - enabling synergistic measurements of surface properties

(Clerc et al., 2020). Together, these instruments make Sentinel-3 well-suited for

operational monitoring of the cryosphere, while also providing continuity with, and

improvements upon, CryoSat-2 and earlier ESA altimetry missions.

5.4 Data

The objective of this study is to provide a detailed assessment of the impact of

surface topography on the performance of SRAL across the AIS. For the purposes

of this study, I therefore analysed one complete cycle of data acquired by both

Sentinel-3A and Sentinel-3B. Specifically, I selected cycle 54 for S3A and cycle 35

for S3B, which were acquired over the periods 15th January to 11th February 2020

and 25th January to 22ned February 2020, respectively. As my primary dataset, I

used the Sentinel-3 Hydro-Cryo Altimetry Thematic Baseline Collection 005 Land

Ice product (S3A_SR_2_LAN_LI and S3B_SR_2_LAN_LI; available at https:

//dataspace.copernicus.eu/). This product builds on the previous, unified

BC-004 "Land Product", with a specific land ice chain that makes up one of three

new families of "Thematic Products" (Aublanc et al., 2025b). The BC-005 land

ice product includes a number of dedicated ice sheet processing algorithms, the

most notable of which involves artificially extending the range dimension of the

delay-Doppler stack during Level-1 range migration and multilooking, in order to

better preserve backscattered energy in the final waveform, particularly over the

ice sheet margins (Aublanc et al., 2025b; Aublanc et al., 2018). Further details

relating to the thematic product can be found in the Sentinel-3 SRAL Land User

Handbook (Aublanc et al., 2024). Additionally, for comparison purposes, I also

utilise the BC-004 version product over the same cycles (also available at https:

//dataspace.copernicus.eu/).
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In order to investigate the performance of Sentinel-3, I used the 100 m

resolution, version-2 REMA (Reference Elevation Model of Antarctica) mosaic

(Howat et al., 2022). REMA is a high-resolution DEM covering nearly 98% of

Antarctica, which has been used for a range of cryospheric applications (Chartrand

et al., 2020; Zinck et al., 2023; Liu et al., 2023). REMA was created by

applying stereophotogrammetric techniques to submeter resolution commercial

optical satellite imagery, including data from Maxar, WorldView-1, WorldView-

2, and WorldView-3, as well as a small number of acquisitions made by GeoEye-

1 (Howat et al., 2019). To form the mosaiced product, individual DEMs were

registered to satellite altimetry measurements from CryoSat-2 and ICESat, leading

to an estimated absolute uncertainty of less than 1 m, and relative uncertainties

of the order of decimeters (Howat et al., 2019). For the purposes of this study, I

selected REMA over other DEMs, such as the ICESat-2-derived gridded ATL14

product (Smith et al., 2021), as it is generated from stereoscopic techniques,

and thereby provides a high-resolution, inherently two-dimensional product with

minimal gaps. In contrast, the ATL14 product includes interpolation between

ICESat-2 tracks, particularly as track-to-track spacing increases away from the poles

(Smith, 2021), which makes it less well suited to constraining small-scale topographic

characteristics, such as footprint-scale surface roughness.

5.5 Methodology

In this study, my aim is to assess and better understand the performance of the S3

altimeter over a variety of topographic regimes. To achieve this, I firstly use REMA

to generate new ice sheet wide estimates of surface slope and roughness. I then

performed three different sets of analysis (1) an evaluation of the extent to which

the onboard tracker’s placement of the range window and subsequent processing

maximises the proportion of the illuminated topography that contributes to each

waveform (i.e. that is captured by the range window), (2) an assessment of the
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extent to which the placement of the range window successfully captures the point of

closest approach on the illuminated ice surface, and (3) quantification of the degree of

correlation between along-track sequences of echoes. The first analysis is designed to

provide a first assessment of the effectiveness of the altimeter in adequately tracking

the underlying topographic surface. The second analysis is designed to evaluate the

assumption - which is inherent to most L2 processing schemes - that the waveform

leading edge originates from the closest point within the beam footprint; and then

to investigate how the validity of this assumption varies with increasing topographic

complexity. The third analysis evaluates the extent to which the complexity of the

topographic surface - characterised by slope and roughness - causes decorrelation in

successive delay-Doppler echoes. In the following sections, I outline the methodology

used for each of these analyses, in turn.

5.5.1 Ice Sheet Surface Slope and Roughness from REMA

To understand the impact of ice sheet surface topography on the performance of the

Sentinel-3 altimeter, I used the 100 m resolution REMA dataset to compute 100 m

resolution, continent-wide estimates of ice sheet surface slope and roughness. Within

the context of this study, these parameters are important because they can affect

(1) the ability of the altimeter to track the ice sheet surface, (2) the effectiveness

of approaches to derive the waveform, and (3) the degree of correlation between

sequences of waveforms acquired along the satellite track.

I generated my own slope and roughness maps using REMA in order to tailor

the algorithms used to fit with the objectives of this study. Here, I am primarily

interested in how surface topography varies within the beam-limited footprint, as

this directly governs the complexity of the returned waveform and the instrument’s

ability to capture backscattered energy. Given that the pulse-limited footprint -

which broadly defines the altimeter’s effective surface resolution - is on the kilometre

scale, roughness in this context refers to surface variability at this same macro

scale. Although there exist several easy-to-apply methodologies for calculating slope
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from DEMs (Horn et al., 1981; Zevenbergen et al., 1987), common approaches for

calculating roughness such as the Terrain Ruggedness Index (TRI) (Riley et al.,

1999), the Topographic Position Index (TPI) and Roughness (Wilson et al., 2007),

do not fit my use-case, despite extensive application in GIS (Geographic Information

System) programs and packages such as GRASS, ArcGIS, and GDAL (used by

QGIS). This is because these methods use the local variance in elevation as a

measure of roughness, but neglect to account for topographic slope. Instead,

they calculate the differences between a pixel and its immediate neighbours, which

would, for example, return a non-zero roughness value over a perfectly smooth plane

inclined at an angle. Consequently, the roughness values produced by these methods

are dependent on slope, making it difficult to separately assess their individual

contributions to topographic variation. More advanced metrics such as the Vector

Ruggedness Measure (VRM) (Sappington et al., 2007) attempt to address this

through calculating the dispersion of local surface normals, but (1) do not explicitly

decouple slope from the roughness calculation, and (2) express roughness as a

unitless 0-1 value, which neglects recording useful elevation amplitude information.

To address these prior limitations in slope-roughness coupling explicitly, I therefore

calculate roughness by quantifying the dispersion of orthogonal residuals from a

best-fit plane, implemented using Singular Value Decomposition (SVD), and applied

over a sliding-window. Specifically, after fitting a best-fit plane to the point cloud

within each window via SVD, the orthogonal (perpendicular) distance of each

elevation point from that plane is computed by taking the dot product of each

mean-centred coordinate vector with the unit normal of the fitted plane. The

roughness is then defined as the peak-to-peak range of these residuals - that is,

the difference between the maximum and minimum orthogonal distances. This

captures the amplitude of surface undulation relative to the local slope, making it

geometrically meaningful: a perfectly planar inclined surface will return a roughness

of zero, whereas a surface with metre-scale undulations superimposed on a slope

will return a roughness value reflecting those undulations alone. In addition to
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eliminating any artificial correlation between slope and roughness that is introduced

by other methods, this approach also provides a more accurate measure of slope

than commonly used approximations such as Horn’s method (Horn et al., 1981)

by explicitly fitting a plane, whilst also allowing for flexible window sizes beyond

the 3×3 pixel constraint inherent to those approaches. To fit the plane, SVD was

chosen, rather than a least-squares (LS) approach, as SVD fits a plane by minimising

orthogonal residuals, whereas LS minimises residuals in the vertical (z) direction.

This, I believe, makes SVD more suitable for fitting surfaces over complex terrain,

where minimising the true geometric (orthogonal) distance is expected to yield

a more representative estimate of the surface slope. Furthermore, SVD directly

returns the normal vector to the fitted plane during the fitting process, with LS

otherwise requiring a separate, additional calculation. Alternative approaches, such

as wavelet decomposition, could in principle provide a multi-scale characterisation

of surface variability and may offer advantages in separating topographic signal at

different spatial frequencies; however, this was beyond the scope of the present

study, which required a computationally efficient, spatially consistent approach

applicable at continental scale. For the window size, I used 9×9 pixels (900×900

m), with slope and roughness parameters only computed where more than half of

the pixels within a window contained a valid elevation measurement. This window

size was chosen to be broadly representative of the surface geometry seen by the

instrument: whilst the SAR processing achieves an along-track resolution of ∼300

m, the pulse-limited footprint - which more closely reflects the spatial scale over

which the altimeter integrates surface backscatter - is approximately 1600 m in

the across-track direction. A 900×900 m window therefore provides a practical

approximation at a scale consistent with this effective sensing resolution, whilst also

serving to minimise the impact of missing data in the REMA mosaic. It should

be noted that this algorithmic decoupling assumes a meaningful scale separation

between the planar trend (slope) and the residual variability (roughness) within

the chosen window. Over surfaces with fractal or self-affine properties, no such
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natural separation exists, and the distinction between slope and roughness becomes

window-size dependent - an inherent limitation of any fixed-window approach. This

window-size dependency is explored briefly in Section 5.6.1, where results from 3×3

(e.g. Horn et al. (1981)) and 9×9 pixel windows are compared.

To obtain slope and roughness values, I first construct a matrix M ∈ Rn×3,

containing the n mean-centered 100 m resolution REMA coordinates (x, y, z) within

each window (Equation 5.1). I then apply SVD to this matrix, as defined in Equation

5.2, which decomposes M into the product of three matrices: an orthogonal matrix

U containing the left singular vectors, a diagonal matrix Σ containing the singular

values in decreasing order, and an orthogonal matrix V whose columns are the

right singular vectors. In this decomposition, V encodes the principal directions of

variation in the point cloud, with its columns ordered by decreasing variance, whilst

U and Σ together describe how the data projects onto these directions. The direction

of least variation - given by the last row of VT , corresponding to the smallest singular

value in Σ - defines the unit normal vector n = [nx, ny, nz] of the best-fit plane

through the points in the window. The surface slope is then derived from the

gradient of this fitted plane, given by the partial derivatives ∂z
∂x

and ∂z
∂y

(Equation

5.3), with a final, singular slope value s computed by taking the Euclidean norm of

the two directional gradients and converting to degrees. This yields the local surface

slope angle, independent of orientation (Equation 5.4). Roughness r is calculated

as the minimum-to-maximum range of the orthogonal residuals, obtained by taking

the dot product of each centered point with the plane normal, where mi is the i-th

row of M (Equation 5.5). To obtain single slope and roughness values for each

record, I then take the mean of the pixel values contained within the corresponding

beam-limited footprints.

M =


x1 − x̄ y1 − ȳ z1 − z̄

...
...

...

xn − x̄ yn − ȳ zn − z̄

 (5.1)
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M = UΣVT (5.2)

a = −nx

nz

, b = −ny

nz

(5.3)

s = arctan
(√

a2 + b2
)
·
(
180

π

)
(5.4)

r = max
i

(mi · n)−min
i
(mi · n) (5.5)

To facilitate comparison with established methods, I also generate a slope map

using Horn’s method (Horn et al., 1981), applied to the same 100 m resolution

REMA dataset. Since Horn’s method uses a 3×3 pixel window (300x300 m), I re-

compute my slope map using the same window size for a fair comparison. Similarly,

I compute roughness maps using TRI and my method, again using a 3×3 pixel

window to ensure consistency with TRI. Here, TRI was chosen over alternatives

such as TPI and Roughness due to its more extensive prior application in terrain

analysis (Trevisani et al., 2023).

The code for generating slope and roughness maps via the SVD approach outlined

above can be found at https://github.com/Joe-Phillips/Slope-and-Roughne

ss-from-DEMs.

5.5.2 Window Placement Optimisation

Prior to performing a detailed assessment of the range window placement relative

to the point of closest approach, I first investigated more broadly the extent to

which the placement of the range window maximises the capture of the topographic

surface illuminated by the beam-limited footprint. My motivation for this analysis

is grounded on the principle that maximising the amount of information captured

is beneficial for a range of present and future use cases. Specifically, whilst it is

clear that current non-interferometric processing methods largely rely on information

83

https://github.com/Joe-Phillips/Slope-and-Roughness-from-DEMs
https://github.com/Joe-Phillips/Slope-and-Roughness-from-DEMs


5.5. Methodology

extracted from the leading edge of the waveform, it is likely that future advances

in retrieval algorithms may allow full-waveform retrievals. Thus, there is benefit to

assessing how the size and placement of the range window can be optimised in order

to capture as much of the illuminated surface as possible.

To perform this analysis in practice, for each echo within my chosen cycles

(comprising a total of 8,125,872 records; where each record corresponds to a single

20 Hz altimetric echo), I computed the proportion of DEM points (100 m resolution)

within the beam-limited footprint that fell above, within and below the ∼60 m range

window, where the beam-limited footprint was defined with dimensions of 18,200

and 300 m in the across and along-track directions, respectively. It should be noted

that the footprint dimensions used here (18,200 × 300 m) represent a fixed geometric

approximation. In practice, the effective footprint can depend on conditions such

as surface roughness, slope, and satellite altitude. However, these fixed dimensions

are well defined in the literature (Donlon et al., 2012a), and simplify subsequent

inter-record comparisons.

Because over complex topography, the range of elevations within the beam-

limited footprint exceeds that spanned by the range window, it is, in places,

impossible for the range window to entirely capture the illuminated topographic

surface. To account for this, I therefore also computed the hypothetical positioning

of the range window that would have maximised the capture of topography, together

with the associated percentage of the illuminated surface that could be captured

within it. This was done by iteratively moving the range window by 1-meter

increments in range, to determine the position that maximised topographic capture.

Having located the optimal range window placement, I were then able to quantify the

possible increase in the proportion of the surface captured, which could be realised

with a refined range window placement, whilst respecting the inherent limitations

imposed by the 60 m range window size. This was assessed by computing the ratio of

actual to maximal topographic capture. Finally, I also computed the optimal range

window position - and thus the maximum possible topographic capture - that could
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be achieved for varying-sized range windows; specifically: 60 m, 120 m, 180 m, 300

m, and 360 m. This allowed me to explore the extent to which an increased range

window size would, in principle, yield greater capture of the illuminated topographic

surface, with a view to improving broader understanding within the context of

other current and future satellite altimetry missions overflying Antarctica. Notably,

these instrument choices (range window dimensions) are fixed for each mission, and

therefore findings here should be placed in the context of understanding limitations

in current and historic missions, and helping inform choices made for future missions.

5.5.3 Capture of the Point of Closest Approach

Following the methodology presented in Section 5.5.1, I also performed a similar

assessment, which focused specifically on evaluating the window position relative to

the point of closest approach. This is motivated by the fact that, within conventional

L2 altimetry processing chains, an assumption is made that the echoing point (the

so-called POCA) lies within the intersection of the range window and the beam-

limited footprint (class 2 in Figure 5.1); and thus that the return from the POCA

location corresponds to the range to the waveform leading edge. However, around

the complex topography of the ice sheet margin, this assumption does not always

hold, particularly for Sentinel-3, due to its relatively small (∼60 m) range window.

In regions of high slope, the POCA may lie outside the beam-limited footprint,

meaning that any backscattered energy will be highly attenuated by the antenna

gain pattern, whereas in regions of rugged (highly variable) topography, the POCA

may lie at an elevation not captured by the range window. With the availability of

new, high-resolution DEMs such as REMA, comes the opportunity to explicitly

assess the extent to which the echoing point lies within the intersection of the

beam-limited footprint and the range window, and hence the extent to which this

common assumption in L2 processing chains is satisfied. Furthermore, by comparing

success and failure at the ice sheet scale to covariates such as surface roughness and

slope, I aim to assess how performance is affected by topographic complexity. For
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all S3A and S3B echoes within my chosen cycles, I therefore classified where the

identified POCA location lay relative to the positioning of the S3 range window.

The acquisition geometry and related definition of the POCA classes are shown in

Figure 5.1.

Within this assessment, I performed two sets of analyses. First, I evaluated the

positioning of the range window relative to the POCA location that was defined

within the standard L2 product. Here, slope correction - and consequently the

determination of the location of the POCA within the SAR footprint - is performed

via a slope-based approach using a surface slope model precomputed from DEMs

over Antarctica and Greenland (Helm et al., 2014; Aublanc et al., 2024; IPF, 2024).

This analysis allows me to determine the extent to which the slope correction applied

within the L2 processing chain identifies an echoing point that is consistent with the

actual acquisition geometry (i.e. lies within both the beam-limited footprint and

the range window); in other words, whether the subsequent elevation measurement

derived by retracking the waveform can reasonably be attributed to the assigned

POCA location. Secondly, I performed the same evaluation, but for a POCA

location that I determined, independently, by minimising the range between the

ice surface and the altimeter, using the REMA DEM. This procedure is analogous

to the methodology underlying the point-based relocation approach first introduced

by Roemer et al., 2007, albeit using an extended search region to include instances

where the POCA lies beyond the 3 dB beamwidth (Figure 5.1). I refer to the

identified surface location as the REMA-derived POCA. It is important to note

that although the underlying algorithm is similar, the purpose of this analysis is not

to perform a slope correction (i.e. the intention is not to derive relocated elevation

measurements as part of a standard L2 processing chain). Rather it is simply to

determine the location of the closest surface point to the satellite (as determined by

REMA), thereby allowing me to identify the extent to which the positioned range

window captures this POCA location.
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Figure 5.1: Illustration of the Sentinel-3 SAR altimetry acquisition geometry in the across-track

plane (satellite flying into the page), showing the classification scheme used to categorise each

acquisition according to the location of the POCA relative to the positioning of the range window.

Above the range window is shaded in blue (classes 0, 1), below in magenta (classes 3, 4), and

within the range window in green (classes 2, 3). Darker shades of each colour represent locations

outside of the across-track beamwidth.

To perform these analyses, I first located the range window relative to the ice

surface for each of the ∼8 million altimeter records considered in this study, and

then compared it to the two POCA locations (the first derived from the L2 product,

and the second independently determined by minimising the range between the

satellite and the REMA surface). Specifically, I adjusted the range to the nominal

tracking point (defined for S3 as the 43rd bin in the range window) according to

the geophysical and instrument corrections supplied within the product, to account

for path delays due to dry tropospheric, wet tropospheric and ionospheric effects;
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tidal and atmospheric pressure induced variations, and the instrument Centre of

Gravity (COG) correction. As all of these corrections are supplied at 1 Hz, I used

linear interpolation to match these to the native 20 Hz frequency of the range and

elevation measurements. Finally, the dimension of the range window (128 bins) was

used to locate the range to the start and end of the window for each record. To

reference the range window to the DEM elevation, I then subtracted the satellite

altitude.

Next, I computed the geographic coordinates and elevation of the POCA for both

the L2 and REMA derivations, in order to classify them according to their position

relative to the range window (Figure 5.1). For the L2 evaluation, the geographic

coordinates (x, y) were simply taken from the product. For the surface elevation (z)

at the L2 POCA, I chose to extract the elevation at this location from the closest

REMA pixel, rather than use the elevation within the altimeter product, because

the purpose was simply to compare the range window to a reference surface, rather

than interpret the altimeter elevation itself. This approach therefore avoided missing

data in the L2 product. I selected the nearest REMA point, rather than applying

a more complex interpolation method, as the 100 m posting is already finer than

the altimeter resolution (∼1600 x 300 m). In this regard, my aim is a coarse-scale

classification of the POCA location relative to the range window, rather than the

derivation of relocated elevation measurements themselves, and so a more detailed

interpolation was unnecessary. For the REMA derivation of the POCA, I computed

the echoing point location based upon the DEM pixel that minimised the range

between the satellite and the ice surface.

5.5.4 Along-track Decorrelation of Echoes

Finally, I explore the extent to which ice sheet surface topography causes decor-

relation in sequences of SAR waveforms, as they are acquired along the satellite

track. This analysis extends the work of McMillan et al. (2021), to investigate

the rate at which waveforms decorrelate in space (along-track), and the extent to
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which this is governed by the topographic characteristics (slope and roughness) of

the surface. More specifically, I calculate (1) correlations between adjacent pairs

of waveforms aligned in range, and (2) correlations between every waveform and

the 50 subsequent waveforms along-track (spanning a distance of ∼15 km), also

aligned in range. The latter assessment allows me to quantify the rate at which

waveforms decorrelate in space, spanning distances that are representative of those

over which altimetry measurements are commonly aggregated, for example when

computing rates of surface elevation change. The overall intent of this analysis is to

assess how the topographic characteristics of present day ice sheets influences the

spatial decorrelation of SAR waveforms, which is motivated by the hypothesis that

topographically complex areas drive a more rapid decline in correlation between

a given waveform and those acquired subsequently along-track. At a practical

level, understanding this relationship is of interest, as decorrelation characteristics

may influence the effectiveness of combining information from waveforms acquired

over different spatial scales. Specifically, if waveforms decorrelate rapidly due to

surface complexity, the assumption that nearby echoes sample a similar surface

- which underpins many along-track averaging and elevation change estimation

strategies - may not hold, with implications for the reliability of elevation retrievals

in topographically complex regions. Ultimately, by examining these relationships,

I aim to provide initial insights into how surface morphology impacts waveform

structure, which can help to inform future work towards improved strategies for

processing SAR altimetry data in areas of complex topography.

To determine the correlation between any two waveforms, I first normalise the

power of each to be between 0 and 1. To avoid cases where a given waveform

was excessively noisy, correlations were not computed when the mean power did not

exceed the estimated thermal noise by more than 0.15, with thermal noise computed

as the mean of the 6 lowest-value waveform samples (Helm et al., 2014; McMillan

et al., 2019). Next, I aligned both waveforms according to their centres of gravity

(COG) according to Equation 5.6, where N is the number of waveform bins (128),
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and Pn is the power at bin n. Following this, I retained only the overlapping region

of the two waveforms, removing any bins that did not intersect.

In order to focus on correlating the principal surface response, rather than

peripheral signals and waveform noise, I masked the aligned waveforms by removing

peripheral bins from each side of the range window, until a bin with power above

0.15 (chosen for consistency with the previous noise detection) was found in either

waveform. If the clipped waveforms had at least 16 bins remaining, I then computed

the Pearson correlation coefficient using the pairs of normalised waveform samples.

A minimum threshold of 16 bins was chosen as a reasonable lower bound for what

constitutes a valid response, based upon an assessment of the waveforms that passed

the L2 ice quality checks, which retained a mean COG width of 27.1 bins and

standard deviation of 10.2.

COG =

∑N
n=1 nP

2
n∑N

n=1 P
2
n

(5.6)

Next, for each waveform, I computed its Pearson correlation with each of the

subsequent 50 waveforms along-track, yielding a series of correlation values relative

to the initial waveform. If more than 25 correlation values were available, I fitted a

linear regression to estimate the rate of change in correlation as a function of along-

track distance. To ensure comparability between all regressions, I explicitly included

a correlation value of 1 at d = 0, representing the waveform’s self-correlation, and

constrained the regression to pass through this point, such that the fitted line

followed Equation 5.7, where d is the number of records along-track, R(d) is the

Pearson correlation coefficient, and m is the along-track rate of change in correlation,

per 20 Hz measurement. This slope captures the linear decay in correlation from

the initial waveform to increasingly distant waveforms along-track, computed over

50 subsequent records (∼15 km).

R(d) = 1 +m · d (5.7)
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Using the fitted slope, I computed the change in correlation at record 50. This

provides a more stable estimate of the change in waveform correlation after 15

km, which is not solely dependent upon the initial and 50th records. Based on this

approach, a value of 0 indicates that waveforms 15 km away are perfectly correlated,

whilst a value of -1 corresponds to waveforms that are fully decorrelated (R=0) after

15 km. Values less than -1 indicate that waveforms are anti-correlated after 15 km;

i.e. an increase in power in one waveform corresponds to a decrease in power in

the other. This is likely to reflect limitations in the COG alignment of complex

waveforms (e.g. correlating a single peak with a double peak waveform) and so I

focus my analysis on correlation values between -1 and 0.

To analyse the effect of surface topography on these metrics, I then derived

estimates of across-track surface slope and roughness for a 1-D across-track profile

approximating the beam footprint of each record, using a 2-D version of the SVD

approach described in Section 5.5.1. I intentionally focused this assessment of

waveform similarity on across track slope and roughness, because the anisotropic

shape of the delay-doppler footprint means that these parameters in the across-

track direction are most likely to have the largest influence on waveform shape.

5.6 Results

5.6.1 Ice Sheet Surface Slope and Roughness from REMA

First, I analysed surface slope and roughness over the Antarctic Ice Sheet using

REMA-derived datasets (Figure 5.2), computed at 100 m resolution over a 900×900

m sliding window. This analysis examines their ice sheet-wide characteristics, the

influence of window size, and consistency with established approaches, without

additional filtering or co-location with Sentinel-3 observations. In later sections,

where slope and roughness are used as covariates to assess altimeter performance,

values are instead extracted at individual Sentinel-3 record locations, representing

the specific topographic conditions sampled by the altimeter rather than the ice
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sheet as a whole.

My new surface slope map shows well-established patterns of very low (< 0.1◦)

surface slope at the ice divides and the floating ice shelves, with steeper slopes

prevailing towards the grounded ice sheet margin. Overall, I find that 76.9% and

89.1% of the ice sheet have a surface slope below 0.5 and 1.0◦, respectively. In

addition to the large-scale characteristics of slope, my new map also shows detailed

signatures of topography and ice dynamics, such as the flow of ice across the Ross and

Filchner-Ronne Ice Shelves from their upstream tributaries, and the numerous ice

rises that lie close to these ice shelves’ grounding lines. Turning to ice sheet surface

roughness, I find that 62.4% and 76.1% of the ice sheet have a surface roughness

below 0.5 and 1.0 m, respectively, with lower roughness persisting mostly within the

interior of the ice sheet. Of particular note are the clear signatures of mega dune

fields in East Antarctica, which typically have roughness of the order of ∼1 m and

the patterns associated with ice flow across the Ross and Filchner-Ronne Ice Shelves.

In broad terms, the interior of West Antarctica is rougher than East Antarctica and,

as with surface slope, there is a general trend to increasing roughness towards the

ice margin, with surface roughness often reaching several meters close to the coast.

I find that the ice sheet as a whole has a median slope and roughness of 0.192◦

and of 0.297 m, respectively. I characterise the degree of spatial variability of each

parameter across the ice sheet by computing the median absolute deviation, which

is 0.134◦ and 0.219 m for slope and roughness, respectively. To explore in more

detail the relationship between surface slope and roughness, I plot their joint and

marginal distributions (Figure 5.3), which shows a positive relationship between the

two variables. Taking the Pearson correlation coefficient, I obtain a value of 0.808,

indicating that the two values are significantly linearly correlated. Because I have

calculated roughness via the dispersion of orthogonal residuals to the fitted slope,

the two variables remain algorithmically independent. Therefore, this correlation

reflects a physical relationship between these topographic glaciological parameters,

indicating that areas with higher surface slope are also more likely to exhibit higher

92



5.6. Results

surface roughness. Broadly, I find that roughness increases by ∼4.38 m per degree

increase in surface slope.

Figure 5.2: Log10-scaled, 100 m resolution slope and roughness maps of Antarctica generated using

REMA and the Singular Value Decomposition techniques outlined in Section 5.5.1. The coloured

inset maps show discretely binned versions of these datasets, to aid the visualisation of broader

scale patterns.

As outlined in Section 5.5.1, I also compare my slope estimates to those calculated

using Horn’s method (Horn et al., 1981). This comparison includes both the slope

map shown in Figure 5.3, which was generated using a 9×9 pixel window, and an

alternative version that used a window size of 3×3 pixels (300×300 m) to match the

window dimensions of Horn’s method (Figure 5.4 a). The three results show very

close agreement, all attaining the same Gaussian shape on a log10 scale. Specifically,

the slope maps derived using Horn’s method and my SVD-based approach (both

with 3×3 pixel windows) yield median values of 0.199◦ and 0.198◦, respectively,

and identical MADs of 0.138◦. The difference between my 3×3 and 9×9 pixel

implementations is also negligible (median difference < 0.01◦). These results indicate

that, when assessed at the scale of the entire ice sheet, and at a resolution of 100

m, neither the choice of window size (3×3 versus 9×9) nor the underlying slope
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estimation method has a significant impact. It is important to note, however,

that the SVD approach is more flexible in offering a generalised solution that can

be applied to variable and irregular window shapes, making it better suited for

cases where a super-resolution DEM is used, or where slope is estimated over an

anisotropic area, such as the 1-D window geometry utilised in Section 5.5.4.

Figure 5.3: Log10-binned joint and marginal distributions of slope and roughness across Antarctica.

The joint distribution is displayed as a density plot, with lighter colours indicating a higher density

of measurements, and the contours bounding 25%, 50%, and 75% of the data.

Secondly, I performed a similar analysis for my SVD-derived roughness map

(calculated using 3×3 pixel windows), comparing it with estimates made using a 9×9

pixel window, and using the Terrain Ruggedness Index (TRI) approach (Riley et al.,

1999) (Figure 5.4 b). My method yields a median roughness of 0.03 m and a median

absolute deviation of 0.0181 m for a 3×3 pixel window, and a median roughness

of 0.297 m and median absolute deviation of 0.219 m for a 9×9 pixel window. For

TRI, the corresponding values are 0.864 m and 0.592 m, respectively, indicating

that my method produces consistently lower roughness values than TRI for both
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window sizes. The higher values produced by TRI likely reflect its dependency

between slope and roughness, whereby steeper slopes inflate roughness estimates.

To assess this, I computed the Pearson correlation coefficient between slope and

roughness for both methods. I find a stronger correlation for TRI (0.947) than for

my approach using the same 3×3 window (0.720), suggesting that my method is

indeed more effective at reducing algorithmic slope-roughness correlation. Turning

next to the choice of window size, I find that unlike for slope, the choice of window

size has a substantial effect on roughness estimates, with the 3×3 window producing

lower values than the 9×9 window (Figure 5.4). This likely reflects the fact that

an increased number of points in a larger window raises the likelihood of higher

minimum-to-maximum variance relative to the fitted plane. Nonetheless, even with

a 9×9 window, the distribution of roughness values is still lower for my method

than for TRI. Finally, within the context of this study, it is important to note that

it is primarily the variance in roughness that is analysed (through comparison to

altimetry measurements) rather than the absolute roughness values themselves.

5.6.2 Window Placement Optimisation

The S3 product records backscattered energy over a range window of ∼60 m. As

such, there are areas of the AIS where the degree of topographic variance within

the beam-limited footprint makes capturing the full topography within the range

window impossible. Determining the locations and extent of these regions is of

interest because it indicates where (1) waveforms are likely to be truncated or highly

complex, (2) relocation errors may be prevalent, and (3) positioning of the range

window will, ultimately, have a major impact upon the reliability of retrievals of

ice sheet elevation. By assessing the proportion of illuminated terrain that could

be captured with an optimal placement of the 60 m range window (Section 5.5.2),

I found that, for 57.4% of recorded echoes, full (100%) topographic capture was

impossible. With optimal window placement, however, 83.5% of acquisitions would

be able to acquire at least 80% of the topography illuminated by the beam-limited
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footprint. Failure to capture the full topography primarily occurs in coastal regions

of the ice sheet with high topographic complexity (Figure 5.5 a), and reflects a

fundamental limit imposed by the 60 m size of the Sentinel-3 range window, rather

than the onboard tracker implementation.

Figure 5.4: Comparison of slope and roughness estimates using different methods applied to the

100 m resolution REMA DEM. Panel a shows slope calculated using (1) Horn’s method with a 3×3

pixel (300x300 m) window, (2) my SVD-based approach, calculated with a 3×3 pixel window for

consistency with Horn’s method, and (3) my SVD-based approach with a 9×9 pixel window. Panel

b shows roughness computed using (1) TRI (3×3 pixel window), (2) my SVD-based approach using

the same 3×3 pixel window size for consistency with TRI, and (3) my approach using a 9×9 pixel

window.

Next, to assess the performance of the current window placement, I then

computed the ratio of actual to maximal topographic capture for each record (Figure

5.5 b), where the latter was determined by calculating the maximum percentage of

the illuminated surface that could have been captured with a refined placement of

the range window (Section 5.5.2). At a practical level, this analysis was designed to

assess the extent to which a greater proportion of the illuminated surface could be

captured if refinements are made to the positioning of the range window. On average,

across all records, the current window placement acquired a median of 89.2% of the
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total possible topography that could be captured, with a median absolute deviation

of 2.47%. This demonstrates that, even over areas where full topographic capture

is impossible, further refinement to the placement of the range window could allow

a greater proportion of the surface return to be recorded.

To assess the impact of recent changes made to the Level-1 processing, I also

performed a similar analysis for the previous BC-004 product. As outlined in

Section 5.4, BC-005 differs from BC-004 primarily through the artificial extension

of the delay-Doppler stack range dimension during Level-1 processing, which allows

for better placement of the range window around the surface return, preserving

backscattered energy in topographically complex terrain (Aublanc et al., 2025b;

Aublanc et al., 2018). Relative to BC-004, I find that although the percentage of

possible capture is is broadly similar (< 1% difference) over the low slope interior

of the ice sheet (< 1.0◦ slope), the BC-005 product performs substantially better

(+7.6%) across the higher sloped margins (1.0-2.5◦ slope). Broadly similar behaviour

is observed with respect to surface roughness, with < 1% difference and a +2.2%

improvement for the latest product, in regions where the surface roughness is <

5 m and 5-10 m, respectively. As such, this analysis suggests that the extended

window processing and waveform centering has indeed improved data capture over

high sloped terrain, where the along-track variation in tracker range during the SAR

integration time is greatest.

In interpreting, and potentially acting on, this analysis of topographic capture,

it is important to note that in some cases where there is high topographic variability

within the illuminated footprint, positioning the range window to maximise

topographic capture may result in the return from the POCA being missed. In these

cases, there is a trade-off between maximising topographic capture and acquiring

the reflection from the point of closest approach. For future missions that aim

for full waveform retrievals (such as swath processing), this type of analysis can

therefore help to inform decisions relating both to the size (i.e. the range dimension)

and the positioning (onboard tracking and L1 processing) of the range window. It
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should also be noted that to resolve the leading edge clearly, the range window must

record a brief period of no backscattered power before the first return. This requires

positioning of the upper boundary of the window slightly above the POCA to ensure

the reliable detection of the waveform onset.

Comparing these results to my new slope and roughness datasets, I find that both

the actual, and theoretical maximum, percentage of the illuminated topography that

can be captured within the S3 range window decreases with increasing slope and

roughness (Figures 5.5 c and d). Specifically, for log10-binned slope I observe that

∼90% of the illuminated surface is typically captured for slopes up to ∼0.1◦, followed

by a steady decline to ∼20-30% capture by the time slopes reach ∼5◦. I find a similar

trend in relation to log10-binned surface roughness, with capture rates decreasing

with increasing roughness, from ∼90% (low roughness) to ∼30-40% (once roughness

reaches ∼10 m). In both cases, I observe a difference of ∼10-20% between the

maximum possible percentage of topography that could be captured and the actual

percentage captured by the current BC-005 processing configuration.

While the nominal 60 m range window is a fixed instrument limitation, the

use of “extended window” processing in BC-005 - where the range dimension of

the delay-Doppler stack is artificially extended during Level-1 range migration and

multilooking to better preserve backscattered energy (Section 5.4) (Aublanc et al.,

2025b; Aublanc et al., 2018) - demonstrates that further gains in topographic capture

may still be achievable through reprocessing existing Level-0 data, provided the raw

telemetry are available.
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Figure 5.5: Assessment of the Sentinel-3 range window’s ability to capture surface topography

within the beam-limited footprint. Panel a shows the maximum possible percentage of REMA

topography (100 m resolution) capturable by an optimally placed 60 m range window, binned

to 5 km. This represents a ceiling imposed by window size relative to topographic variability.

The inset bar chart shows the percentage of records where full (100%) capture is and is not

achievable. Panel b shows the percentage of topography actually captured by the current range

window placement relative to this maximum, binned to 5 km. A value of 100 indicates the current

placement matches the theoretical optimum, not necessarily full surface capture. Panels c and d

show the maximum possible and actual capture percentages as a function of log10-binned slope

and roughness, respectively. Panels e and f show the distribution of REMA points above, within,

and below the range window for the maximum possible and actual configurations.

Next, I assessed the mean proportion of the illuminated surface that was above,

within, and below the range window. This allowed me to determine the degree
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to which the window was centered on the target surface, and how this varies as a

function of slope and roughness (Figures 5.5 e and f). This analysis indicates that

the ∼10% of the illuminated topography not captured within the range window at

lower values of slope and roughness falls predominantly below the range window. As

slope and roughness increases, topographic capture decreases, with the proportion

of topography above and below the range window increasing in approximately

equal measures. Once slope and roughness exceed ∼2◦ and ∼7 m respectively,

the proportion of topography below the range window begins to decrease, and is

replaced with surface topography above the range window.

In addition to assessing the dependency on surface slope and roughness, I also

evaluated whether the heading of the satellite as it crosses the Antarctic coast had

a significant impact on window placement. I found that 50.5% of records within

30 km of the coast were acquired in a configuration where the satellite was flying

from land to ocean, and 49.5% from ocean to land. When the satellite is heading

from land to ocean, I obtain a median topographic capture (with respect to the

theoretical maximum) of 87.0% for records within 30 km of the coast. Conversely,

when the satellite flies from ocean to land, I obtain a median topographic capture

of 87.4%. With a difference of less than 0.5%, I conclude that there is therefore

insufficient evidence to suggest that coastal heading has a significant impact on the

adequacy of window placement.

Within the preceding analysis, I have evaluated the extent to which the 60

m range window of Sentinel-3 impacts upon the instrument’s capacity to capture

the full topographic surface illuminated by the beam footprint. To conclude this

component of my analysis, I therefore broadened the scope to consider how the

statistics relating to the theoretically possible topographic capture were affected

by varying sized range windows (Figure 5.6). For a 60 m range window, the

mean percentage of topography captured with optimal placement is 90.6%, with a

standard deviation of 15.9%. As the range window increases, the mean topographic

capture rises to 96.9% (120 m window), 98.4% (180 m), 99.0% (240 m), and 99.5%
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(360 m), with corresponding standard deviations of 10.5%, 7.7%, 6.0%, and 4.0%,

respectively. The most substantial improvement occurs between 60 m and 120

m, with diminishing returns observed at larger window sizes. These findings also

support the range window size chosen for the upcoming CRISTAL mission, which

will operate with a 256 m range window and interferometric (i.e. swath processing)

capability over land ice (Kern et al., 2020).

Figure 5.6: Maximum possible percentage of topography captured with optimal placement of the

range window as a function of range window size. The shading shows the variability across records

in the percentage of topographic capture, characterised by the standard deviations and limited at

its maximum to 100%.

5.6.3 Capture of the Point of Closest Approach

Next, I analysed the positioning of the POCA identified in the Level-2 product

relative to the range window and beam-limited footprint, and compared this with the

geometric point of closest approach determined by minimising the distance between

the satellite and the REMA surface. In practice, each measurement was classified

according to its position relative to the range window and footprint (Figure 5.7a). As
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outlined in Section 5.5.3, the L2 POCA classes (LPCs) are derived by comparing the

geographic coordinates of the POCA location prescribed in the Sentinel-3 Level-2

product, assigned the nearest REMA elevation, with the bounds of the range window

for each acquisition. The REMA-derived POCA classes (RPCs) are computed

analogously, but use an independently determined POCA location - defined as the

DEM pixel within an extended search region that minimises the satellite-to-surface

range - rather than the Level-2 product value. Both classifications assign each

acquisition to one of six classes (Figure 5.1), depending on whether the POCA falls

within or outside the beam-limited footprint, and above, within, or below the range

window.

To explore spatial variability, both the LPCs and RPCs were binned to 5 km

resolution (Figures 5.7b and 5.8b). As these data are discrete, the modal class was

assigned to each grid cell to represent the most common class within that area.

Using the new slope and roughness derivations (Figure 5.2), I also examined the

relationships between these classes and the topographic parameters (Figures 5.7

and 5.8).

As a result of quality control and filtering in the L2 processing, I observe that

∼0.447% of the data is missing for the LPCs within the BC-005 product. This

represents a significant improvement compared to the previous BC-004 product,

wherein ∼3.20% of the data were missing, primarily over topographically complex

areas. The proportion of missing data increases with slope and roughness,

comprising 5-10% of samples in regions of very high slope and roughness (Figures

5.7 e and f, respectively). For 94.1% of the full, non-aggregated data, I observe that

the L2 POCA lies within both the Sentinel-3 beam-limited footprint and the range

window. This occurs almost exclusively in regions of lower slope and roughness, with

a median of 0.170◦ and 0.277 m, and median absolute deviation of 0.105◦ and 0.189

m respectively (Figures 5.7 c and d). In contrast, the remaining 5.9% of acquisitions

where the L2 POCA fails to be located within the range window encompass a far

greater range of slope and roughness values, retaining significantly higher medians.

102



5.6. Results

This is evident spatially, with LPCs with a value other than 2 grouped around

areas of complex topography such as the Transantarctic mountains, the Antarctic

Peninsula, and coastal regions (Figure 5.7 b). Comparing to the performance of

the BC-004 product, again I find that the evolutions in BC-005 offer an improved

capacity to derive a POCA that is consistent with the range window. Specifically, I

find that BC-004 returned a lower (89.5%) percentage of records where the L2 POCA

was correctly located within the range window and beam footprint (i.e. LPC class 2).

Thus, the switch from BC-004 to BC-005 has approximately halved the proportion

of acquisitions where the prescribed POCA location and the range window position

are inconsistent.

I find that the proportion of L2 POCA’s falling within both the beam-limited

footprint and the range window (class 2) decreases with increasing slope and

roughness. For both covariates (Figures 5.7 e and f), the relationship follows trends

similar to those reported for topographic capture in Section 5.6.2. I find that for

surface slopes (roughness) up to ∼0.3◦ (∼0.3 m), the current window placement

achieves near to 100% capture of the POCA location. As slope increases beyond

this limit, however, the proportion of class 2 decreases, such that by ∼1◦ only ∼70%

of the L2 POCA’s lie within the desired range, and by ∼5◦ this reduces further to

∼30% (Figures 5.7 e and f). Likewise for roughness, I observe a reduction in the

proportion of class 2 with increasing roughness, wherein by ∼10 m the proportion

of LPCs of class 2 reduces to ∼40%, and further to ∼20% by ∼50 m (Figures 5.7 e

and f). With increasing slope and roughness, the observed reductions in class 2 are

replaced in approximately equal parts by classes 0 (POCA above the range window

) and 4 (POCA below the range window), up until ∼3◦ slope and ∼1 m roughness,

wherein the increase in proportion of class 4 plateaus, and classes 0 dominate towards

the extremes. This likely reflects the inability of the linear slope correction to

adequately identify a point within the range window, in regions of high topographic

variability. Notably, the occurrences of classes 1, 3, and 5, which constitute POCA

locations outside of the beam-limited footprint, are negligible (0.3%, 0.4%, and
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0.0%, respectively), and much lower than found in BC-004 (1.1%, 0.7%, and 0.7%

respectively), likely a result of the algorithmic decision to avoid relocations beyond

the 3 dB beamwidth.

The RPCs, which are defined using the location that minimises the range between

the surface and satellite, rather than the location written in the Level-2 product,

follow broadly the same distribution as the LPCs, with the exception of minimal

data loss (∼0.00261%), which is simply due to missing data within the REMA

dataset (Figure 5.8 b). Overall, 90.6% of the full, non-aggregated data has an RPC

of 2 (corresponding to a POCA within both the beam-limited footprint and range

window), with median slope and roughness for this class of 0.163◦ and 0.259 m,

respectively (Figures 5.8 c and d). Notably, using BC-004 product values leads

to a slightly reduced 89.0% of class 2 RPCs, indicating that the BC-005 product

better captures the "true" POCA as defined by REMA, due to its extended window

processing. The level of agreement on an RPC classification of 2 between the two

product versions varies significantly with surface slope. For slopes of 0.0-1.0◦, 1.0-

2.5◦, and ≥2.5◦, the percentage of records for which BC-004 and BC-005 agree is

93.6%, 19.0%, and 3.25%, respectively, illustrating the impact that the refined BC-

005 processing is having for retrievals in topographically complex areas. In these

same slope bins, the percentage of acquisitions where BC-005 correctly returns a class

2 classification, whereas BC-004 does not, is 1.93%, 13.8%, and 1.88%; whereas the

converse case where BC-004 returns class 2 and BC-005 does not, occurs for only

0.766%, 3.04%, and 0.832% of records. A similar pattern is observed with respect

to surface roughness. For roughness ranges of 0.0-5.0 m, 5.0-10 m, and ≥10 m,

the percentage of records where BC-005 returns class 2 and BC-004 does not is

2.45%, 8.26%, and 2.10%, whereas the converse occurs for only 0.845%, 2.59%,

and 1.23% of acquisitions. Together, these observations illustrate the improvements

delivered by the latest baseline, and suggests that the extended window processing

implemented in BC-005 is able to more reliably track the POCA in regions with

more complex topographic terrain. Nonetheless, the fact that 64.1% and 94.0% of
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acquisitions in regions of 1.0-2.5◦ and ≥2.5◦ slope, respectively, do not have a REMA-

derived POCA within the range window for either BC-004 or BC-005 illustrates the

challenges presented by the relatively small 60 m range window in areas of complex

topography, and the opportunity for further algorithmic evolution.

In comparison to the LPC’s, the RPCs return more cases where the POCA

is located above the range window, and less instances where the POCA is below

the range window (Figures 5.8 c and d). This is unsurprising given that the RPC

approach, by minimising the range, favours the highest point within the footprint,

which is more often above rather than below the range window. With respect to slope

and roughness, the RPC’s exhibit similar trends in class 2 as the LPC’s, although

there are a greater proportion of measurements that are located outside of the 3 dB

beamwidth (1, 3, and 5), likely due to the fact that when I determine the RPC, I do

not place any restrictions on it being within the 3 dB beamwidth. This highlights

the fact that in areas of complex topography the point of closest approach can often

be beyond the 3 dB beamwidth. The proportion of classes 0 and 1 increases with

slope and roughness in approximately equal parts, however, unlike the LPC’s, classes

4 and 5 experience only a temporary increase with increasing slope and roughness,

peaking at ∼3◦ and ∼9 m, respectively, before being replaced by classes 0 and 1 for

more extreme topographic variance (Figures 5.8 e and f). I also find that classes 4

and 5 often occur at the transition between floating and grounded ice (Figure 5.8

b), where there is a rapid change in the surface gradient, and hence may be due to

the inertia in the closed-loop tracker, which positions the range window based upon

preceding tracker information. As slope and roughness increase further, then classes

0 and 1 again dominate, reflecting the behaviour typical of mountainous terrain

where local topographic highs exceed the positioning of the range window.
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Figure 5.7: Assessment of the ability of Sentinel-3 to capture the surface reflection at the L2-derived

POCA. Panel a outlines the POCA class definitions as per Figure 5.1 for ease of cross-referencing.

Panel b shows the L2-derived POCA classes, spatially binned to 5 km. A 5 km grid was chosen

as it provides sufficient spatial resolution to resolve regional patterns whilst ensuring an adequate

number of measurements per grid cell for statistically meaningful aggregation. Panels c and d show

box plots of the L2-derived POCA per-class distribution with respect to slope and roughness, with

the percentage of data within each class given in parentheses. Panels e and f show stacked bar

charts representing the percentage distribution of the L2-derived POCA classes within each slope

and roughness bin.
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Figure 5.8: Assessment of the ability of Sentinel-3 to capture the surface reflection at the REMA-

derived POCA. Panel a outlines the POCA class definitions as per Figure 5.1 for ease of cross-

referencing. Panel b shows the REMA-derived POCA classes, spatially binned to 5 km. Panels c

and d show box plots of the REMA-derived POCA classes with respect to slope and roughness.

Panels e and f show stacked bar charts representing the percentage distribution of the REMA-

derived POCA classes with respect to log10-binned slope and roughness.

Lastly, I again assessed whether the per-class distribution was affected by the

satellite heading for acquisitions made within close proximity (within 30 km) of the
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ice sheet coast. For the RPCs, I observed that the range window was adequately

placed (i.e. class 2) for 50.4% of the measurements that were acquired when heading

from land to ocean, and 51.6% when heading from ocean to land. A difference of only

∼1.2% suggests that there is no definitive evidence that coastal heading affects the

per-class distribution close to the ice sheet coast, similar to the negligible difference

in topographic capture rate (with respect to the theoretical maximum) that was

observed in Section 5.6.2.

5.6.4 Along-track Decorrelation of Echoes

My final set of analyses focuses on exploiting my new slope and roughness datasets to

assess the correlation of series of altimetry echoes acquired along the orbit track, with

a view to investigating the impact of surface topography on the degree of waveform

correlation achieved. To investigate correlation across the entire ice sheet, I bin both

the correlation between consecutive waveforms, and the fitted 50-record correlation

change, taking the mean values within each 5×5 km grid cell (Figures 5.9 a and b).

For the inter-record correlation, I found a median of 0.944 and a median absolute

deviation of 0.00300, with the distribution skewed towards higher correlation values,

and lower values grouped around areas of topographic complexity (Figure 5.9 a). For

the fitted 50-record correlation change, I found a median reduction in the correlation

of -0.418 over 15 km and a median absolute deviation of 0.0250. 12.6% of records had

a correlation change of less than -1 and were removed from my analysis (as discussed

in Section 5.5.4). By comparing qualitatively to my REMA-derived estimates of

across-track surface slope and roughness (Figure 5.2), it is clear that both of these

topographic parameters influence the degree of correlation between waveforms. For

example, correlation reduces in areas of high roughness, such as megadune fields in

East Antarctica, and high surface slope, such as the coastal margin of the ice sheet

(Figures 5.9 a and b).
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Figure 5.9: Analysis of the along-track correlation of Sentinel-3 SAR altimetry echoes. Panel

a shows the correlation between consecutive records, spatially binned to 5 km. Panel b shows

the 50-record correlation change, also spatially binned to 5 km. Histograms showing the overall

distribution of each parameter are given within the pole holes of the respective plots. Panel c and

d show density plots of the 50-record correlation change as a function of log10-binned slope and

roughness respectively. Concentric contours are included, which contain 75%, 50%, and 25% of

the data from outside to in respectively. Panels e and f show the median and median absolute

deviation of the 50-record correlation change with respect to log10-binned slope and roughness,

respectively.
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Comparing the fitted 50-record correlation change to across-track surface slope

and roughness, it can be seen that the 15 km change in correlation remains relatively

stable at ∼-0.25, for slopes up to ∼0.01◦, before dropping rapidly to ∼-0.95 for slopes

above this value (Figure 5.9 e). For low surface roughness, the 50-record correlation

change is ∼-0.15, but this quickly drops towards ∼-1 once roughness exceeds ∼2 m

(Figure 5.9 f). Taking the Pearson correlation coefficient of the 50-record correlation

change to log10-binned surface slope and roughness I find values of -0.618 and -0.571.

This implies that, linearly, slope and roughness explain 38.2% and 22.2% of the ice-

sheet wide variance in along-track waveform decorrelation. I therefore conclude that

50-record correlation change is moderately, linearly correlated to log10-binned surface

slope and log10-binned roughness, with slope providing a stronger control. Whilst

conceptually, it is understood that slope and roughness impact the shape of the echo,

and associated parameters such as the number of peaks, leading edge width, and

trailing edge slope, this analysis demonstrates quantitatively the strength of this

correlation, through the comparison of independent altimetry and DEM-derived

datasets.

5.7 Conclusions

Since the launch of Sentinel-3A in 2016, and Sentinel-3B in 2018, the Sentinel-

3 mission has acquired hundreds of millions of echoes over Antarctica, providing

topographic information at a resolution of ∼300 m along-track by ∼1.6-2 km across-

track, which are repeated every ∼27 days. To date, however, previous assessments

of Sentinel-3 performance over ice sheets have concentrated predominantly on

the outputs of L2 processors, namely the high-level validation of the resulting

elevation products. Here, I extend previous work by using novel topographic

datasets derived from REMA, to more directly explore the underlying factors that

influence Sentinel-3’s performance. Specifically, I use Singular Value Decomposition

to robustly separate local elevation variability into slope and roughness components,
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and investigate the impact of each upon Sentinel-3 altimeter performance.

Quantitatively, my new estimates of slope and roughness indicate a strong

positive correlation (Pearson correlation coefficient of 0.808) between these two

variables; areas with higher surface slopes also exhibit greater kilometre-scale

(orthogonal) surface roughness. Overall, I find that 76.9% and 89.1% of the ice

sheet exhibits slopes below 0.5 and 1.0◦, respectively; and 62.4% and 76.1% has

a roughness lower than 0.5 and 1.0 m, respectively (where roughness is defined as

the minimum-to-maximum difference of the orthogonal residuals). Qualitatively,

my new slope and roughness maps display a wealth of glaciological information,

including ice shelf flow patterns and the locations of megadune fields in East

Antarctica. These findings enhance understanding of the AIS’s geometrical

properties and represent, to the best of my knowledge, the first continent-wide

analysis of Antarctic surface roughness, that is independent of slope.

During operation, the Sentinel-3 onboard tracker aims to position the range

window so that it captures the underlying topographic surface. One way to measure

its success in doing so, whilst acknowledging the inherent limitations imposed by the

range window dimension, is to assess the proportion of the surface illuminated by the

instrument that falls within the range window. Performing such an assessment at the

ice sheet scale, through the analysis of over 8 million echoes, I find that in 57.4% of

cases, capturing the full topography within the beam-limited footprint is impossible,

due to the relatively small ∼60 m range window of Sentinel-3, relative to the

high topographic variance found across some regions of the ice sheet. Nonetheless,

my analysis shows that with optimal placement of the range window, 80% of the

illuminated topographic surface could be captured in ∼80% of cases. Building on

this, I investigated the performance of the current window placement, by measuring

the ratio of actual topographic capture to the maximum possible capture that could

be achieved with an adjusted placement of the range window. On average, the

current placement achieved a median of 89.2 ± 2.46% of total possible topographic

capture, with this value decreasing with increasing slope and roughness. Broader
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analysis of the relationship between the range window size and the maximum

achievable topographic capture showed that substantial gains can be achieved by

increasing the range window beyond 60 m. Doubling the window size to 120 m,

for example, could increase the mean capture from 90.6% to 96.9%. Together, this

analysis serves to provide a better understanding of the performance of the Sentinel-

3 onboard tracker, on-ground processing, and also to support the design of future

missions, by providing empirical information with which to optimise the size and

positioning of the range window.

Within current Level-2 processing schemes, there is an implicit assumption that

the prescribed point of closest approach (POCA) lies within both the instrument’s

beam-limited footprint and its range window, and hence that the range to the

waveform leading edge corresponds to the distance between the satellite and the

identified POCA. To evaluate this assumption, I compared the locations of the L2-

designated POCA in two product versions (BC-004 and BC-005) to the position of

range window for ∼8 million acquisitions collected over the Antarctic Ice Sheet,

in addition to that of an independent POCA estimate that I derived from a

high resolution DEM. This analysis showed that the current window placement

successfully captures the point of closest approach for 90.6% of acquisitions and

allowed me to investigate, quantitatively, the improvements offered by the BC-005

extended window processing, in areas of complex topographic terrain.

Finally, I explored the correlation between sequences of altimetry echoes along

the satellite orbit track, to provide a first assessment of how surface topography

affects waveform decorrelation. I found that inter-record correlation was generally

high, but decreased in areas with complex topography. Similarly, taking the larger-

scale correlation change across 50-records (spanning ∼15 km) indicated that the rate

of decorrelation was more rapid in regions with high surface slope and roughness.

This analysis therefore provides direct evidence of the relationship between surface

topography and along-track altimetry echo correlation at the ice sheet scale, offering

new insight into how surface morphology influences waveform structure.
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More broadly, this study has shown how a new generation of high-resolution

DEMs can be used to assess and understand the performance of current altimetry

in-flight systems and on-the-ground processing. This information provides new

insight to help understand the current performance of the Sentinel-3 fleet of satellite

altimeters, and also serves as a template for future analysis that can guide the design

and optimisation of planned missions such as the Copernicus Polar Ice and Snow

Topography Altimeter (CRISTAL) and the Sentinel-3 Next Generation Topography

mission.
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Abstract

Conventional, non-interferometric radar altimetry faces a fundamental ambiguity:

each waveform corresponds to many different possible surface configurations within

the illuminated footprint. Standard processing endeavours to resolve this by

reducing the signal to a single elevation estimate, typically tied to the leading

edge of the waveform and attributed to the point of closest approach. As such,

these conventional approaches, which have been employed for decades, discard

much of the information encoded in the waveform return, and are susceptible to

data loss and degradation in areas of complex terrain, where these simplifying

assumptions break down. This study takes a fundamentally different approach:

rather than attempting to remove this ambiguity through dimensionality reduction,

it explicitly models it, treating waveform multiplicity as a feature to be learned

and quantified, with a view to the future redesign and improvement of Level-

2 altimetry processing chains. Specifically, a novel probabilistic deep learning

framework is developed and assessed that predicts full distributions of plausible

surface profiles from CryoSat-2 SARIn waveforms, using no interferometric phase

information. By directly modelling both aleatoric uncertainty (arising from the

multiplicity of possible scattering surfaces) and epistemic uncertainty (reflecting

uncertainty in the model predictions themselves), the framework produces spatially

distributed, probabilistic elevation predictions that capture the inherent ambiguity

in the waveform. In more detail, an ensemble of 16 ResNet-RS models is trained with

Pinball loss to estimate multiple elevation quantiles (5th, 50th, 95th) across a 15 km

across-track swath. Evaluation against an independent Antarctic test set shows that

the ensemble captures the across-track surface geometry well visually, with predicted

quantiles varying systematically in ways consistent with known radar scattering

behaviour. Quantile coverage analysis reveals a mean underestimation of 10.4% in

the percentage of unseen data occupying the central 5-95% interval, driven primarily

by the 5th and 50th percentiles being systematically overestimated in elevation

relative to the true surface, a tendency that increases as terrain grows more complex.
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In contrast, the 95th percentile estimate of surface elevation remains robust, showing

little sensitivity to slope or roughness, which is consistent with its physical anchoring

in the leading-edge return. As such, by reframing waveform ambiguity as a source

of information rather than a limitation, this study demonstrates that an ensemble of

deep learning models can be trained to extract meaningful across-track distributional

elevation information from SAR power waveforms alone, without the introduction

of interferometric information. This represents a first step toward unlocking the full

potential of non-interferometric altimetry, paving the way for greater measurement

density, improved robustness and uncertainty characterisation, and new elevation

retrieval methods from current and future SAR missions such as Sentinel-3 and

CRISTAL, with potential for adaptation to historical LRM records from missions

such as ERS-1 and ERS-2.

6.1 Introduction

6.1.1 Context

The Antarctic Ice Sheet (AIS) is undergoing rapid and accelerating change, making

it one of the largest sources of uncertainty in projections of future sea-level rise. Since

1992, the AIS has lost over 2,600 billion tonnes of ice (Otosaka et al., 2023), with

the greatest losses observed in West Antarctica and the Antarctic Peninsula. This

ongoing imbalance has already contributed more than 7 mm to global mean sea level

over the past 4 decades (Otosaka et al., 2023), and projections suggest that Antarctic

contributions could exceed one metre by 2100 under high-end scenarios (Frederikse

et al., 2020). However, such estimates remain highly uncertain - not only due to

variation in future climate forcing, but also because of limited understanding of the

AIS’s dynamics and often nonlinear response to external drivers. In this regard, long-

term, high-resolution observations are critical to reduce this uncertainty, offering the

means to monitor evolving changes and to improve the representation of ice-sheet
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processes in predictive models (Davis et al., 2005; Price et al., 2011; Shepherd et al.,

2004).

6.1.2 Satellite Radar Altimetry

Further background on the theoretical principles of radar altimetry is given in

Chapter 2; here I briefly re-introduce these concepts and summarise key technical

aspects.

Satellite observations are critical for understanding ice sheet change, with radar

altimetry providing the longest continuous record since the early 1990s. Satellite

radar altimeters work by transmitting radio-wave pulses towards Earth’s surface

and recording the returned echo as a discrete waveform (Brown, 1977). Each

waveform, comprising the aggregation of surface reflections within the altimeter

footprint, encodes information relating to surface topography, electromagnetic

scattering characteristics, and over oceans, wind speed and wave height (Quartly

et al., 2020). Over flat surfaces, waveforms exhibit a distinctive shape, with a clear

peak in power corresponding to the energy backscattered from the point of closest

approach (POCA) on the surface, followed by a gradual decay in the received power

as reflections further from the antenna are captured. As surface topography becomes

more complex, however, the returned waveform becomes increasingly variable,

reflecting the wider range in travel-times of surface reflections due to variations

in surface elevation within the illuminated footprint.

The era of systematic polar monitoring by radar altimeters began with the

launch of the ERS-1 and ERS-2 missions in the early 1990s. These missions were

designed primarily to measure the ocean geoid, and as a result offered relatively poor

performance over complex ice sheet topography, due in part to their relatively large

pulse limited footprint associated with their operation in Low Resolution Model

(LRM) (Joughin et al., 1996; Rémy et al., 2009). As such, following technological

advancements in subsequent missions such as Jason-1 and Envisat, CryoSat-2

(CS2) was eventually launched in 2010, which introduced two key innovations in

118



6.1. Introduction

instrumental design for improving ice surface measurements: (1) the use of synthetic

aperture radar (SAR), and (2) interferometry (SARIn when used alongside SAR

processing) (Wingham et al., 2006b).

In conventional LRM operation, the altimeter must wait for each radar pulse

to complete its round trip before transmitting the next. This constraint enforces

a low PRF and limits along-track resolution to the kilometre scale, preventing

the detection of fine-scale topographic variation. Synthetic aperture radar (SAR)

altimetry overcomes this limitation by transmitting bursts of pulses at a much higher

PRF, enabling overlapping emissions and finer along-track sampling. The resulting

echoes are then separated using Doppler processing, which exploits the frequency

shifts induced by satellite motion to achieve improved along-track resolution.

With a single antenna, altimetry is one-dimensional: each waveform records

only the return time of reflections, not their origin within the beam footprint.

Each reflection could originate anywhere along an arc defined by the antenna

gain pattern and echo return time. Thus, a waveform represents a distribution

of possible surfaces within the footprint, unresolved without further information.

Interferometric altimetry resolves this ambiguity by employing two antennas to

measure the angle of arrival, allowing for detailed elevation profiles consisting of

numerous geolocated points across-track.

Following CS2, Sentinel-3 A and B were launched in 2016 and 2018, further

advancing operational monitoring and global SAR altimetry coverage, but lacking

interferometric capability. The upcoming Sentinel-3 Next Generation (S3NG)

satellites (Egido, 2023), along with the planned CRISTAL mission (Kern et al.,

2020) (which will employ SAR interferometry at Ku-band but SAR only at Ka-

band), will ensure the widespread availability of non-interferometric SAR altimetry

over the ice sheets well into the next decade. With these measurements set to

increase in both volume and temporal coverage, there is a strong case for investing

in more fundamental approaches to SAR waveform data processing and information

extraction, laying the groundwork for long-term scientific and operational gains.
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6.1.3 Key Steps in Current SAR Altimetry Level-2 Process-

ing Logic

Further theoretical detail and background on current SAR altimetry Level-2

processing logic is provided in Chapter 2; in this section, I briefly re-introduce these

concepts.

Due to the range ambiguity within conventional, non-interferometric waveforms

(LRM and SAR), each discrete waveform theoretically corresponds to a vast

number of possible topographic surfaces within the satellite footprint. As such,

it is impossible to fully resolve this ambiguity in the origin of reflections without

additional data and simplifying assumptions. Current ice sheet SAR altimetry

processing chains, which have maintained broadly the same logic for the past

three decades, address this ambiguity via two steps: (1) retracking, and (2) slope

correction. Together, these aim to reduce the dimensionality of the problem such

that a singular measurement corresponding to the reflection from the point of closest

approach on the surface is obtained. Specifically, the assumption is made that the

leading edge of a captured echo - the initial steep rise of the pulse from the noise

floor to the inflection point at peak power - corresponds to the first surface return

at the point of closest approach (POCA) to the satellite. Using this assumption,

retracking works to first obtain a single range measurement from the leading edge,

corresponding to the distance between the satellite and the surface, with the slope

correction step then used to identify the POCA location on the surface to attribute

this to.

Retracking algorithms can be broadly divided into physical approaches, which

fit analytical models of radar-surface interaction but are sensitive to irregular echoes

and surface scattering properties (Martin et al., 1983; Ridley et al., 1988; Passaro

et al., 2022; Villadsen et al., 2016), and empirical approaches, which instead rely on

waveform geometry and are more robust to deviations from the theoretical form

(Wingham et al., 1986; Bamber, 1994; Davis, 1997; Helm et al., 2014; Huang

et al., 2024). The subsequent slope correction step was initially implemented

120



6.1. Introduction

through slope-based methods that assume a constant surface slope within the

footprint (Bamber, 1994; Brenner et al., 1983; Cooper, 1989; Remy et al., 1989),

but more recent point-based approaches incorporate auxiliary DEMs or waveform-

derived information to better locate the POCA (Levinsen et al., 2016; Roemer

et al., 2007; Li et al., 2022; Huang et al., 2024; Aublanc et al., 2025a). Despite

these developments, slope correction remains the dominant source of error in SAR

altimetry, with uncertainties commonly on the order of tens of metres in elevation

and kilometre-scale horizontal offsets (Brenner et al., 2007; Li et al., 2022).

In contrast to these conventional pipelines, when interferometric information

is available, swath processing can be used to retrieve elevation estimates across a

greater proportion of the full radar footprint (Gourmelen et al., 2018). Rather than

retracking just the strongest return, swath methods interpret the entire waveform -

combining range and interferometric phase - to resolve multiple elevation points

across-track. This reduces the need for both retracking and slope correction,

enabling dense, high-resolution mapping of surface topography, even in steep

or heterogeneous terrain. However, although SARIn allows for these improved

capabilities, it remains subject to the same range window constraints discussed in

Chapter 5. As such, returns from surfaces beyond the window are still truncated,

limiting coverage. Furthermore, swath processing is currently restricted to cases

where interferometric information is available (i.e. CryoSat-2 SARIn mode) and

cannot be applied to SAR altimeter missions that provide only power waveforms.

Consequently, in these cases, the simplifying assumptions involved in reducing the

full waveform to a single elevation measurement remain necessary. Thus, in the latter

scenario, the simplifying assumptions and reduction associated with converting the

full waveform to a single elevation measurement is still required.

6.1.4 Towards New Data-driven Approaches

Although measurements retrieved using conventional SAR altimeter processing

chains have proven invaluable for investigating ice sheet dynamics over Antarctica
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(Schröder et al., 2019; Fricker et al., 2012; Nilsson et al., 2022), both the quantity

and quality of processed data is reduced over complex topographic regions like

the Antarctic Peninsula and many coastal regions of Antarctica (see Chapter 5).

Furthermore, despite waveforms encoding data pertaining to the entire illuminated

surface, ambiguity in the origin of different parts of the echo means these processing

approaches extract only singular (or in the case of recent advances in multi-

peak retracking approaches, several) measurements, which are focused primarily

on retrieval of surface height at POCA. As such, these approaches fail to exploit a

vast amount of information acquired by current and future missions, which has the

potential to improve the quality and utility of the satellite radar altimeter record.

In this regard, efforts to extract more information from each waveform - for

example, through advances in retracking and slope correction - have demonstrated

that multiple elevation estimates can, in some cases, be recovered from a single

waveform (Huang et al., 2024). These developments represent important progress,

enabling partial use of previously discarded data and increasing measurement density

in challenging regions. However, importantly, such methods still remain anchored

in the logic of conventional pipelines, whereby they aim to distil the waveform down

to a small number of elevation values.

Within this chapter, I therefore propose, develop and implement a fundamentally

different approach to Level-2 SAR altimetry processing over ice sheets, which instead

of focusing on resolving range ambiguity through reducing dimensionality, instead

models this ambiguity directly. This is motivated by the knowledge that each

SAR waveform encodes a distribution of plausible surface configurations. Thus, by

training a model to learn this underlying distribution, I aim to develop a new method

which is capable of predicting this topographic distribution directly from raw wave-

forms, without requiring the prevailing Level-2 processing steps of retracking or slope

correction, or indeed any interferometric phase information. This new approach

enables the extraction of significantly more information from non-interferometric

measurements (comparable to that achieved by SARIn swath processing), and avoid
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the limitations and assumptions associated with the retracking and slope correction

processing steps. Given that billions of altimetric observations have been collected

over the Antarctic Ice Sheet in recent decades, I suggest that deep learning may

offer a viable path to learning these underlying topographic distributions - and in

doing so offer a fundamentally different, data-driven Level-2 processing logic.

6.1.5 Deep Learning Frameworks for Topographic Retrieval

from Radar Altimetry

Conventional SAR altimetry reduces each waveform to one or a few elevation

estimates near POCA, discarding much of the signal. As a single non-interferometric

waveform may correspond to many plausible surface configurations, this makes

topographic retrieval an intrinsically distributional problem. This ambiguity reflects

aleatoric uncertainty in the mapping from waveform to surface geometry, while any

learned model also carries epistemic uncertainty in how that mapping is represented.

A suitable framework must therefore address both.

For this study I adopt ResNet-RS as the backbone architecture. Bello et al.

(2021) demonstrated that ResNet-RS combines strong predictive accuracy with

training efficiency and architectural simplicity, while still offering the representa-

tional depth needed to capture the nonlinear structure of SAR waveforms. These

properties make it a suitable foundation for a first application of a probabilistic

framework to radar altimetry. Full architectural details are provided in Chapter 3.

On top of this backbone, I evaluate four complementary approaches to mod-

elling the underlying distribution of plausible surface configurations given power

waveforms, each of which are also described in depth in Chapter 3, with the main

formulations recalled here for clarity:

1. Gaussian likelihood regression (Russell et al., 2021). The network

outputs the parameters of a multivariate Gaussian predictive distribution -

a mean vector and covariance matrix - trained by minimising the negative
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log-likelihood (Equation 3.1). The means provide central elevation predic-

tions across the footprint, while the covariance matrix captures conditional

aleatoric uncertainty and inter-variable correlations, together parameterising

the distribution of plausible surface configurations consistent with the observed

waveform.

2. Evidential regression (Meinert et al., 2022). Rather than predicting a

Gaussian likelihood directly, the network outputs the parameters of a higher-

order prior over Gaussian likelihoods (Equation 3.9). The predicted means

again provide central elevation estimates across the profile, while the inferred

evidence quantifies how strongly the waveform supports those estimates. In

principle, this allows aleatoric uncertainty - arising from the multiplicity of

plausible surface configurations - and epistemic uncertainty - reflecting model

confidence in the learned waveform-to-surface mapping - to be estimated

jointly, without repeated sampling or ensembles at inference time.

3. Quantile regression with Pinball loss (Koenker et al., 1978). A

non-parametric approach in which the network directly estimates selected

conditional quantiles of the across-track elevation distribution by minimising

the Pinball loss (Equation 3.3). This yields interval-based descriptions of

aleatoric uncertainty - capturing the range of surface elevations consistent

with the waveform - without assuming a parametric form for the underlying

distribution, though it does not define a full continuous distribution between

estimated quantiles.

4. Geometric quantiles (Garcia-Cardona et al., 2021). A related non-

parametric approach using a geometric loss formulation to estimate ordered

conditional quantiles of the across-track elevation profile while enforcing a

non-crossing constraint (Equation 3.4). As with Pinball loss, the spread

and asymmetry of the resulting quantile surfaces characterise the aleatoric

uncertainty in the plausible surface configurations associated with a given
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waveform.

When only aleatoric structure is predicted, I additionally estimate epistemic

uncertainty using two widely adopted strategies. The first is Monte Carlo dropout,

where dropout is applied during inference to generate an approximate posterior

via repeated stochastic forward passes (Gal et al., 2016). The second is deep

ensembles, in which multiple independently initialised ResNet-RS models are

trained, and the variance across their predictions is taken as epistemic uncertainty

(Lakshminarayanan et al., 2017). Alongside the evidential method, these strategies

provide complementary measures of model confidence, particularly valuable in

regions of sparse training data or out-of-distribution inputs. Full details of the

training procedure, including dataset preparation, loss function, optimiser, learning

rate schedule, and regularisation choices, are provided in Section 6.3.

Taken together, this dual uncertainty modelling supports a fully probabilistic

approach to SAR altimetry - moving beyond deterministic, single-point elevation

estimates toward a richer, distributional understanding. By explicitly testing several

alternative probabilistic strategies, this study aims to establish a framework capable

of learning and predicting the full range of possible surface configurations from

non-interferometric radar waveforms. This reframing treats waveform ambiguity

(the fact that a single non-interferometric waveform is consistent with many

distinct across-track surface configurations, due to the absence of directional phase

information) not as a limitation but as an information source, opening a path to

enhanced topographic retrievals from both historical and future missions.

6.2 Data

6.2.1 CryoSat-2

CryoSat-2 (CS2) is ESA’s dedicated ice altimetry mission, launched in 2010 under

the Earth Explorer programme. Designed to provide long-term, high-precision
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monitoring of polar ice sheets and sea ice, it has now collected over 15 years

of continuous data and remains central to understanding of cryosphere-climate

interactions. The mission, its SIRAL instrument, operating modes (LRM, SAR,

SARIn), and data products are described in detail in Chapter 2.

CryoSat-2 was selected for this proof-of-concept study primarily due to its

extensive SARIn range window of approximately 240 meters (European Space

Agency, 2021). This larger range window is critical for mitigating waveform

truncation, which occurs when topographic elevation within the satellite footprint

varies beyond the available range, thereby enabling more complete capture of the

illuminated surface response over complex terrain. This is in comparison to the

Sentinel-3 mission, which is only able to fully capture ∼42.6% of the ice sheet

due to its smaller SAR range window of approximately 60 m (see Chapter 5)

(EUMETSAT, 2017). The longevity of CryoSat-2, with over 15 years of continuous

data collection, totalling billions of measurements, is also beneficial in terms of

offering a substantial dataset for training deep learning models. This large data

volume enables the opportunity for more extensive data cleaning and preprocessing,

which in turn supports improved model performance. Furthermore, the availability

of interferometric data provides the future opportunity to benchmark predictions

against state-of-the-art interferometric swath elevations (Chapter 7). Finally, as the

dataset is based on SAR acquisitions, it also offers advantages over conventional

LRM data by facilitating dimensionality reduction. Specifically, SAR enables

the prediction of across-track swaths with reduced sensitivity to the along-track

dimension, thereby simplifying the learning task.

For this study, I utilise the Level-1B Cryo-TEMPO baseline C product (available

at ftp://science-pds.cryosat.esa.int) as my inputs, restricted to data over

the CryoSat-2 SARIn zone of the Antarctic Ice Sheet spanning 2012-2021 and 2023.
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6.2.2 REMA

The Reference Elevation Model of Antarctica (REMA) is a high-resolution digital

elevation model (DEM) that covers nearly 98% of Antarctica (Howat et al., 2019).

Created using stereophotogrammetric techniques applied to submeter resolution

commercial optical satellite imagery, including data from Maxar, WorldView-

1, WorldView-2, WorldView-3, and GeoEye-1, REMA provides a comprehensive

topographic picture of the continent. The REMA mosaic was registered to satellite

altimetry measurements from CryoSat-2 and ICESat, leading to an estimated

absolute uncertainty of less than 1 m and relative uncertainties on the order of

decimeters. In this study, the 100 m resolution REMA V2 mosaic (available at

data.pgc.umn.edu/elev/dem/setsm/REMA) is used as target data for model

training and as validation data for the final analysis.

6.2.3 Antarctic Coastline Mask

To ensure that my study focuses exclusively on terrestrial ice data and does not

inadvertently capture sea ice of ocean data, I applied a coastline mask to the REMA

dataset. The REMA V2 mosaic, which was compiled over several years, is not

inherently masked to ocean-land/ice boundaries, necessitating the use of an external

dataset for masking purposes. Thus, I utilised the MEaSUREs Antarctic Boundaries

for IPY 2007-2009 from Satellite Radar, Version 2 dataset (available at nsidc.or

g/data/data-access-tool/NSIDC-0709/versions/2) to create this mask.

6.3 Methodology

This study aims to develop a deep learning framework capable of predicting full

surface elevation distributions from non-interferometric SAR altimetry waveforms.

As outlined in Section 6.1.3, these waveforms contain inherent ambiguity, reflecting

multiple plausible surface configurations that traditional processing chains reduce

to singular (or several) point estimates. My approach instead models this ambiguity
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directly, incorporating both aleatoric and epistemic uncertainty to produce spatially

distributed, probabilistic elevation predictions.

To train this framework, I compile a dataset of CryoSat-2 SARIn waveforms

collected over the Antarctic Ice Sheet between 1st February 2012 and 31st December

2021. Pine Island Glacier (Figure 6.1) is withheld entirely from training and used as

a geographically distinct validation region, allowing me to monitor overfitting and

explicitly test how well the model generalises to an unseen area of the ice sheet. In

addition, I reserve all data from 2023 as a temporally distinct test set, excluding

2022 to ensure sufficient separation between training and testing. Waveforms

were retained only if their nadir coordinates, projected on an Antarctic polar

stereographic grid, fell within the MEaSUREs IPY 2007-2009 coastline boundary.

Further, additional filtering, such as removing records where the surface topography

within the footprint exceeds the range window extent, are described in Section

6.3.1.2.

Figure 6.1: Location of Pine Island Glacier in West Antarctica. From Nwbeeson (2024).

The following sections detail the processing of (1) the input SARIn waveforms

and REMA elevation profile targets, (2) the simulation of synthetic waveforms to

reduce waveform-profile mismatches, and (3) the balancing of the training dataset
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across surface slope and roughness. I then describe (4) the training procedure, and

finally (5) the strategy for analysing the performance of the final framework. An

overview of the complete pipeline is provided in Figure 6.2.

Figure 6.2: Overview of the deep learning framework for predicting topographic distributions from

non-interferometric SAR altimetry waveforms. The pipeline shows eight key steps: (1) CryoSat-2

SARIn power waveforms are acquired and normalised (1024 bins); (2) REMA 100 m resolution

elevation mosaic data is extracted from within the satellite footprint; (3) 150-point across-track

topographic profiles are interpolated from REMA, vertically centered about zero, and enforced to

slope in the same direction to eliminate mirror ambiguity; (4) input waveforms and target profiles

are paired, with truncated waveforms removed and waveform-profile mismatches filtered using

a simple waveform simulator; (5) samples are balanced across surface slope and roughness; (6)

producing a final training dataset of 600,000 waveform-profile pairs (2012-2021); (7) an ensemble

of 16 independently-initialised ResNet-RS models is trained using Pinball loss to predict the 5th,

50th, and 95th elevation quantiles simultaneously across all 150 across-track points; (8) generating

distributional predictions of plausible topographic profiles, with aleatoric uncertainty quantified

through predicted quantile ranges and epistemic uncertainty through ensemble variance. During

inference, only steps 1, 7, and 8 are required, with all other steps pertaining to model training.

Outputs require the corrected range to be added for proper vertical placement and correct across-

track orientation using a-priori DEM data.
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6.3.1 Data Preparation

To generate paired waveform-topographic profiles suitable for training and evalua-

tion, I combined CryoSat-2 SARIn altimetry with REMA digital elevation data,

applying a series of preprocessing steps to ensure internal consistency, spatial

alignment, and representativeness of surface conditions.

6.3.1.1 CryoSat-2 SARIn Waveform Acquisition

The SARIn L1B product data is split into numerous NetCDF files, each providing

measurements along a single orbital arc corresponding to a continuous period

during which CryoSat-2 operated in SARIn mode. Each month comprises several

thousand distinct files, each of which consist of up to several thousand individual

measurements, cumulatively amounting to hundreds of millions of measurements

from July 2010 to the present day. In practice however, the product is self-consistent

only as far back as February 2012, due to waveforms being oversampled by a factor

of two after this point in order to avoid aliasing over specular surfaces (European

Space Agency, 2021).

For each measurement within the AIS, I then extract the processed, multi-looked

CS2 SARIn waveform, which consists of 1024 bins, capturing power returns within

the ∼240 m range window (or ∼ 8× 10−7 seconds). Each waveform is normalised in

the product (0-65535), and can be converted to power in Watts using the provided

echo scale factor and echo scale power (Equation 6.1). I therefore additionally

extract the echo scale factor and echo scale power variables.

Ww = Wn · Sf · 2Sp (6.1)

Where Ww is the waveform in Watts, Wn is the 0–65535 normalised waveform, Sf

is the echo scaling factor, and Sp is the power scaling exponent.

In addition to the waveform, I also extract the satellite altitude for each

measurement in meters and the return time of the pulse to and from the middle

of the range window (window delay) in seconds. The return time (seconds) is then
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converted to the distance from the satellite to the reference bin index (meters) using

Equation 6.2.

r =
twd · c
2

(6.2)

Where r is the range (one-way distance) in meters, twd is the window delay, and c

is the speed of light. The division by 2 accounts for the fact that the calculation is

for the one-way distance, not the round-trip distance.

Before using the range measurements, it is necessary to apply geophysical and

atmospheric corrections provided in the product. These include path delays due

to dry tropospheric, wet tropospheric, and ionospheric effects; tidal effects; and

variations induced by atmospheric pressure. As these corrections are provided at a

native sampling of 1 Hz, I use nearest neighbour interpolation to oversample to the

20 Hz sampling of the measurement parameters.

Some corrections, specifically ocean tide and atmospheric pressure, are relevant

only over floating ice and water, not land. To determine the classification of the

surface below the satellite, I use the surface type variable, which categorises the

surface into four types: ocean, lake/enclosed sea, ice, and land. For all non-

land measurements, these additional corrections are applied. I also determine the

satellite heading for each measurement in degrees, based on the difference in nadir

coordinates from the current measurement to the next, additionally extracting

the corresponding year, month, and time of each observation. In total, I process

262,076,191 observations over the AIS spanning 2012-2021 and 2023

6.3.1.2 REMA Acquisition

Although no ground truth data is available at sufficiently high resolution and over

the entire continent, REMA serves as a suitable proxy in terms of providing a com-

prehensive and highly detailed description of topographic variability. Nonetheless,

as a consequence of using REMA as the target dataset, it should be noted that the

model is essentially trained to be a predictor of REMA rather than a direct regressor
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of real-world topography; i.e. I am training the model to predict REMA profiles

from the detected waveforms. For each record taken from the SARIn L1B product,

I therefore extracted the REMA V2 100 m resolution DEM points contained within

the satellite footprint, defined as a 15 km by 380 m rectangle in the across-track

and along-track directions, respectively. This rectangle was centred on nadir, and

orientated according to the satellite heading.

Subsequently, for each record, I interpolated the DEM points contained within

the footprint onto a 1-D across-track profile at nadir, at 100 m resolution, consistent

with the native resolution of the REMA mosaic, yielding 150 elevation points

spanning 15 km across-track. This follows the methodology outlined in Chapter 5 for

generating similar across-track profiles for exploring the performance of Sentinel-3

SRAL. Interpolation was performed using a piecewise cubic, C1 smooth, curvature-

minimising interpolator (Clough-Tocher), with endpoints interpolated using nearest-

neighbour. If interpolation failed, or if any point on the line had no DEM points

within 250 m, the entire record was deemed unusable and omitted from the resulting

dataset.

To identify instances of waveform truncation, the range to the satellite was

measured for each of the 150 across-track points in every interpolated topographic

profile. If any of these range measurements fell outside the range window, the

entire record was omitted from any further processing. Considering the dataset as a

whole, 16.6% of acquired records exhibited greater topographic variance than could

be captured within the CryoSat-2 SARIn range window of approximately ∼240 m.

In such cases, the waveform was truncated, resulting in the loss of information

pertaining to surfaces within the beam footprint but outside of the range window,

making prediction of the full topographic profile impossible.

REMA provides elevation measurements relative to the geoid, which is infor-

mation not directly captured within the raw waveform. Instead, the waveform

encodes elevation relative to the range window, of which the vertical placement

varies between measurements. Without the corrected range, a model using the raw
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waveform as input would lack the necessary information to predict elevation, only

deviation from the reference index. Therefore, I vertically centred each topographic

profile about zero by subtracting the reference range for each record. Converting

back to elevation then involved simply adding the relevant corrected range to any

topographic profile predictions post-inference.

Topographic profiles inherently exhibit a mirror ambiguity about nadir in the

across-track direction: a profile mirrored about nadir in theory produces the

same waveform. While it may be possible to characterise the general uncertainty

in surface configurations from a given waveform, this ambiguity is effectively

insurmountable for individual records, as it doubles the number of plausible

configurations, with no clear information held within the waveform to determine

this orientation. To reduce redundancy and ensure the model focuses on the

true geometric relationship between waveform shape and underlying topography,

I therefore enforced all surfaces to slope consistently in the same across-track

direction. This can then be reverted post-inference using a priori slope information.

As a whole, this process produced 220,935,604 and 21,778,482 waveform-surface

topography (input-target) pairs over the AIS for 2012-2021 and 2023, respectively,

where the surface topography component corresponds to a centred, 150-point REMA

topographic profile representing across-track surface topography within the satellite

beam footprint.

6.3.2 Dataset Cleaning and Preparation

Following data acquisition, a number of preprocessing steps were performed to

ensure both internal consistency of the waveform product and spatial alignment

with REMA. The following sections describe the preparation and selection of paired

waveform-topographic profiles used for model training and evaluation.
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6.3.2.1 Simulating Waveforms to Remove Mismatches

The REMA mosaic is a temporally aggregated model with a mean year of 2015

(Howat et al., 2019). Given that surfaces can change over time and the REMA

formation process is not always perfectly accurate, it is essential to ensure that the

target interpolated topographic profile corresponds accurately to the CS2 waveform.

To maximise the quality of the training dataset - a critical determinant of model

performance - I therefore developed a simple but efficient waveform simulator. This

was used to assess the basic consistency between each REMA-derived 150-point

topographic profile and its associated waveform, allowing me to retain only records

where the simulated and observed waveforms matched within a defined threshold.

Since the simulator was used solely as a filtering step, a lightweight and efficient

implementation was favoured.

To evaluate whether a given REMA profile is a plausible surface configuration for

an observed waveform, I simulated the expected return from that topography using

a simple geometric ray-casting approach. I initialise a 128-bin empty waveform and

cast 512 rays, evenly spaced in angle, from a virtual sensor located at the reference

range provided in the CryoSat-2 product. Each ray intersects the 1-D REMA-

derived elevation profile, and the corresponding waveform bin is determined by the

ray’s path length. Bin values are then incremented based on these intersections,

weighted by the antenna gain as a function of angle from the antenna boresight

(Equation 6.3). The resulting simulated waveform is normalised to the range 0-1

and upsampled to 1024 bins to match the format of the CS2 SARIn waveform.

G(θ, ϑ) = G0 exp

[
−θ2

(
cos2 ϑ

γ2
1

+
sin2 ϑ

γ2
2

)]
(6.3)

Where G(θ, ϑ) is the antenna gain at polar angle θ and azimuthal angle ϑ, measured

with respect to the antenna boresight. The constants γ1 = 0.0133 and γ2 = 0.0148

(radians) set the angular response in the across-track and along-track directions,

and correspond to 3 dB beamwidths of approximately 0.66◦ and 0.70◦ respectively

(Wingham et al., 2006a). Since I am modelling SAR waveforms using an across-
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track elevation profile, I set ϑ to zero, using solely variation with polar angle. This is

appropriate because the waveform simulator operates on a 1-D across-track elevation

profile, which contains no along-track variation by construction. The azimuthal

angle ϑ therefore carries no information in this context, and setting it to zero reduces

the gain function to its across-track form. In the implementation, the constant G0

(42 dB) is omitted as the simulated waveform is normalised, preserving only the

relative directional characteristics of the antenna pattern.

To determine if a topographic profile is in sufficiently close agreement with its

associated waveform, I measured the similarity between the simulated and actual

waveforms using the Wasserstein distance. The Wasserstein distance, also known

as the Earth Mover’s distance, quantifies the minimum amount of work required to

transform one distribution into another (Panaretos et al., 2019). This measure is

particularly suitable for comparing waveforms, as it accounts for the distribution of

values rather than just pointwise differences.

The simulator’s parameters, including the number of bins and rays, were tuned

using a grid search. This process involved minimising the Wasserstein distance on a

small, balanced sample from 2015; a process which indicated an optimal bin size of

128 and 512 rays. Although I considered incorporating the surface normal angle from

the satellite - since, in principle, the angle of incidence between the radar beam and

the local surface normal modulates the return power, with surfaces tilted toward or

away from the sensor reflecting differently than a horizontal surface - testing showed

that this did not yield improvements and slightly increased run-time. Consequently,

I excluded it from the final simulator.

To identify which waveform-REMA pairs to pass through to training, a relatively

strict threshold Wasserstein distance of 0.0125 was selected, with the aim of

balancing data retention and simulator accuracy. This intentionally strict threshold

resulted in the discarding of 88.4% of records from the dataset formed in Section

6.3.1.2. Although this represents a large proportion of the data, the overwhelming

priority is to ensure that the model is trained only on reliable and geometrically
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consistent samples. Conversely, retaining incongruous topography and waveform

pairings would be likely to degrade model performance by introducing noise or

bias during training. The filtering step thus serves as a conservative but necessary

safeguard, which is designed to still provide a sufficiently large and diverse dataset

for effective model development.

6.3.2.2 Balancing for Slope and Roughness

Balancing the dataset across topographic slope and roughness is essential to ensure

that the model is exposed to a representative range of surface conditions during

training. This diversity enables the model to learn the nuanced relationships

between waveform shape and underlying topography. While the vast majority of

the Antarctic Ice Sheet is characterised by smooth, low-slope terrain (61.3% of

records below 0.1◦ slope and 69.1% with less than 5 m roughness; Chapter 5), the

most dynamic and scientifically important regions - such as ice sheet margins and

coastal zones - tend to be far more topographically complex. Without accounting

for this imbalance during the training process, the model would be likely to overfit to

the most common, flatter conditions, and underperform in rougher, more variable

regions. By enforcing balance, I therefore aim to improve the model’s ability to

generalise and make accurate predictions across the full range of surface conditions

encountered across the ice sheet.

To balance the training dataset according to surface topography, I derived

estimates of across-track slope and roughness for each sample using the 1-D

adaptation of the SVD-based method described in Chapter 5. Specifically, I applied

this approach to the REMA elevation profiles extracted in Section 6.3.2.1, fitting a

line of best fit to each across-track profile. Slope was then defined as the angle of this

line relative to the horizontal, while roughness was taken as the range of orthogonal

residuals. This yielded per-sample estimates of slope and roughness aligned with

the geometry of each across-track REMA segment. To balance the dataset using

these two values, I used 50 bins each for slope and roughness, spanning 0-0.75◦ and
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0-60 m, respectively, keeping the last bin open-ended. Although, using trigonometry

and assuming a non-curving range window, I estimate that ∼1◦ is the theoretical

maximum for slope (above which a linear topographic profile would not be entirely

encapsulated within the 240 m range window), the number of available records

with a slope greater than 0.75◦ post-filtering is significantly reduced, comprising

only 0.0519% of the filtered dataset. This represents just 15,991 records due to

the conservative filtering threshold Wasserstein distance of 0.0125 chosen in Section

6.3.2.1. Similarly, for roughness, I found that 5.50% of the data had roughness

greater than 60 m, comprising 59,845 records. Therefore, I chose these bounds to

balance topographic representation and data availability.

For each year from 2012 to 2021, I then sampled, without repetition, from

each combination of slope-roughness bins (2500 in total), ensuring I adequately

captured the topographic variation seen across the Antarctic Ice Sheet. If there

were no available samples, I increased the roughness bin search by ±1 bin. If the

full roughness bin range had been searched, I then increased the slope bin search

by ±1 bin and repeated. This process was repeated for each slope bin until all

samples had been obtained. This bin-dilation strategy avoided repeated sampling

- which in the inverse-mapping framework would otherwise impact the predicted

distribution by artificially inflating evidence for very specific waveform-surface

pairs - while still maintaining a balanced representation of slope and roughness

conditions. Consequently, the maximum number of samples I could obtain annually

was 60,000 (24 samples per bin-combination), above which the proportion of slope

and roughness values became unbalanced. I therefore achieve a final fully balanced

and filtered training dataset of 600,000 samples spanning the years 2012-2022.

6.3.3 Model Training

Having prepared a paired waveform-topography training dataset, I next turn to the

design and training of deep learning models capable of learning the relationship

between CryoSat-2 SARIn waveforms and the underlying surface topography. I
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adopt ResNet-RS as the architecture, as Bello et al. (2021) demonstrated it

to be competitive and efficient, while remaining relatively straightforward to

implement. This made it a strong candidate for my purposes, striking a balance

between performance and simplicity, which was particularly important for this first

application of a probabilistic framework to radar altimetry.

6.3.4 Tuning

For tuning the ResNet-RS model, I employed an incremental strategy, starting with

a simple configuration and gradually adding complexity, a commonly used approach

in deep learning to build understanding of the problem and guide hyperparameter

choices (Google, 2023). For each test I trained for 50 epochs. Although I observed

that the model was occasionally still training at this epoch, performance up to this

point provided a good basis for comparing hyperparameter choices while keeping

computational times low. In order to have the model work in 1-D, I replaced any 2-

D layers in the model with their 1-D equivalent in PyTorch. I used four years of the

training dataset (2014-2018) to reduce training times, totalling ∼240,000 samples.

The dataset was divided spatially into four quadrants across the Antarctic Ice Sheet

(AIS) using a 4-fold cross-validation approach. For each fold, the model was trained

on data from three quadrants. The remaining quadrant was split in half: one half

served as a validation set, and the other as a test set. The validation set was used

to monitor the model’s performance on unseen data during training. Specifically,

I evaluated the model on the validation set at the end of each training epoch and

selected the model checkpoint corresponding to the epoch with the lowest validation

loss once training ended. This approach helped prevent overfitting by ensuring that

the final model used for testing was selected based on its performance on independent

data, rather than on the training set. The final test set was then evaluated using

this selected model. This process resulted in four models per test, each withholding

a different spatial quadrant, providing a final averaged loss across all runs. Spatial

quadrants were chosen instead of a random 25% split to avoid high correlations of
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subsequent records along-track, ensuring that validation and testing data were well-

separated in space and thus entirely unseen by the model. The 4-fold approach also

mitigated the impact of poor weight initialisation by averaging performance across

multiple folds, leading to a more stable and reliable assessment.

In terms of introducing a probabilistic component into my models, I tested

(1) the Gaussian likelihood regression approach outlined by Russell et al. (2021),

(2) the evidential extension proposed by Meinert et al. (2022), (3) the geometric

quantile framework outlined by Garcia-Cardona et al. (2021), and (4) the Pinball

loss-oriented quantile approach by Koenker et al. (1978). Based on preliminary tests,

I encountered difficulties in converging to optimal solutions using both the Gaussian

likelihood regression approach and the evidential extension. In both cases, the

primary challenge was maintaining positive semi-definite covariance matrices, which

are required for computing the log-determinant term in the loss function. This

issue primarily arose from the models predicting increasingly small values in the

covariance matrix - particularly in the diagonal variance components - which led

to numerical instability and frequent failures during training. To address this, I

implemented several stabilisation strategies that are commonly used in probabilistic

deep learning to ensure well-behaved uncertainty estimates. First, I added a small

constant (1×10−6) to the diagonal variance elements to prevent them from collapsing

toward zero - a standard regularisation technique that preserves numerical stability

while minimally impacting model expressivity (Hastie, 2020). Second, I replaced the

exponential activation with softplus for the variance terms, and tanh with softsign

for the Pearson correlation coefficients. These alternatives are smoother and saturate

more gradually, which improves gradient behaviour and helps prevent extreme values

that would otherwise destabilise training (Shridhar et al., 2019; Szandała, 2021).

In addition, I implemented a custom log-determinant function to address the

instability of PyTorch’s default operation at very low values, where numerical

precision issues arise. For weight initialisation, I adopted Xavier (Glorot) ini-

tialisation, a widely used method in convolutional neural networks (Glorot et al.,
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2010). This technique maintains gradient scales across layers by drawing weights

from a distribution with zero mean and a variance determined by the number of

input and output units. As a result, it preserves signal variance throughout the

network and supports stable, effective training, particularly in deep architectures.

Secondly, ReLU activations were replaced with Leaky ReLU, which allows a small,

non-zero gradient for negative inputs (Xu et al., 2015). This adjustment helps

maintain gradient flow and can improve both convergence and overall performance

in certain scenarios. Finally, I observed that batch normalisation layers were

contributing to instability, likely due to batch-to-batch variation in predicted

uncertainty components. I replaced these with group normalisation layers, which is

an alternative introduced by (Wu et al., 2018) that addresses some limitations of

batch normalisation, especially when dealing with small batch sizes. Unlike batch

normalisation, which normalises across the batch dimension, group normalisation

divides channels into groups and normalises within each group by computing

the mean and variance. This method is independent of batch size and helps

mitigate performance degradation in small batch regimes, ultimately enhancing

generalisation. While these changes did not yield stable convergence for the

evidential learning approach, they did enable stable training under the Gaussian

likelihood regression framework. However, despite improved optimisation stability,

the resulting models still produced suboptimal validation loss values, suggesting

limited performance.

Fortunately, no such issues arose when training using the two multivariate

quantile loss functions (Garcia-Cardona et al., 2021; Koenker et al., 1978).

Nonetheless, despite my efforts, the geometric approach outlined by Garcia-Cardona

et al. (2021) also resulted in poor final validation loss values. In contrast, I observed

promising preliminary performance with the Pinball loss function leading me to

select it as the final loss function for my model. Doing so, I therefore target quantile

predictions, making no parametric assumptions.

To train the ResNet-RS model using the Pinball loss function, I targeted the 5th,
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50th, and 95th quantiles simultaneously across the entire topographic profile. This

was achieved by summing the loss for all three quantiles and then averaging over all

150 points in the profile to attain a single loss value per record. Although I attempted

to learn the quantiles separately, this approach resulted in negligible performance

improvements and significantly increased computational overhead during both

training and inference.

I largely followed the training regime used by Bello et al. (2021) although

modified it slightly by employing the more sophisticated RMSprop optimiser, as

used by Tan et al. (2020) and EfficientNet (Chapter 3). Additionally, I opted to

keep several of the adjustments made when stabilising training for the probabilistic

regression and evidential learning approaches; namely, using Leaky ReLU activation

functions and Xavier initialisation, the latter of which is in contrast to the pre-

trained weights used by Bello et al. (2021). As my 1-D ResNet-RS architecture

had to be trained entirely from scratch, Xavier initialisation was adopted as a

standard and robust alternative to partial pre-training. Leaky ReLU was retained

as it had been shown to improve optimisation stability in the prior probabilistic

frameworks. As with ResNet-RS, I implemented a cosine learning rate scheduler

with a linear warmup, increasing the learning rate linearly from 0 to a maximum

value over 5 epochs, followed by a cosine decay to zero over the remaining 45

epochs. This approach allows the model to explore the loss landscape broadly in

the initial phases and then make finer adjustments towards convergence, enhancing

stability and performance (Loshchilov et al., 2017; Goyal et al., 2018). Early

stopping with a patience of 25 epochs was also included to avoid unnecessary

computation; essentially stopping training if validation performance did not improve

for 25 epochs. As with Bello et al. (2021), I also employed dropout after the final

global average pooling layer, stochastic depth, and weight decay applied to the

weights in convolution and fully connected layers.

I began model tuning by conducting preliminary tests on various data prepro-

cessing strategies and input configurations using an untuned mixture of the original
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ResNet-RS and ResNet-D hyperparameters. These initial parameters were broadly

selected through brief, exploratory tests aimed at identifying the rough boundaries

of the hyperparameter search space. My goal was to first determine which data

configurations (such as waveform scaling, standardisation, and covariate inclusion)

led to the most stable or promising performance. This helped minimise variability

and complexity during subsequent tuning phases, allowing for a clearer attribution

of performance changes to hyperparameter adjustments. To reduce training time,

I used a lightweight model configuration, with a depth of 101 layers and a width

factor of 0.25, both identified through quick testing. Although I tested a broad set

of approaches, I focus here on the most impactful for brevity.

I first compared normalising the input waveform (0-1) against converting it to

Watts. Normalisation is a common input transformation in training neural networks

as it helps mitigate varying input magnitudes leading to gradient problems during

optimisation (Goodfellow et al., 2016). Given the very low resulting values when

converting to Watts, I also tested both scaling (to a mean of approximately zero)

and standardising (subtracting the mean and dividing by the standard deviation).

In theory, the waveform amplitude (as given in Watts) is important because

the return power (Sigma-0) contains useful information about surface conditions,

which could be lost if waveform normalisation is applied. To address this, I also

explored adding waveform power scaling variables as additional covariates alongside

the normalised waveform. Specifically, I tested two methods: (1) concatenating this

variable to the end of the flattened layer before the final fully-connected layer and

(2) inputting it into its own fully connected layer, and then multiplying this with

the final fully-connected layer. Additionally, I examined incorporating the total

atmospheric corrections as extra covariate information, following the same methods

used for the power scaling variables. I hypothesised that these corrections, which can

shift returns by meters, might provide valuable context since the model otherwise

lacks knowledge of these external factors.

I also investigated the impact of smoothing the waveform using a Savitzky-Golay
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filter with a window length of 9 and a polynomial order of 3, a technique used for

noise reduction in CS2 Cryo-TEMPO Land Ice processing baselines (Muir, 2024). In

addition, I explored standardising the input waveforms across the training set - that

is, subtracting the mean and dividing by the standard deviation at each waveform

bin (computed over the full training set). This form of per-bin standardisation is

commonly used in deep learning to improve convergence and reduce sensitivity to

scale differences across features (LeCun et al., 2012).

Further, I tested different resolutions for the output topographic profiles,

specifically 300 m (50 points) and 500 m (30 points), and varied the across-track

distance considered, using 10 km and 5 km. Lastly, I assessed the necessity of

enforcing all topographic profiles to slope in the same direction across-track, as

outlined in Section 6.3.1.2, by comparing training results with and without this

enforcement.

As a result of these preliminary tests, I found that the full 15 km topographic

profiles, with the original resolution of 100 m (150 points), and enforced to slope in

the same direction, produced the best results, attaining lower validation loss values.

Additionally, the raw, non-smoothed, normalised (0-1) waveform outperformed other

variations. This was likely because (1) the waveform is highly responsive to surface

features, so smoothing essentially removes valuable information, and (2) the network

struggles to learn meaningful geometric features when the waveform amplitude

varies significantly between records when converted to Watts. I also discovered

that adding covariate information (atmospheric corrections and/or scaling variables)

hindered performance (higher validation loss), likely due to providing easy avenues

for overfitting during training.

Following this, I then conducted a larger-scale training regime. While a grid

search would have provided a more exhaustive exploration, I opted for a sequential

greedy search due to the impractical number of possible permutations to cover

comprehensively (see Table 6.1 for parameters tuned). In this approach, I began

with the initial choices from the preliminary tests and then systematically varied
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the parameters in turn. After each step, I advanced the best-performing choice to

the next round of tuning.

It is generally accepted that, as long as key hyperparameters such as the learning

rate and regularisation terms are well-tuned and the number of training steps is

sufficient, the final performance should be attainable regardless of the batch size

(Shallue et al., 2019). Despite this, my experiments revealed that smaller batch

sizes significantly improved validation performance, with alternative parameter

configurations failing to match this improvement. As such, in spite of increased

training times, I opted for a smaller batch size of 16. This observation aligns

with findings in the literature, where lower batch sizes are known to enhance

generalisation by creating flatter loss landscapes due to the noise introduced in

gradient estimation (Keskar et al., 2017). As a consequence of this smaller batch

size, I replaced my batch normalisation layers with group normalisation layers, which

further improved performance. Following this tuning process, I obtained the final

parameter choices detailed in Table 6.1.

To train the final model, I then took the full dataset of 600,000 samples spanning

2012-2021. For validation data, instead of the 4-folds approach taken in tuning,

I withheld data acquired over the entire Pine Island Glacier basin, chosen as a

representative subset of the full ice sheet which covers a range of topographic

complexities (Otosaka et al., 2023; Park et al., 2013; Wingham et al., 2009). This

allowed the final model to observe a far broader distribution of training samples.

Over Pine Island, I selected 6,250 samples - the maximum number possible while

retaining a balanced subset (as per Section 6.3.2.2). Here, balancing the validation

data is equally important as in training, to avoid biasing model evaluation toward

any particular surface type, topographic regime, or temporal window. To reduce

sensitivity to poor initialisation, I trained four final models for 200 epochs with

different random seeds and selected the one with the best validation performance,

similar to my tuning approach.
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Hyperparameter Final Tuned Value

Model depth 3, 4, 23, 3 (ResNet-101)

Bottleneck channels 16, 32, 64, 128 (0.25× ResNet default)

Expansion factor 4 (ResNet default)

Batch size 16

Weight decay 0.0001

Optimiser momentum 0.1

Squeeze-and-excitation reduction ratio 0.125

Stochastic depth ratio 0.2

Number of GroupNorm groups 8

Dropout ratio 0.0

Stem width 64

Maximum learning rate 0.001

Table 6.1: Model hyperparameters and their final tuned values.

6.3.5 Epistemic Uncertainty Quantification

To estimate epistemic uncertainty, I first explored using a Monte Carlo dropout

approach. I started by placing dropout layers after every convolutional layer.

However, I found that the best results were achieved by applying dropout solely

to the layer before the final fully connected layer, aligning with the placement in the

original ResNet-RS model.

To tune the dropout rate, I generated quantile predictions for the Pine Island

validation set using my final model. I tested 75 equidistant dropout rates, ranging

from 0 to 0.75, where for each, I ran the model for 30 Monte Carlo samples. For each

tested dropout rate, I calculated the mean and standard deviation of the quantile

predictions across the Monte Carlo samples.

Next, I separated the predictions into groups of 50 each. For each set of 50

predicted quantiles in each group, I determined the number of individual points

(150 across-track) in the target topographic REMA profile that fell within a given
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quantile prediction (5th, 50th, and 95th) ± the associated epistemic uncertainty as

given by Monte Carlo dropout. This provided me with three values per model

prediction (50 × 3 per group). For each group of 50, I then evaluated the overall

proportion of these counts that correctly encompassed the expected proportion of

data for each quantile (i.e., 5% below the 5th quantile, 50% below the 50th quantile,

and 95% below the 95th quantile). Assuming that epistemic uncertainty followed a

Gaussian distribution, I tuned the dropout rate by selecting the value that minimised

the difference between the observed proportion and the expected 68% (captured by

one standard deviation).

Unfortunately, this approach did not yield a clear optimal dropout rate, and

visually, the quality of the epistemic uncertainty was poor in all cases. This

outcome aligns with findings in the literature, where Monte Carlo dropout often

produces low-quality uncertainty estimates in deep learning networks (Huang et al.,

2025a; Liu, 2021; Ovadia et al., 2019; Detlefsen et al., 2019; Folgoc et al., 2021).

Therefore, I instead opted for an ensemble approach despite the associated increased

computational demands. While 5-10 ensemble members are typically sufficient

(Lakshminarayanan et al., 2017), I chose 16 members to ensure robust epistemic

uncertainty estimation. Since my approach aims to predict aleatoric uncertainty in

surface configurations, cleanly separating epistemic uncertainty (model confidence)

from aleatoric uncertainty (true variability in plausible surface configurations)

is critical for reliable uncertainty quantification. The ensemble of 16 models

substantially outperformed Monte Carlo dropout, providing significantly more stable

epistemic uncertainty estimates. Training and validation loss curves over the

ensembles can be found in Figure 6.3, and details on the final architecture can

be found in Figure 6.4.
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Figure 6.3: Training and validation loss curves for each of the 16 models in the final ensemble.

Each model is shown in a different colour, with solid lines representing training loss and dashed

lines representing validation loss. Stars mark the epochs at which the final models were selected,

based on early stopping after 25 epochs without improvement in validation loss.
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Figure 6.4: ResNet-RS architecture used for each model in the final ensemble, showing inputs,

outputs, and dimensionality at each stage.
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6.3.6 Inference and Testing

To analyse the performance of the trained ensemble, I take in unseen, normalised

CS2 SARIn waveforms, predicting the underlying topographic distribution (aleatoric

uncertainty) for each record over my 16 ensemble members. As my final predictions,

I then take the mean across the individual ensemble predictions, and the standard

deviation as the measure of epistemic uncertainty. While this study uses CryoSat-2

SARIn waveforms, the methodology is designed for conventional SAR waveforms,

where no interferometric phase information is assumed to be available to resolve am-

biguities in surface configuration. Accordingly, the interferometric phase contained

within the SARIn data is disregarded for the purposes of the method, with analysis

focusing solely on the power waveform; the phase information is instead retained for

comparison in Chapter 7.

For evaluation, I use the complete 2023 AIS dataset prior to balancing and

simulated waveform mismatch filtering (Section 6.3.1.2), comprising 21,778,482

records. This enables me to evaluate predictions over the completely unseen

topography of the Pine Island Glacier catchment, in addition to acquisitions over

the remainder of the ice sheet from the temporally separate year of 2023. The latter

element is intentionally designed to mimic an operational scenario in which the

model is initially trained on a balanced subset of early-mission data and then applied

subsequently to all future acquisitions within an operational processing scheme.

Notably, the training dataset was curated across slope (0-0.75◦) and roughness (0-

60 m) ranges, with open-ended final bins. Although some higher slope (> 0.75◦) and

roughness values (>60 m) were included, they were significantly underrepresented

in the training dataset, particularly near the upper bounds. As such, performance

metrics in these higher slope and roughness regimes - which are more prominent in

the testing dataset - offer valuable insights into the model’s ability to generalise

beyond its primary training distribution. Consistent performance trends in

these out-of-distribution areas would suggest successful generalised learning of the

underlying task - namely, inverse mapping of waveforms to surface distributions -
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without overfitting to data found in these specific slope and roughness ranges.

As outlined in Section 6.3.2.1, all model outputs initially have slopes of the same

positive sign (> 0), reflecting a training constraint in which profiles were restricted to

a single across-track direction to reduce the space of possible surface configurations.

This constraint is necessary because slope direction cannot be inferred uniquely from

the waveform alone: profiles mirrored about nadir produce indistinguishable returns,

making the ambiguity effectively unlearnable (Section 6.3.4). This left-right mirror

ambiguity is particularly severe - without constraining it, the problem becomes

effectively intractable - so it is addressed explicitly in this manner. Accordingly,

slope direction is resolved only after inference using a priori estimates derived as

described in Section 6.3.1.2, under the assumption that slope orientation remains

stable between the REMA acquisition and the altimetry observation - a reasonable

approximation over the timescales considered. More broadly, this ambiguity is one

example of the inherent non-uniqueness of the inverse problem; the probabilistic

framework addresses this by predicting a distribution of plausible surfaces rather

than a single deterministic solution.

To assess the performance of my ensemble, I use the Prediction Interval

Coverage Probability (PICP), which tests whether the nominal confidence level

(e.g. 90%) matches the fraction of observations falling within the predicted intervals

(Sluijterman et al., 2024). Formally, for a set of N predictions, PICP at nominal

level α is defined as:

PICP[αlo,αhi] =
1

N

N∑
i=1

1 [q̂αlo,i ≤ yi ≤ q̂αhi,i] (6.4)

Where yi is the i-th observed elevation, and q̂αlo,i and q̂αhi,i are the predicted lower

and upper quantiles of the interval. For one-sided cases, this reduces to the fraction

of observations falling below a given quantile q̂α,i, with a well-calibrated model

achieving a fraction of α. This choice reflects the fact that my framework produces

full predictive distributions rather than single elevation estimates, so conventional

error metrics based on pointwise elevation differences to REMA are not sufficient.
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Instead, PICP directly evaluates whether the predicted quantiles achieve their

intended statistical coverage. Specifically, I evaluate four cases: the fraction of

observations falling below the 5th percentile (target: 5%), above the 95th percentile

(target: 5%), below the 50th percentile (target: 50%), and within the central 5th–

95th interval (target: 90%). These cases together probe calibration across the full

predicted distribution, from the tails to the central interval.

In calculating PICP, to mitigate waveform-REMA mismatches, I filtered for

simulated waveform mismatches (Section 6.3.2.1). Here I used a slightly less

conservative Wasserstein distance of 0.075 - as opposed to 0.015 when generating

the training dataset - to balance the removal of gross mismatches whilst maintaining

sufficient data for reliable trend extraction. This adjustment resulted in 14,546,554

records, a reduction of 33.5%. Because PICP requires a large number of samples and

only measures coverage in aggregate, it can mask systematic miscalibration under

specific conditions (Sluijterman et al., 2024). To address this, I additionally stratify

PICP by space, slope, and roughness, which tests whether prediction intervals

remain valid across varying surface conditions. Such an evaluation is critical for

judging the overall reliability and potential limitations of my method when extended

to continent-wide monitoring.

6.4 Results and Discussion

Here, I analyse the final ensemble outputs as well as results corresponding to the

various evaluation metrics outlined in Section 6.3.6 over the full 2023 Antarctic Ice

Sheet (AIS) testing dataset, as detailed in Section 6.3.1.2, and comprising 21,778,482

records. In order, I present and assess (1) a randomly-selected sample of ensemble

predictions, (2) 5-95th distributional widths (to assess the degree to which surface

characteristics impact distributional certainty), (3) ensemble epistemic uncertainties

(to assess the degree to which surface characteristics impact model certainty in the

predictions themselves), and (4) the overall model performance as given by PICP. I
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then include two auxiliary diagnostics: (5) Pinball loss, to provide a complementary

view on distributional accuracy, and (6) differences between the predicted median

and REMA, to quantify systematic offsets. Each of these components are reviewed

in-turn, and additional analysis is performed to compare them to ice sheet slope and

roughness. Finally, I examine spatial patterns by binning records into 5 km grids

and averaging within each bin, with 10 km grids taken in the case of PICP to ensure

sufficient sample volume.

6.4.1 Random Samples

First, I visually inspected a number of randomly-selected outputs from my ensemble,

to assess the topographic profile predictions made by my trained ensemble, based

only on unseen waveform data from 2023. A selection of these sample profiles

are shown in Figure 6.5, ordered such that average Pinball loss with respect to

REMA - which measures the accuracy of predicted quantiles by penalising both over-

and under-estimation in proportion to the error magnitude (Chapter 3) - increases

down the figure. To provide context regarding where these rows lie with respect to

the overall loss distribution, I include the percentage of records over the AIS with

average losses below the maximum bounds for each row (see Section 6.4.5 for an

in-depth analysis on these loss distributions). Records flagged as REMA-waveform

mismatches (>0.075 Wasserstein distance between actual and simulated waveforms)

were excluded from random selection.

In the random samples shown in Figure 6.5, I find overall highly encouraging

model performance in terms of its ability to be able to predict the unseen REMA

topographic profiles from the CryoSat-2 power waveforms alone. Particularly for the

lower range of loss values, which prevail over most of the ice sheet (top row of Figure

6.5; Pinball loss representative of 71% of ice sheet records), the model predictions

accurately resolve the dominant large-scale footprint topography associated with

surface slope, in addition to the more modest undulations in topography. This,

in itself, is an achievement, when considering the waveforms which constitute the

152



6.4. Results and Discussion

source of these predictions, and the lack of interferometric phase information.

As loss increases (e.g. Figure 6.5c-f), the surface topography becomes more

rugged and, alongside this, the radar waveforms become far more complex, with

multiple peaks, irregular shapes, and steps often apparent in the leading edge.

Nonetheless, the model is still able to accurately represent the overall shape of

the topography within the illuminated footprint, including where it deviates from

a broadly uniform slope (e.g. in cases where there are steps or curvature in the

topography, as evident in Figure 6.5d-f); albeit it may mislocate the position

or gradient of the step, or miss more subtle small-scale topographic features.

Importantly, however, the 5th-95th quantiles of the model (shown by the orange

dashed lines in Figure 6.5) successfully capture the REMA profiles in the majority of

cases, indicating that the model appropriately quantifies the underlying topographic

distribution. For example, in panel 6.5b, the model exhibits low aleatoric uncertainty

(i.e. the orange dashed lines converge) in its prediction of the surface elevation in

the flat surface region close to nadir (across-track distance of ∼ +1500 m); whereas

in panel 6.5d, the model exhibits high aleatoric uncertainty (i.e. the orange dashed

lines diverge) in its ability to predict the steep 100 m step in elevation at ∼ -4000 m

across-track distance from nadir. In the latter case, it is unsurprising that the model

attributes high uncertainty to this feature, given that it occurs over a distance that

is smaller (∼ 1500 m) than the across-track resolution of the altimeter. However,

what is important is that the model successfully recognises this, and is able to assign

appropriate uncertainty to this part of the profile accordingly. Thus it provides a

credible confidence estimate to the user. It is only within the very extreme values

of Pinball loss (Figure 6.5g-h; comprising only 0.3% of records ice sheet wide) that

the model fails to assign appropriate uncertainty bounds to at least part (Figure

6.5g) or all (Figure 6.5h) of the profile. In the latter example, it is clear from the

waveform itself that it contains little useable geophysical information, and is likely

associated with a case where the altimeter is failing to track the ice surface.
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Figure 6.5: Randomly selected ensemble predictions from unseen waveforms over the Antarctic Ice

Sheet (2023). Predictions are derived solely from the normalised SARIn power waveform amplitude,

making the input effectively analogous to a conventional SAR waveform; interferometric capability

is not used. Across-track slope direction is resolved post-inference using a priori slope data (Section

6.3.6). Each panel shows the input waveform (top) and corresponding unseen surface topography

(bottom), with the REMA reference profile (blue), predicted quantiles (orange), and epistemic

uncertainty (shaded orange). Rows are ordered by increasing average Pinball loss relative to

REMA; percentages indicate the fraction of AIS records falling below the upper loss bound for

each row. Insets show record location (red cross) on the AIS outline.
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Alongside the mean ensemble predictions for each quantile (in orange), I present

the epistemic uncertainty as semi-transparent bands around the corresponding

quantiles, given as ± 1σ of the ensemble predictions. As expected, this ensemble

spread is generally much smaller than the 5-95% quantile range, highlighting that

most of the predictive uncertainty arises from aleatoric ambiguity in the waveform-

surface mapping, rather than instability of the models themselves. This uncertainty

tends to vary consistently across quantiles, as all are sampled from the same

underlying distribution. In some cases the model assigns low epistemic uncertainty

to predictions that still lie far from the true value. This does not necessarily indicate

poor uncertainty estimates, but reflects the probabilistic nature of the outputs:

by design, a fraction of observations are expected to fall outside the predicted

intervals. This can be seen in Figure 6.5g, where the model appears confident

in its distributional prediction (low epistemic uncertainty) but incurs high Pinball

loss because the observed profile lies well outside the predicted bounds. In contrast,

Figure 6.5h also shows high loss, but here the larger epistemic uncertainty indicate

the model was far less confident in its estimate, caused by the noisy and truncated

waveform.

Throughout the samples shown in Figure 6.5, it is also noticeable that the 5-

95th distributional width consistently expands towards the edges of the profiles.

This can be attributed to a drop off in the returned signal towards the edges of

the footprint, following the gain pattern equation (Equation 6.3), with information

pertaining to nadir dominating the final waveform. As such, resolving the surface

topography in these peripheral regions is more difficult, translating to greater

aleatoric uncertainty. At the same time, the distributional width often narrows

around the point of closest approach, where the leading-edge return provides clearer,

less ambiguous information that constrains the distribution more tightly than later,

mixed returns. This is discussed in more detail in Sections 6.4.2 and 6.4.3. Within

the selected profiles, the distributional width also tends to increase with slope and

roughness. Flat regions exhibit narrower ranges, indicating greater distributional
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certainty, as sharp, well-defined waveforms typical of flat surfaces have fewer possible

topographic origins. In contrast, complex terrain produces waveforms that can arise

from numerous surface configurations, increasing the width of the distribution. This

is explored in greater, more quantitative detail in Section 6.4.3.

In general, I observe that the model tends to produce relatively smooth

distributions, with gradual changes across the predicted profiles rather than sharp

inflections. This reflects not only the pulse-limited resolution of the altimeter,

across-track, but also the probabilistic nature of the framework; because the model

estimates the range of plausible surfaces that are consistent with the waveform,

localised extremes are dampened across the distribution. As a result, narrow peaks

or abrupt valleys in the true surface often protrude beyond the predicted intervals,

as illustrated in Figure 6.5f. These discrepancies do not necessarily indicate failure

of the approach, but rather highlight a structural tendency of the model to prioritise

smoother, broadly consistent solutions over highly localised features. Incorporating

prior topographic information (e.g. from a coarse DEM or slope estimate) could help

constrain the predicted distribution and sharpen these features, though this was not

pursued here to avoid imposing a fixed, time-dependent prior on the solution.

6.4.2 Ensemble Epistemic Uncertainty

Within this section, I move beyond individual prediction examples (Figure 6.5)

to develop and analyse a larger-scale characterisation of epistemic uncertainty

across the full test set. Represented as the standard deviation of the ensemble

predictions, epistemic uncertainty captures the model’s internal confidence - namely,

quantifying how much the model predictions vary when sampling from the learned

distribution. This reflects uncertainty in the model itself, rather than ambiguity

in the input waveform (aleatoric uncertainty). By analysing how the ensemble

epistemic uncertainty varies across predicted quantiles and between regions (Figure

6.6), I aim to gain insight into how the model expresses confidence under different

surface conditions.
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Figure 6.6a shows the overall distribution of epistemic uncertainty across the

Antarctic Ice Sheet SARIn zone for each of the 5th, 50th and 95th quantiles, and

demonstrates clear differences in epistemic uncertainty between the quantiles. The

uncertainty in the 95th quantile follows a unimodal, positively skewed distribution,

with a median of 1.48 m and median absolute deviation (MAD) of 0.531 m. Similarly,

uncertainty in the 50th quantile predictions appears positively skewed towards lower

values, but has a much broader shape, attaining a median of 2.17 m and MAD of

0.910 m. Conversely, uncertainty in the 5th quantile predictions appears somewhat

bimodal and is much broader than either of the other quantiles, attaining a median

of 3.19 m and MAD of 1.34 m. The peaks correspond to higher peak at around 1-2

m and a lower, broader peak at 3-4 m in uncertainty.

Intercomparing the three different quantiles, the distributional differences be-

tween quantiles follow a clear trend, with greater consistency (i.e. lower variance)

across the ensemble of models at the top end (95th quantile) of the distribution,

compared to the middle (50th quantile) and then the bottom (5th quantile). This

pattern is likely to reflect the fundamental physics of radar altimeter returns over

ice sheets. Namely, that the leading edge of the waveform corresponds to the first

returns from the highest elevations within the footprint, providing clear, and less

ambiguous information about these surfaces (Bamber, 1994; Scott et al., 1994).

Subsequent parts of the waveform contain progressively more mixed and noisy

returns as signals from greater ranges from the satellite become intermixed with

multiple distinct surface reflections and volume scattering. This physical reality is

well-established and forms the basis for current L2 POCA processing pipelines, which

primarily utilise the leading edge for elevation measurements due to its reduced

ambiguity (Section 6.1.3). The observed pattern in epistemic uncertainty therefore

suggests that the ensemble of models has inherently learned this same underlying

physical considerations - showing strong agreement between ensemble members when

predicting the 95th percentile (where they can leverage the clear information in the

leading edge), and progressively more disagreement when predicting lower quantiles
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where they must interpret more ambiguous signals from later in the waveform.

Figure 6.6: Epistemic uncertainty across the Antarctic Ice Sheet (2023), expressed as the standard

deviation of ensemble predictions. The 5th, 50th, and 95th quantiles are shown in blue, orange,

and green, respectively. (a) Distribution of uncertainty across quantiles. (b) Uncertainty as a

function of ice sheet slope. (c) Uncertainty as a function of ice sheet surface roughness. (d)

Gridded mean epistemic uncertainty across the Antarctic Ice Sheet SARIn zone, spatially binned

at 5km resolution, where the mean is taken across the three predicted quantiles (5th, 50th, and

95th) within each cell. Spatial patterns are systematic, with elevated uncertainty concentrated in

topographically complex regions, consistent with the slope and roughness dependencies shown in

panels (b) and (c).

The uncertainty in the quantiles increases linearly with surface slope and

roughness (Figure 6.6c-d). With respect to slope, the quantiles increase from 2.2 m,

1.5 m, and 1.1 m at 0◦, to 8.9 m, 6.7 m, and 5.8. m at 1◦ for the 5th, 50th, and 95th

quantiles, respectively (Figure 6.6b). With respect to roughness, the uncertainty

increases from 1.9 m, 1.4 m, and 0.9 m at 0 m roughness, to 7.5 m, 5.6 m, and 4.8
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m at 100 m roughness (Figure 6.6c). This increase in uncertainty with topographic

complexity can be attributed to the fact that well-defined waveforms over flatter and

less complex surfaces have fewer possible topographic realisations, whereas complex

terrain generates broader distributions as the resulting waveforms can result from

many different surface configurations. As the number of possible surfaces grows, so

too does the difficulty of the prediction task, which translates into greater epistemic

uncertainty overall. In the ensemble framework, this is expressed as increased

variance between members, with different network initialisations converging on

different plausible realisations of the underlying topography.

Encouragingly, despite slopes greater than 0.75◦ and roughness values greater

than 60 m being out-of-distribution of the training dataset (as discussed in Section

6.3.6), especially towards the upper end of the 0-100 m roughness range shown, there

appears to be no clear indication that the uncertainty increases disproportionately

in these regions, relative to the in-distribution regions. This suggests that the

models have successfully tended towards learning the underlying mapping between

waveforms and topography - as opposed to overfitting - and so are able to generalise

well out-of-sample, to higher slope and roughness settings. On the contrary, if

the models were significantly overfitting, then uncertainties would be expected to

rapidly increase in these regions, due to greater variance across the ensemble of

model predictions.

Spatially, higher epistemic uncertainty is found in topographically complex

regions, consistent with the trends observed in slope and roughness (Figure 6.6d;

Figures 5.2 and 5.3, Chapter 5). For instance, high uncertainty is evident across

the Transantarctic Mountains, coastal areas, and the Antarctic Peninsula, whereas

floating ice shelves and the lower slope interior regions generally exhibit lower

epistemic uncertainty.
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6.4.3 5-95th Distributional Widths

Following my analysis of epistemic uncertainty, I now turn to aleatoric uncertainty

- the ambiguity inherent to non-interferometric retrievals, where a single waveform

can arise from many different underlying surface configurations. Specifically, for

each record, I analyse the mean width between the predicted 5th and 95th across-

track elevation quantiles - hereafter referred to as the distributional width - as a

proxy for the overall aleatoric uncertainty in surface topography. In essence, this

width captures the range of plausible surface profiles that could have produced a

given waveform, offering insight into the inherent ambiguity of non-interferometric

SAR altimetry and the spatial and physical factors that shape it. Crucially, this

uncertainty is not a measure of model error but a direct output of the model’s

probabilistic prediction - quantifying how broad the space of plausible surface

configurations is, given the limited information in the waveform. As with my

assessment of epistemic uncertainty, I consider the overall and spatial distributions

of this metric, alongside trends with respect to surface slope and roughness (Figure

6.7).

Over the AIS as a whole, the distribution of the distributional width is positively

skewed and unimodal, biased toward lower values, with a median of 28.2 m and a

MAD of 8.06 m (Figure 6.7a). Across the ice sheet, distributional widths typically

fall in the 20-30 m range. This suggests that even under idealised conditions and

with a well-calibrated model, topography across the full satellite swath inferred from

a single CS2 SARin waveform remains ambiguous to within tens of metres. Widths

below 10 m are rare in the swath-averaged metric, as they are offset by the broader

uncertainty at the across-track edges. However, values below this threshold are

common in more constrained regions of the footprint, particularly around POCA

or near-nadir, where the leading-edge return provides clearer information. Even in

these cases, though, the model maintains a baseline level of uncertainty, reflecting

the fundamental ambiguity of the inverse problem: multiple distinct surface shapes

can yield similar waveforms.
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Figure 6.7: Prediction distributional width, defined as the width (difference in elevation) between

the 5th and 95th quantiles across the Antarctic Ice Sheet (2023), and used as a measure of the

overall aleatoric uncertainty in surface topography. (a) Distribution of 5-95th widths. (b) Widths

as a function of surface slope. (c) Widths as a function of surface roughness. (d) Gridded mean

5-95th distributional widths across the Antarctic Ice Sheet SARIn zone, spatially binned at 5 km

resolution.

Similar to the analysis of epistemic uncertainty, the distributional width also

exhibits a broadly linear trend with respect to slope and (to a slightly lesser extent)

roughness. Specifically, the mean distributional width increases from approximately

23.5 m at 0◦ slope to around 60.8 m at 1◦ (Figure 6.7b). For roughness, the range

grows from 21.9 m at 0 m to 59.8 m at 100 m (Figure 6.7c). As discussed in

Sections 6.4.1 and 6.4.2, this quantitively supports the expectations that flat regions

exhibit narrower quantile ranges, reflecting greater distributional certainty due to

their sharp, well-defined waveforms having fewer possible topographic realisations,

whereas complex terrain generates broader distributions as the resulting waveforms
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can result from multiple surface configurations.

Spatially, similar trends to that of epistemic uncertainty (Section 6.4.2) are

observed, with higher values around more topographically complex areas such as

the coastlines and Transantarctic Mountains, and lower values over the smoother

and flatter surfaces of the ice shelves and ice sheet interior (Figure 6.7d). Again,

this matches the trends seen with respect to slope and roughness.

6.4.4 Prediction Interval Coverage Probability

Next, I evaluate the prediction interval coverage probability (PICP; Equation 6.4),

which assesses whether the predicted quantiles achieve their intended statistical

coverage with respect to the unseen REMA topographic profiles. Results are

presented in Figure 6.8 for four cases: (1) the deviation from the target proportion

of data lying within the central interval between the 5th–95th quantiles, (2) the

equivalent values below the 50th percentile, (3) the equivalent values above the

95th percentile, and (4) the equivalent values below the 5th percentile. I express

these values as deviations from their nominal coverage levels (90%, 50%, 5%,

and 5% respectively), which allows for a clearer assessment of calibration across

the full distribution. As with my previous assessments of epistemic uncertainty

and distributional width, I assess both the spatial trends in PICP and also their

relationship with respect to surface slope and roughness.

Notably, interpreting the extreme intervals (≥95th and ≤5th) requires care.

Negative PICP errors in these cases are capped at -5%, which occurs when the

predicted quantile lies entirely above (≥95th) or below (≤5th) the REMA profile.

This bound masks the true degree of under-coverage, meaning that a value of -

5% for these two quantiles signals unquantifiable misplacement rather than good

calibration. Positive errors, by contrast, can rise to +95% and more directly reflect

miscalibration. Equivalent bounds apply for the ≤50th (±50%) and 5th-95th (+10%)

intervals, so stratification is necessary to interpret these extremes.

On average across the Antarctic Ice Sheet, I find PICP errors of -10.4% for the
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5-95% interval, -8.3% for ≤50%, +8.48% for ≥95%, and 1.87% for ≤5%. These

values suggest that the model is reasonably well calibrated overall, but with some

systematic tendencies. The lower tail (≤5%) is the best calibrated, with a less than

2% PICP error, indicating that the bottom bound of the elevation distribution is

well placed on average. In contrast, both the median (50th) and the upper tail (95th)

are biased low in elevation, with too few cases below the median and too many above

the 95th. This pattern suggests that while the lower bound is accurate, the predicted

distribution above it is too tight, and as such does not always capture the full spread

of true elevations. This aligns with the previous observation that the predictions

tend to better resolve the broad footprint scale topography across the swath, and do

not always capture the finer scale topography, such as peaks or localised elevation

maxima.

To assess whether this statistical calibration - that is, the agreement between the

nominal coverage levels and the observed proportion of elevations lying within those

intervals - holds under different surface conditions, I stratified PICP by slope and

roughness (Figure 6.8a and 6.8b). Central coverage (5-95%) declines sharply with

increasing slope: from values close to the expected ∼90% coverage over flat terrain

(within ∼5% error) to more than -40% underestimation on slopes steeper than 0.8◦.

Decomposition of the intervals shows that this decline is driven primarily by an

increase in the fraction of profiles falling below the 5th percentile, which similarly

rises upwards of 40% over the steepest terrain. Likewise, the proportion below the

median also increases steadily with slope, driven by this systematic tendency to over-

placement of the 5th quantile in elevation. In contrast, the proportion above the 95th

percentile remains comparatively stable, showing no clear dependencies on slope. A

nearly identical pattern is observed for surface roughness, albeit at lower magnitudes,

indicating PICP exhibits a stronger dependency on surface slope. Central coverage

decreases with increasing roughness, again due to higher fractions of observations

lying below both the 5th percentile and the median, while the 95th percentile remains

stable. This consistency across both slope and roughness indicates that surface
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topographic complexity - whether expressed through large-scale gradients or small-

scale variability - reduces calibration primarily through under-predicted estimates

in the lower and central parts of the predicted distributions. The robustness of the

95th quantile to slope and roughness demonstrates that the continent-wide mean

values are dominated by measurements over flatter, simpler surfaces. These results

highlight the importance of stratification, which reveals a degradation in calibration

of the lower and central quantiles linked to topographic complexity.

These findings align closely with the uncertainty analyses in Section 6.4.2,

where epistemic uncertainty was found to increase disproportionately in the lower

and central quantiles with slope and roughness. Here, PICP confirms that these

uncertainties manifest as miscalibration: the lower and central bounds of the

distribution estimates are systematically biased high in elevation across the swath

in complex terrain. Conversely, the relative stability of the 95th percentile across

both slope and roughness is consistent with its physical basis: the leading edge of

the waveform corresponds to the first returns from the highest elevations within the

footprint. This portion of the signal provides clearer, less ambiguous information

than later returns, anchoring the upper bound more reliably than the median or

lower bounds.

Spatially, for the 5th-95th coverage (Figure 6.8b), I observe trends consistent with

those identified in relation to slope and roughness. PICP errors become increasingly

negative in topographically complex regions such as the Transantarctic Mountains

and the Antarctic Peninsula, meaning that the predicted quantile intervals are too

narrow and more than 10% of observations fall outside the 5-95% range - in some

places reaching as high as -90%. By contrast, over flatter regions, errors are closer

to zero and in some cases slightly positive, indicating that the predicted intervals

are wider than required, with more observations falling inside the 5-95% range than

expected, such as over parts of the Ross Ice Shelf.
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Figure 6.8: Prediction interval coverage probability (PICP) errors across the Antarctic Ice Sheet

for predictions made from unseen CryoSat-2 data acquired in 2023 and compared to REMA

topographic profiles. PICP errors are expressed as deviations from nominal coverage levels. Values

are presented for the (1) central 90% interval (5th-95th percentiles), (2) ≤50th percentile, (3) ≥95th

percentile, and (4) ≤5th percentile. (a) PICP error as a function of surface slope over all intervals.

(b) Spatial distribution of PICP error for the 5th-95th interval, binned at 10 km resolution. (c)

PICP error as a function of surface roughness over all intervals. (d) Spatial distribution of PICP

error for the ≥95th percentile, binned at 10 km resolution.

Because the 95th quantile showed little dependence on slope and roughness,

I additionally mapped it in Figure 6.8d to identify whether errors exhibit other

spatial structure that was not aligned with slope or roughness. As expected, errors
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are generally smaller in magnitude than for the central 90% interval, reflecting the

aforementioned improved stability, yet positive biases are evident in several regions,

meaning that more observations lie above the predicted 95th percentile than would be

expected under perfect calibration. These are particularly pronounced around areas

of dynamic change, including Pine Island and Thwaites Glaciers in West Antarctica

(Otosaka et al., 2023; Park et al., 2013; Wingham et al., 2009), and the Larsen

C Ice Shelf, where the July 2017 calving of iceberg A-68 occurred (Parmiggiani

et al., 2018). These patterns suggest that part of the apparent miscalibration

may actually be due to the temporal mismatch, and associated elevation change

occurring, between the acquisition of the altimetry and REMA data. This effect

is strongest in regions of sustained surface elevation decline, where REMA mosaic

elevations are systematically higher than the reality captured by the waveforms,

leading prediction distributions to appear biased high. While the filtering in my

waveform simulator reduces mismatches, it may not fully remove them - particularly

at the less conservative Wasserstein threshold (0.075). Assessing the temporal

dimension of the predictions is considered, in detail, in the following chapter.

In summary, PICP highlights both the strengths and limitations of my approach.

The 95th percentile, while showing a small overall bias, proved consistently robust

to increasing slope and roughness, reflecting its physical basis in the leading-

edge return. By contrast, the central and lower parts of the distribution were

systematically miscalibrated, with underestimation becoming progressively more

severe in complex terrain. This behaviour points to predictions that have a tendency

towards being overly constrained: upper quantiles that are located slightly too low

in elevation and, conversely, lower quantiles that are too high. A likely contributing

factor is the inherent smoothing effect of probabilistic distributional prediction. As

noted in the profile comparisons (Section 6.4.1), the ensemble produces gradual,

broadly consistent surfaces rather than reproducing sharp inflections. Localised

rises (e.g. peaks) or depressions (e.g. valleys) are therefore dampened across the

distribution. This behaviour helps explain why the predicted intervals appear tight
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in PICP: by smoothing over extremes, the model yields narrower, more conservative

distributions.

At the same time, it is important to place these results in context. Predicting full

distributions of possible surfaces without using interferometric phase information is

an inherently underdetermined and extremely challenging task. That the model

captures the distributional structure at all - and does so with robustness in the 95th

percentile even across steep and rough terrain - is a strong indication of its potential

for future applications, in terms of efforts to develop capability in probabilistic swath

mapping of elevation and elevation change from non-interferometric SAR altimetry

systems. Although calibration in the lower and central quantiles remains imperfect

currently, this does not preclude its utility for downstream applications, and the clear

demonstration of meaningful distributional prediction represents a significant step

forward for extracting swath information from non-interferometric measurements,

which would otherwise be discarded.

6.4.5 Pinball Loss

As an auxiliary analysis, I also consider the Pinball loss with respect to the REMA

profiles over the AIS (2023), averaged across both quantiles and across-track profiles

to yield a single value per prediction. While PICP remains the more robust and

interpretable diagnostic - directly testing whether predicted quantiles achieve their

intended statistical coverage and allowing calibration to be assessed at specific parts

of the distribution - Pinball loss provides a complementary perspective. Because it

is sensitive not only to whether observations fall within the correct quantiles but

also to their distance from them, Pinball loss can penalise broad but well-calibrated

distributions more heavily than narrower ones. This makes it less diagnostic of

calibration in isolation, but valuable here as it was the ensemble’s training objective

and therefore offers additional insight into model behaviour.
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Figure 6.9: Pinball Loss with respect to REMA across the Antarctic Ice Sheet (2023), averaged

across both quantiles and across-track profiles. (a) Distribution of Pinball loss. (b) Pinball loss as

a function of surface slope. (c) Pinball loss as a function of surface roughness. (d) Gridded mean

Pinball loss across the Antarctic Ice Sheet SARIn zone, spatially binned at 5 km resolution.

Pinball loss was computed after filtering waveform-REMA mismatches using the

same Wasserstein distance threshold of 0.075 as with Section 6.4.4. The distribution

of averaged Pinball losses is unimodal with a long right tail (Figure 6.9a), indicating

that most predictions are associated with low errors, though a subset of cases in

complex terrain produce much higher values. Median and MAD values are 1.23 and

0.650 respectively, reflecting the overall skew towards low loss. Pinball loss increases

systematically with slope (Figure 6.9b), rising from 1.6 at flat terrain to 29.6 at 1◦,

with the rate of increase itself becoming progressively steeper. Roughness exerts a

similar but weaker influence (Figure 6.9c), increasing from 1.3 at 0 m to 14.8 at 100

m. Spatially, these dependencies manifest in the same regions highlighted previously:

losses remain low across the ice sheet interior but increase sharply in topographically
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complex settings such as the Antarctic Peninsula, Transantarctic Mountains, and

many coastal margins (Figure 6.9d). Notably, these trends also reflect the fact that

predicted distributions broaden with increasing slope and roughness (Section 6.4.3),

meaning that higher Pinball losses in such regions are partly due to the inherent

property of Pinball loss penalising distances between points and quantile predictions.

These patterns are consistent with those identified in both the PICP and

epistemic uncertainty analyses, with slope exerting the stronger influence relative to

roughness, and with performance degrading in complex terrain. Taken together, this

consistency shows that the ensemble’s optimisation objective during training and in-

dependent diagnostics point to the same underlying behaviour, providing additional

confidence that the model is capturing meaningful distributional structure.

6.4.6 Difference in the 50th Quantile

As a final auxiliary diagnostic, I examine the difference between the predicted

50th quantile (median) and the REMA reference profile, which provides a measure

of systematic bias in the central tendency of the predicted distribution. Again,

while not as comprehensive as PICP, this metric is straightforward to interpret and

provides a simple complementary analysis of where the ensemble median lies relative

to REMA.

The analysis was again restricted to waveform-REMA pairs passing the mismatch

filtering threshold of 0.075. The distribution of median differences is unimodal, with

a median of -2.97 and MAD of 2.96 (Figure 6.10a), confirming that most predictions

cluster close to REMA with only moderate spread. As with Pinball loss, deviations

increase with both slope and roughness at an accelerating rate (Figures 6.10b, 6.10c).

Differences rise from -1.8 m to 85.0 m at 1◦ slope, and from -1.3 m to 42.4 m at 100

m roughness. Interestingly, both relationships dip slightly below zero at low values

(<0.2◦ slope and <20 m roughness), suggesting a small initial negative bias before

positive errors dominate at higher terrain complexity. Importantly, because slope

and roughness also drive broader prediction intervals (Section 6.4.3), the median
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difference is likely to increase simply as a function of distributional widening: even

a well-captured REMA profile may lie far from the ensemble median when the

predicted spread is large. Overall, slope exerts the larger influence on prediction

differences relative to roughness.

Figure 6.10: Difference of the predicted 50th quantile (median) with respect to across-track REMA

profiles across the Antarctic Ice Sheet (2023). (a) Distribution of median-REMA differences. (b)

Median-REMA differences as a function of surface slope. (c) Median-REMA differences as a

function of surface roughness. (d) Gridded mean median-REMA differences across the Antarctic

Ice Sheet SARIn zone, spatially binned at 5 km resolution.

Spatially, patterns mirror these dependencies: differences are near zero across the

flat interior, while strongly positive values occur in high-slope and high-roughness

regions such as the Antarctic Peninsula, Transantarctic Mountains, and many

coastal sectors (Figure 6.10d). These positive values indicate that REMA elevations

are more often located below the predicted median in these areas, consistent with

the PICP results. Strong negative differences are also evident, particularly at Pine
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Island Glacier, Thwaites Glacier, and Larsen C Ice Shelf - locations that also showed

negative PICP errors in the ≥95% quantile PICP spatial analysis (Figure 6.8d). As

discussed previously, these are likely driven by temporal mismatches between REMA

mosaics and radar altimetry acquisitions, particularly in regions of sustained surface

lowering.

Together, the Pinball loss analysis and the median differences relative to REMA

show that the ensemble’s behaviour is consistent across complementary perspectives,

reinforcing confidence that its predictions reflect stable and internally coherent

distributional structure.

6.5 Conclusion

Single-antenna radar altimetry presents a fundamental challenge due to the lack

of interferometric phase information, making it difficult to determine the exact

origin of the radar return within the footprint. Current L2 processing chains, which

aim to derive an estimate of the elevation at POCA, address this by assuming a

single dominant scattering point at the point of closest approach, attributed to

the leading edge of the waveform (Li et al., 2022; Suryawanshi et al., 2025; Huang

et al., 2025b). While this approach provides accurate elevation measurements across

large parts of the ice sheets, data quality degrades in complex regions such as

the Antarctic Peninsula, coastal zones, and the Transantarctic Mountains, and

large quantities of potentially useful information are discarded (Brenner et al.,

1983; Remy et al., 1989; Bamber, 1994; Brenner et al., 2007; Nilsson et al.,

2016) (Chapter 5). In reality, waveforms encode contributions from the entire

illuminated surface. More precisely, each waveform can be understood as arising

from a range of possible surface configurations consistent with the signal and

geophysical constraints. This represents an irreducible (aleatoric) uncertainty in

surface geometry for each recorded waveform.

Although this ambiguity cannot be resolved without additional directional
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information (e.g. angle of arrival from a second antenna in interferometry), learning

to predict the underlying distribution of possible surfaces offers a new, probabilistic,

route forward. Such methods have the potential to extract richer measurements

from past, current, and future non-interferometric altimetric records, both by

producing many elevation estimates where traditional methods return only one, and

by recovering useful information from data that current processing chains discard.

This chapter has introduced a novel approach to processing non-interferometric

satellite SAR altimetry data, leveraging deep learning to predict the full distribution

of possible across-track topographic profiles within a satellite footprint. This

approach has been developed and demonstrated using normalised CryoSat-2 SARIn

power waveforms and without the use of any interferometric phase information. I

train an ensemble of 16 ResNet-RS models with a Pinball loss function to predict

multiple quantiles (5th, 50th, and 95th) simultaneously, covering 150 points across

the 15 km across-track footprint. Doing so, I demonstrate a robust technique

for capturing both the full distribution of possible surfaces for a given waveform

(aleatoric uncertainty) and uncertainty in the predictions themselves (epistemic

uncertainty). This approach not only provides the means to recover information

previously discarded due to the ambiguity of non-interferometric measurements,

but also offers a first demonstration of an entirely new data-driven methodology

for deriving enhanced topographic understanding from existing and future non-

interferometric SAR altimetry missions, which circumvents a large part of existing

Level-2 processing schema.

I evaluated the performance of the ensemble on an independent 2023 Antarctic

Ice Sheet test set, which included the Pine Island Glacier region that had

been withheld during the training process (21,778,482 records, in total). Visual

inspection showed robust recovery of topographic profiles, with predicted quantiles

capturing the across-track geometry of REMA profiles well. The ensemble generally

produced smooth distributions, dampening sharp local extremes and prioritising

broadly consistent solutions. Epistemic uncertainty, measured as ensemble standard
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deviation, was consistent across quantiles, reflecting their shared origin from

the same underlying distribution. Epistemic uncertainty was lowest at the 95th

percentile, in line with the established understanding that leading-edge returns

provide the clearest, least ambiguous, and most reliable elevation signal (Bamber,

1994; Scott et al., 1994). The predicted 5-95th distribution widths tended to increase

at the profile edges, which was attributed to weaker returns due to the antenna gain

pattern, indicating greater aleatoric uncertainty. Furthermore, flat regions exhibited

narrower, more certain distributions, whereas more topographically complex regions

produced broader distributions, reflecting the greater ambiguity in possible surface

configurations of the latter. Across the ice sheet as a whole, central coverage (5-

95%) averaged about 10.4% lower than expected, with stronger under-coverage

occurring in the 50th and 5th percentiles. Combined with slight under-placement

of the 95th percentile, this implies a current tendency of the model towards overly

constrained distribution predictions, which be attributed in part to the generally

smoothed nature of the predictions. Both the 5th and 50th quantiles showed strong

dependence on slope and roughness, tending towards increased over-placement in

regions of more complex terrain. By contrast, the 95th quantile, while exhibiting a

small overall bias, proved strikingly robust to increasing slope and roughness. This

resilience reflects its anchoring in the leading-edge return. Auxiliary analyses using

Pinball loss and median differences relative to REMA (-2.97 ± 2.96 m) confirmed

the same terrain-dependent patterns, reinforcing the coherence of model behaviour

across independent diagnostics. Although calibration remains imperfect - especially

in the lower quantiles - the ensemble demonstrates that meaningful distributional

prediction is achievable from normalised SAR power waveforms alone, and that

useful, physically consistent information can be recovered even in one of the most

challenging regimes for radar altimetry.

Despite its successes, and in conjunction with known points of reduced per-

formance, the approach has some inherent limitations. The models were trained

to predict REMA-derived topographic profiles, meaning the ensemble acts as a
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predictor of REMA rather than a direct regressor of real-world topography. While

REMA is highly accurate and based on extensive remote sensing data, the model’s

performance is inherently constrained by the quality of the mosaic. Additionally,

the use of a priori slope data to resolve the ambiguity in profile orientation post-

inference, while unavoidable, remains an inherent constraint of non-interferometric

approaches. Lastly, the waveform simulator, while efficient and robust, remains a

simplified implementation, and more sophisticated simulations may yield improved

accuracy in determining waveform-topography relationships, albeit at the expense

of increased computational processing load. More broadly, hybrid approaches

combining physics-based forward modelling with data-driven inversion - for example,

differentiable simulators embedded within the training loop - could enable tighter

coupling between learned representations and known electromagnetic scattering

physics, and represent a compelling direction for future work beyond the proof-

of-concept demonstrated here.

As such, this initial proof-of-concept study paves the way for several future

research directions. A clear priority is the development of more extensive datasets

(in space and time) using this model, and the associated analysis of the downstream

utility of the data, in terms of developing estimates of ice sheet elevation change.

This is addressed in the following chapter of this thesis (Chapter 7). Additionally,

in terms of methodological development, a number of priority areas for further

refinement of the model exist. First, is the development and deployment of improved

waveform simulators capable of generating precisely matched surface-waveform

pairs, which would provide cleaner training data and allow for prediction across an

even broader range of topographic conditions. In this scenario, REMA could serve

primarily as a validation resource, while high-fidelity simulations provide the training

basis. Parallel avenues for future research include incorporating complementary

datasets or alternative geophysical constraints into predictions post-inference to help

narrow the range of plausible topographic reconstructions. A related direction is

the incorporation of additional prior topographic information to further constrain
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predictions, however implementation of high-resolution DEMs in this way were

deliberately avoided here due to their temporal rigidity - surface elevations in

dynamically active regions can change by metres to tens of metres per year - whereas

the slope direction constraint used is stable over much longer timescales. Coarse-

resolution or temporally adaptive DEMs could offer a useful middle ground for future

implementations. Additional considerations for future work include the potential

influence of seasonal variability in surface scattering properties - for example, due

to melt-refreeze cycles or fresh snow accumulation - and the role of sub-surface

volume scattering in firn, which introduces a 1-D vertical dimension to the scattering

problem not captured by the current surface-only framework. Finally, extending

the methodology to other satellites, particularly historic LRM missions, offers the

prospect of expanding the volume of usable altimetric data and thereby improving

long-term reconstructions of Antarctic ice sheet evolution, though adaptation to

missions such as ERS-1, ERS-2, and Envisat would require modification to account

for differences in measurement characteristics (e.g. footprint geometry).

In conclusion, this paper presents a promising first step in extracting enhanced

topographic information from non-interferometric SAR satellite radar altimetry

waveforms using deep learning. By quantifying both aleatoric and epistemic

uncertainty and providing distributional predictions across the full altimeter swath,

rather than single-point estimates, this methodology offers the potential to improve

monitoring of the Antarctic Ice Sheet. While calibration of the lower and

central quantiles remains imperfect, the robustness of the 95th percentile even

over complex terrain demonstrates that meaningful and physically consistent

information can be extracted from non-interferometric measurements. By reframing

waveform ambiguity as a source of information rather than a limitation, this

work lays the groundwork for methodological advances and paves the way toward

richer use of non-interferometric altimetry, enabling greater measurement density,

improved uncertainty quantification in complex terrain and, ultimately, enhanced

reconstructions of past and future ice sheet evolution.
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Abstract

Accurate monitoring of polar ice sheet elevation change is critical for quantifying

sea level rise and improving the process-based understanding that underpins

reliable future sea level projections. Synthetic Aperture Radar altimetry provides

sufficiently high spatial and temporal coverage to monitor such processes, yet

conventional processing reduces the recorded signal to a single-point estimate,

discarding potentially useful information. This chapter builds upon the proof-of-

concept probabilistic deep learning framework introduced in Chapter 6 to assess the

practical application of this approach for estimating ice sheet elevation change. This

work demonstrates for the first time how credible ice sheet swath elevation change

estimates can be derived from SAR altimetry via probabilistic deep learning.

More specifically, the framework generates ice sheet elevation predictions for

two datasets withheld during model training: (1) Pine Island Glacier in West

Antarctica, and (2) the entire Greenland Ice Sheet periphery. These predictions

are compared against a reference dataset from ICESat-2 laser altimetry. Prediction

Interval Coverage Probability (PICP) analysis shows that results derived from the

95th quantile remained stable, though the lower quantiles exhibited increasingly

systematic under-coverage in complex terrain. These patterns mirror those observed

in Antarctica (in-distribution), indicating that the model successfully captured

transferable physical relationships rather than region-specific characteristics.

These datasets are subsequently used to derive ice sheet elevation change

rates between 2019-2024, resolving established glaciological signals that dominate

current ice sheet mass loss, including 2-3 m yr−1 thinning at Pine Island Glacier

and major outlet glacier losses in Greenland. These results are compared to

elevation change estimates from three independent datasets - ICESat-2, CryoSat-2

point-of-closest-approach (POCA), and CryoSat-2 interferometric swath altimetry

(Cryo-TEMPO EOLIS) - finding relatively good agreement in all cases. Notably,

both elevation change rate (dh/dt) maps and spatially-integrated relative elevation

time series (dh) closely match interferometric performance, despite the deep
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learning framework using only power waveforms without interferometric phase

information. Additionally, the ensemble predictions detected sub-meter annual

changes, demonstrating their ability to resolve subtle waveform variations into

realistic elevation signals and confirming that waveform ambiguity represents a

valuable information source rather than a processing obstacle. These results

provide the first practical demonstration of this data-driven processing approach for

monitoring ice sheet evolution, with potential applications for historical missions

(ERS-1/2, Envisat), current operational systems (Sentinel-3), and future SAR

altimeters (Sentinel-3 Next Generation and CRISTAL).

7.1 Introduction

The polar ice sheets are undergoing rapid change due to contemporary global

warming. Between 1992 and 2020, Antarctica lost 2,671 ± 530 billion tonnes of

ice, contributing 7.4 ± 1.5 mm to global sea level rise (Otosaka et al., 2023). Over

a similar period, 1992-2018, Greenland lost 3,902 ± 342 billion tonnes, contributing

10.8 ± 0.9 mm to sea level rise (IMBIE Team, 2020). Current rates of mass loss

from both ice sheets are now six times greater than those observed in the 1990s

(IMBIE Team, 2020), with combined contributions accounting for approximately

one-third of contemporary sea level rise (Shepherd et al., 2012; IMBIE Team, 2018;

IMBIE Team, 2020; Otosaka et al., 2023). Projections suggest that polar ice sheet

contributions could reach 70 mm by 2100 (Fox-Kemper et al., 2021).

Satellite radar altimetry has emerged as the primary tool for monitoring ice sheet

elevation change across these vast and remote regions, providing the spatial coverage

and temporal consistency necessary to track topographic evolution over multi-

decadal timescales (Zwally, 1989; Zwally et al., 2005; Zwally et al., 2011; Hurkmans

et al., 2014; McMillan et al., 2016; Shepherd et al., 2019; Sandberg Sørensen

et al., 2018; Smith et al., 2023). The ability to detect and attribute elevation
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changes at the scale of individual drainage basins and glacier systems is critical

for understanding the physical processes driving mass loss, constraining ice sheet

models, and reducing uncertainty in future sea level projections (Shepherd et al.,

2019). However, significant challenges remain in extracting reliable geophysical

information from radar altimetry, particularly using non-interferometric instruments

over regions of complex topography where conventional processing approaches

degrade substantially (Brenner et al., 1983; Remy et al., 1989; Bamber, 1994;

Brenner et al., 2007; Nilsson et al., 2016).

In this regard, conventional, non-interferometric radar altimetry faces a funda-

mental ambiguity due to its capacity to record backscattered power as a function of

range only; namely, each waveform corresponds to many different possible surface

configurations within the illuminated footprint. Standard Level-2 processing schema

resolve this ambiguity by reducing the return to a single elevation estimate, typically

tied to the leading edge of the waveform and attributed to the point of closest

approach (POCA) to the satellite (Aublanc et al., 2024; European Space Agency,

2021). While this approach has underpinned decades of operational altimetry,

it discards much of the information encoded in the waveform and is particularly

susceptible to data loss and degradation in complex terrain, where these simplifying

assumptions break down (Bamber, 1994; Simonsen et al., 2017; McMillan et al.,

2018).

While current interferometric missions like CryoSat-2 provide enhanced capa-

bilities over complex terrain, the majority of historical altimetric data consists of

non-interferometric observations from missions such as ERS-1, ERS-2, and Envisat.

Furthermore, the ongoing Sentinel-3 constellation operates in SAR mode only, a

configuration that will continue with the planned Sentinel-3C and 3-D satellites

(Egido, 2023). Likewise, although the upcoming CRISTAL mission will employ SAR

interferometry at Ku-band, it will employ SAR-only at Ka-band (Kern et al., 2020).

This highlights the need for improved methods to recover more reliable and more

extensive elevation change measurements from non-interferometric data, ensuring
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that the multi-decadal altimetry record can be fully exploited for monitoring ice-

sheet evolution.

In Chapter 6, I demonstrated that deep learning can successfully extract

distributional elevation information from non-interferometric radar waveforms,

fundamentally reframing how altimetric measurements can be processed and

interpreted. By training an ensemble of neural networks to predict the 5th, 50th, and

95th quantiles of possible topographic profiles within each footprint, I demonstrated

how this approach is able to capture both the inherent ambiguity in waveform

interpretation (aleatoric uncertainty) and model confidence (epistemic uncertainty).

This represents a fundamental shift from conventional altimetry Level-2 processing

over ice sheets, offering a pathway to recover elevation information that traditional

approaches discard.

In this chapter I build upon this foundational work to explore the practical

application of the deep learning framework through two complementary analyses

designed to test its real-world utility and generalisability. First, I extend the

methodology to Pine Island Glacier, West Antarctica; a region that was withheld

from model training and represents one of the most rapidly changing sectors of

the Antarctic Ice Sheet (Otosaka et al., 2023; Park et al., 2013; Wingham et al.,

2009). Second, I apply the trained models to the Greenland Ice Sheet, testing their

ability to generalise across fundamentally different ice sheet environments. In both

cases, statistical calibration is assessed via Prediction Interval Coverage Probability

(PICP) against contemporaneous ICESat-2 measurements, using model predictions

of swath elevation generated over a 6-year period (2019-2024), spanning the ICESat-

2 operational lifetime (launched September 2018). I then use these measurements

to derive estimates of ice sheet elevation change during that time. I compare these

new estimates to equivalent solutions derived from three independent altimetric

datasets: CryoSat-2 conventional POCA processing, CryoSat-2 interferometric

swath altimetry (EOLIS), and ICESat-2 laser altimetry - the latter serving as the

primary reference dataset due to its centimeter-level accuracy. This multi-dataset
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comparison allows me to assess the relative performance of these different processing

approaches and validate the deep learning framework against established operational

products. Finally, by applying the SVD-based topographic characterisation method

introduced in Chapter 5 to derive new high-resolution estimates of Greenland Ice

Sheet slope and roughness, I investigate how the performance of these different

altimetry datasets is impacted by varying levels of topographic complexity.

7.2 Study Sites and Methods

7.2.1 Study Sites

This chapter applies the deep learning framework developed in Chapter 6 to generate

and evaluate new estimates of ice sheet elevation change across two contrasting polar

environments: Pine Island Glacier (PIG) in West Antarctica and the Greenland Ice

Sheet.

7.2.1.1 Pine Island Glacier

PIG is one of the fastest-changing glaciers in Antarctica, thinning at rates exceeding

1 m yr−1 close to its terminus, and responsible for ∼13% of West Antarctic Ice Sheet

mass loss in recent decades (Reed et al., 2024; Rignot et al., 2019). PIG has been the

subject of extensive research campaigns in recent years (e.g., iSTAR, BAS airborne

surveys, CryoSat-2 analyses), meaning that signals of elevation change across this

glacier are well characterised, as a result of its dynamic thinning and grounding-line

retreat (Otosaka et al., 2023; Park et al., 2013; Wingham et al., 2009).

For this study, PIG serves as a withheld test site; i.e. no data from this region

were included in model training (2012-2021), making it a fully unseen case. This

allows me to evaluate how well the model generalises to an unseen and highly

dynamic sector of the West Antarctic Ice Sheet. Given PIG’s central role in regional

mass loss, robust dh/dt analysis here is critical for assessing model skill in the

areas most sensitive to changes in climate. Specifically, analysis is conducted over
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2019-2024, providing some additional temporal extension beyond the training period

(2012-2021).

7.2.1.2 Greenland Ice Sheet

The second test site is the Greenland Ice Sheet. Greenland provides a natural

counterpart to the Antarctic test, sharing similarities in scale and climate sensitivity

but differing in geometry, accumulation, and melt processes (Carr et al., 2013;

Straneo et al., 2013; Enderlin et al., 2014). Current behaviour across the ice sheet

also provides high variability, from close to no change (∼0 m yr−1) across the interior,

to high thinning rates (often exceeding 1-2 m yr−1) across its marine-terminating

outlet glaciers (Rignot et al., 2011; Otosaka et al., 2023; Straneo et al., 2010;

Motyka et al., 2011; Straneo et al., 2013; Joughin et al., 2004; Motyka et al., 2011;

Joughin et al., 2010). Greenland was entirely absent from training and represents

the application of the model to an entirely different ice sheet setting, thus making

it an ideal domain for assessing generalisability: can the model produce realistic

surface change estimates in a system governed by different glaciological processes on

the other side of the globe?

Additionally, producing high-quality dh/dt maps for Greenland remains a major

priority for constraining global sea-level budgets, especially given the need to

reconcile radar altimetry with laser altimetry, input-output, and gravimetry-based

estimates (Otosaka et al., 2023). This inclusion therefore functions as a limit

test, probing whether the network has learned a transferable mapping between

waveform shape and surface geometry, rather than overfitting to Antarctic-specific

characteristics.

7.2.2 Data Acquisition and Processing

In this section, I outline the datasets used in my analysis and the steps taken to

process them. Each dataset has already been introduced and described in Chapter

2; and so here I provide the context necessary for understanding their role in this
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study.

CryoSat-2 (CS2) is an ESA Earth Explorer mission launched in 2010 to

monitor variations in ice sheet and sea ice thickness (Parrinello et al., 2018). The

mission’s primary instrument, the SIRAL radar altimeter, operates in three distinct

acquisition modes: Low Resolution Mode (LRM), Synthetic Aperture Radar (SAR)

mode, and Synthetic Aperture Radar Interferometric (SARIn) mode. This analysis

focuses exclusively on data acquired within the SARIn mask, which covers grounded

ice and adjacent land at the ice sheet margins. Within this region, the Level-

1b (L1b) products serve as input data for elevation predictions generated through

the deep learning framework. For comparative analysis, conventional Level-2+

point-of-closest-approach (POCA) and swath elevations solutions are also employed.

Both of these latter products additionally utilise interferometric phase information.

Here, the POCA product uses interferometric phase information to directly locate

the POCA, unlike standard SAR-based pipelines where slope correction methods

compensate for the lack of interferometric information.

In addition to CryoSat-2 data products, this study incorporates measurements

from ICESat-2, a NASA laser altimetry mission launched in 2018 that provides high-

precision elevation measurements using photon-counting lidar technology (Markus

et al., 2017). The Advanced Topographic Laser Altimeter System (ATLAS)

measures surface elevations with centimeter-level precision across six ground tracks,

offering detailed profiles of ice sheet surfaces. Although ICESat-2 coverage is

spatially more limited than radar altimeters due to narrow track widths and clear-

sky requirements, it has become the standard reference for validating satellite radar

altimetry measurements and is widely recognised as the most accurate source of

satellite-derived polar elevation data currently available (Aublanc et al., 2025b;

Helm et al., 2014; Crétaux et al., 2018; Aublanc et al., 2025a; Dawson et al.,

2023). Consequently, ICESat-2 data serve as the ground-truth baseline in this study,

providing independent validation for both the conventional CryoSat-2 datasets and

the deep learning framework.
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Specifically, the deep learning framework uses CryoSat-2 Level-1B baseline D

waveform data as input to generate elevation predictions (available at ftp://scie

nce-pds.cryosat.esa.int). As outlined previously, these predictions represent

across-track elevation distributions and include both aleatoric uncertainty, linked to

inherent ambiguity in the origin of reflections, and epistemic uncertainty, reflecting

model variability. To place these model outputs in context, they are compared

against three independent datasets that represent different measurement strategies:

(1) the Cryo-TEMPO Level-2+ POCA product (baseline D; available at http:

//science-pds.cryosat.esa.int/), which represents the standard interferometric

solution and forms the baseline for many CryoSat-2 applications; (2) the Cryo-

TEMPO EOLIS point product (version 2; available at https://cs2eo.org/cr

yotempo), which extends this by incorporating interferometric phase information

at ranges beyond the POCA, thus providing swath elevations across the satellite

track; and (3) the ICESat-2 L3A Land Ice Height product (version 6; available at

https://cmr.earthdata.nasa.gov/virtual-directory/collections/C2670

138092-NSIDC_CPRD), which offers a contrasting approach through laser altimetry,

delivering centimeter-level accuracy with dense along-track sampling.

All datasets are filtered to the CryoSat-2 SARIn operational mode mask and

restricted to the six-year period 2019-2024, corresponding to the operational lifetime

of ICESat-2, which ensures consistent spatial and temporal coverage across all

products. The ensemble generates 150 across-track elevation measurements for each

CryoSat-2 waveform, with each point comprising estimates of three quantiles (5th,

50th, and 95th percentiles) of the predicted elevation distribution. This approach

yields 394,405,653 model-derived points over Pine Island Glacier and 2,003,717,083

points across Greenland. For comparison, the EOLIS interferometric product

provides 280,850,310 measurements over Pine Island Glacier and 2,233,867,447 over

Greenland, while the conventional Level-2+ POCA approach yields substantially

fewer points (4,341,314 for Pine Island Glacier, 34,841,933 for Greenland) due to

its single-point-per-waveform methodology. ICESat-2 contributes 233,468,190 high-
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precision laser altimetry measurements over Pine Island Glacier and 2,549,046,256

across Greenland.

7.2.2.1 Slope and Roughness from REMA and ArcticDEM

In conjunction with the altimetric datasets used in this study, slope and roughness

metrics are also derived from DEM mosaics at two complementary scales: locally,

to guide the orientation of predicted across-track profiles, and regionally, to

map topographic variability across Greenland. Specifically, to guide across-track

orientation, the 1 km resolution mosaics of both REMA (available at data.pgc.u

mn.edu/elev/dem/setsm/REMA) and ArcticDEM (available at data.pgc.umn.e

du/elev/dem/setsm/ArcticDEM) are used. To map topographic variability across

the Greenland Ice Sheet, I use the 100 m ArcticDEM mosaic product, mirroring

the slope and roughness maps generated using REMA in Chapter 5, and ensuring

consistent analysis across both polar ice sheets. To limit the DEMs to the areas of

interest, REMA is clipped to Pine Island Glacier using established grounded ice area

and drainage basin definitions (basin 22; (Zwally et al., 2012)), while ArcticDEM

is clipped to Greenland using the coastline shapefile developed by (Gerrish, 2020)

(version 1; available at https://ramadda.data.bas.ac.uk/repository/entry/

show?entryid=8cecde06-8474-4b58-a9cb-b820fa4c9429)

At the footprint scale, I employ the coarse 1 km mosaics to resolve the

directionality of slope in the across-track direction. This is due to the fact

that waveform ambiguity makes the orientation of individual across-track profiles

fundamentally indeterminate. To avoid doubling the number of possible solutions,

I therefore enforce a consistent orientation at prediction and use local slope to flip

predicted profiles into the correct direction post-inference.

In practice, for each CS2 L1b record, DEM values are extracted within a 380 m ×

15 km rectangle oriented according to track heading and interpolated to a 15-point

across-track line. Surface slope and roughness are then calculated using the Singular

Value Decomposition (SVD) method introduced in Chapter 5 and applied in Chapter
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6 to generate training data. For each 15-point profile, coordinates are mean-centred,

and SVD of the coordinate matrix yields the unit normal to the best-fit line. Surface

slope is derived from the angle of this line relative to the horizontal, while roughness

is defined as the peak-to-peak (min-max) range of orthogonal residuals about the

fit. Full methodological detail, including the two-dimensional extension used for

ice-sheet-wide mapping, is provided in Chapter 5.

As in Chapter 6, the present analysis is restricted to one dimension, since the SAR

footprint is overwhelmingly sensitive to across-track topography. Although along-

track roughness within the ∼380 m SAR footprint may introduce some waveform

variability, its influence is considered negligible relative to across-track surface

geometry (∼15 km), which dominates waveform structure over ice sheets. Treating

the problem as one-dimensional therefore provides a substantial simplification

while retaining the primary topographic control. Although this procedure itself

is unchanged from earlier chapters, a coarser DEM input is used here. Whereas

Chapter 6 employed 100 m resolution mosaics, the present study uses 1 km resolution

products, judged sufficient given the 15 km across-track width and the relative

insensitivity of the min-max residual roughness metric to sampling density.

Secondly, for the ice-sheet-wide analyses, I apply the full 3-D SVD method from

Chapter 5 using the same 900×900 m sliding window, but with the 100 m ArcticDEM

mosaic. DEM coordinates are mean-centered and decomposed to obtain the unit

normal vector to the fitted plane, from which slope and roughness are derived in two

dimensions. The result is continuous slope and roughness fields across the Greenland

ice sheet, providing a direct analogue to the Antarctic products developed in Chapter

5. To my knowledge, this represents the first pan-Greenland surface roughness

dataset that has been derived independently of slope.

7.2.2.2 Prediction Interval Coverage Probability

To evaluate my ensemble predictions in an application setting, I compute the

Prediction Interval Coverage Probability (PICP) with respect to ICESat-2 (Equation
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6.4). PICP measures whether the proportion of the ICESat-2 reference elevations

falling within a given prediction interval matches its nominal confidence level

(Sluijterman et al., 2024), allowing me to test the statistical validity of the full

predictive distributions in cases where direct pointwise comparisons are not possible.

For example, coverage of the 5th-95th quantiles (i.e. the proportion of ICESat-2

measurements falling within) should ideally be ∼90%. Specifically, I assess four

cases: the central 90% interval (5th-95th quantiles), the proportion ≤50th quantile,

the proportion ≥95th quantile, and the proportion ≤5th quantile. This mirrors

the calibration performed with respect to the REMA mosaic profiles in Chapter

6, but instead with respect to a reference dataset with high absolute accuracy.

Here, the purpose shifts from assessing the model’s capability to reproduce a REMA

topographic surface to evaluating the real-world precision of elevation predictions

for monitoring ice sheet change.

7.2.2.3 Ice Sheet Surface Elevation Change

To compute elevation change (dh) and rates of change (dh/dt), I adopted a

consistent processing approach across each of the four datasets: (1) the deep learning

framework, (2) Cryo-TEMPO POCA, (3) Cryo-TEMPO EOLIS, and (4) ICESat-

2. This approach largely follows prior works and represents a well-established

methodological standard widely used in elevation-change analyses for over a decade

(Flament et al., 2012; Slater et al., 2018; McMillan et al., 2014; McMillan et al.,

2016; McMillan et al., 2019).

In all cases, measurements with reported uncertainty greater than 3 m were

excluded prior to processing. For the deep learning framework, the 5th, 50th, and 95th

quantile quantiles were processed independently, yielding three parallel estimates.

This provides not only an inherent uncertainty envelope for the elevation change time

series - defined by the maximum, median, and minimum across quantiles at each

epoch - but also a means to directly explore the relative performance of elevation

change estimates derived from each of the different quantiles. As shown in Chapter
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6 the quantiles exhibit differing performance, with the 95th quantile displaying the

greatest consistency across ensemble members, followed by the 50th and 5th. This

pattern reflects the underlying physics of radar altimetry: the leading edge of the

waveform (captured by the 95th quantile) corresponds to the first returns from the

highest elevations within the footprint and thus provides less ambiguous information,

whereas later parts of the waveform (represented by the 50th and 5th quantiles)

integrate progressively noisier and more mixed returns (Bamber, 1994; Scott et al.,

1994).

To compute surface elevation change from each dataset, I first binned all

measurements into spatially defined 5 km grid cells spanning the area covered

by Pine Island Glacier and the Greenland Ice Sheet. A 5 km grid spacing was

selected to balance spatial resolution against the requirement for a sufficient number

of measurements per cell to support robust surface fitting, consistent with prior

ice sheet elevation change studies using similar datasets (McMillan et al., 2016;

McMillan et al., 2019). All measurements falling within each grid cell were

collected, and for the measurements within each cell a polynomial surface model

was fit using ordinary least squares. In the case where heading information was

available (Cryo-TEMPO POCA only), it was included as an independent variable

(Equation 7.1). In all other cases, the heading term was omitted (Equation 7.2).

Grid cells were discarded if the measurements spanned less than 50% of the total

6-year temporal observation window (2019-2024), ensuring that only cells with

sufficiently long observational records were retained for robust trend fitting. Outliers

were removed iteratively by excluding measurements whose residuals exceeded 2σ

from the fitted surface, repeating until convergence or until less than 20 points

remained. The surface and heading components were then subtracted from the fitted

elevations, leaving only the temporal signal (dh) plus residual noise. From these

residuals, a linear model was then fitted (Equation 7.3). While more sophisticated

spatiotemporal approaches, such as Gaussian process regression (e.g. GPSat)

or dynamic-resolution frameworks, may offer advantages for interpolating sparse
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observations, the polynomial surface fitting method adopted here is computationally

efficient at ice-sheet scale and has been extensively validated in the literature

(Flament et al., 2012; McMillan et al., 2016; McMillan et al., 2019). Its established

performance also provides a robust and well-understood baseline framework within

which to evaluate the new deep learning framework.

z(x, y, h, t) = a0 + a1x+ a2y + a3x
2 + a4y

2 + a5xy + a6h+ a7t, (7.1)

z(x, y, t) = a0 + a1x+ a2y + a3x
2 + a4y

2 + a5xy + a6t. (7.2)

Here, z is elevation, x, y are Antarctic (or Arctic) polarstereographic coordinates

relative to the grid cell centre, h is satellite heading, and t is time in decimal years

relative to the midpoint of the observation period.

dh(t) = mt+ c (7.3)

Finally, the elevation residuals were temporally binned into epochs to form a

time series of elevation change. For the deep learning framework, the EOLIS swath

dataset, and the ICESat-2 product, I adopted 30-day epochs, whilst for the POCA

solution a 60-day epoch was used to account for the lower data density. This provided

elevation change with respect to the midpoint of the observation period. The

elevation change at the start of the period was then subtracted to attain elevation

change with respect to the start of 2019. I then average across the spatial grids

by taking the median, attaining an elevation change timeseries for each of the Pine

Island Glacier and Greenland study regions, spanning 6 years (2019-2025). Over

Pine Island Glacier, 214,253,684 model-derived points (54.3% of the original dataset)

successfully passed through the uncertainty filtering and surface fitting process,

compared to 211,425,295 EOLIS points (75.3% retention), 123,784,747 ICESat-2

measurements (53.0% retention), and 2,986,843 Cryo-TEMPO POCA points (68.8%

retention). Over Greenland, the pattern is similar: 1,121,529,522 model points

(56.0% retention), 1,601,602,394 EOLIS points (71.7% retention), 1,370,831,600
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ICESat-2 measurements (53.8% retention), and 23,905,590 Cryo-TEMPO POCA

points (68.6% retention).

Together, these steps provide a consistent framework for directly comparing the

ensemble predictions with conventional altimetry datasets and for assessing their

ability to capture established spatial and temporal patterns of ice sheet dynamics

and evolution. Specifically, this approach allows for intercomparison of elevation

change derivations from the three CryoSat-2 processing methods with respect to

ICESat-2 as an independent reference, while also using ICESat-2 for validating the

statistical calibration of the probabilistic predictions through PICP analysis.

7.3 Results

7.3.1 Slope and Roughness over Greenland

First, I report the results from applying the 3-D SVD slope and roughness algorithm

to the Greenland Ice Sheet, using the 100 m resolution ArcticDEM mosaic (Figure

7.1). To my knowledge, these are the first maps of Greenland surface slope and

roughness produced using this technique, and the first Greenland-wide roughness

map derived from the high-resolution ArcticDEM product, where roughness is

defined as the macro-scale peak-to-peak range of orthogonal residuals from a best-

fit plane within a 900 m sliding window. The overall topographic characteristics of

the ice sheet are somewhat similar to Antarctica (Chapter 5; Figure 5.1), with low

slopes and roughness in the interior increasing toward higher values at the margin.

However, the Greenland Ice Sheet exhibits steeper surface slopes overall, with a

median slope of 0.434◦, which is more than twice that of Antarctica (0.192◦).
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Figure 7.1: 5 km resolution, log10-scaled slope and roughness maps of the Greenland Ice Sheet

generated using 100 m resolution ArcticDEM and the Singular Value Decomposition techniques

outlined in Section 7.2.2.1. The coloured inset maps show discretely binned versions of these

datasets, to aid the visualisation of broader scale patterns.

Similarly, the surface roughness of Greenland is also much greater than its

Antarctic counterpart, with a median roughness of the former of 0.855 m, nearly

three times higher than Antarctica’s 0.297 m (Chapter 5). The spatial variability

in these values is also considerably greater, as evidenced by the median absolute

deviation of 0.793 m for roughness and 0.323◦ for slope, compared to Antarctica’s

values of 0.219 m and 0.134◦, respectively.

The relationship between slope and roughness in Greenland (Figure 7.2) shows

a strong positive correlation, indicating that steeper terrain is associated with

increased surface roughness. This can be observed from the Pearson correlation

coefficient between slope and roughness, which at 0.794, is comparable to, but

slightly lower than, the value observed for Antarctica (0.808) (Chapter 5). However,

the absolute values and ranges of both slope and roughness are substantially
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higher in Greenland, reflecting its more dynamic and topographically variable

nature compared to the relatively stable interior that dominates Antarctica. This

close correlation between the two ice sheets supports the robustness of the slope

and roughness algorithm, as the consistency across geographically distinct regions

suggests the correlation is intrinsic to topographic characteristics rather than an

artifact of the computational method.

Figure 7.2: Log10-binned joint and marginal distributions of slope and roughness across the

Greenland Ice Sheet. The joint distribution is displayed as a density plot, with lighter colours

indicating a higher density of measurements, and the contours bounding 25%, 50%, and 75% of

the data.

7.3.2 Analysis over Pine Island Glacier

Next, I move on to the analysis of the ensemble in estimating ice sheet elevation

and elevation change. I start by assessing performance across the Pine Island

Glacier. This region provides a stringent test of the framework, both because it

was deliberately withheld from training and because it represents one of the most
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rapidly evolving sectors of the West Antarctic Ice Sheet (Reed et al., 2024; Rignot

et al., 2019; Otosaka et al., 2023; Park et al., 2013; Wingham et al., 2009). By

focusing on PIG, I assess whether probabilistic predictions from the deep learning

framework can recover realistic glaciological signals in an unseen region where surface

conditions, flow dynamics, and elevation change rates depart markedly from the

average found in the Antarctic-wide training domain. Validation against ICESat-

2 is particularly important in this context. Whereas the REMA profiles used in

Chapter 6 were anchored to a 2015 mean epoch (Howat et al., 2019) and thus subject

to temporal mismatch, the 2019-2024 ICESat-2 dataset provides contemporaneous

reference elevations aligned with the model outputs. This eliminates artifacts caused

by mosaic averaging, ensuring that deviations reflect genuine calibration tendencies

rather than temporal offsets, yielding a more complete view of real-world model

performance. In the following sections I first present an analysis of PICP elevation

statistics, before then proceeding to assess model performance with respect to

resolving rates of surface elevation change.

7.3.2.1 Prediction Interval Coverage Probability

First, I assess prediction interval coverage probability (PICP) over Pine Island

Glacier using ICESat-2 altimetry from 2019-2024 as a reference. As in Chapter 6,

I analyse the deviation of the PICP from the nominal proportion of data expected

within each interval, providing a direct measure of statistical calibration across the

predicted distribution. More specifically, four cases are evaluated: (1) the central

90% interval (5th-95th quantiles), (2) the ≤50th quantile, (3) the ≥95th quantile, and

(4) the ≤5th quantile.

As outlined in Chapter 6, interpreting the extreme intervals (≥95th and ≤5th)

requires care. Negative PICP errors in these cases are capped at -5%, which occurs

when the predicted quantile lies entirely above (≥95th) or below (≤5th) all ICESat-2

points. This bound masks the true degree of under-coverage, meaning that a value

of -5% for these two quantiles signals unquantifiable misplacement rather than good
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calibration. Positive errors, by contrast, can rise to +95% and more directly reflect

miscalibration. Equivalent bounds apply for the ≤50th (±50%) and 5th-95th (+10%)

intervals, so stratification is necessary to interpret these extremes.

Across PIG, PICP errors are -21.5% for the 5th-95th interval, -19.0% for the

≤50th quantile, +21.3% for the ≥95th quantile, and -0.25% for the ≤5th quantile.

In other words, on average, the central interval captures only 68.5% of ICESat-2

points compared with the nominal 90% target. These results mirror the same overall

pattern that was observed for the 2023 Antarctic-wide assessment (Chapter 6), which

instead used REMA as the reference dataset (-10.4%, -8.3%, +8.5%, and +1.9%

respectively), though magnitudes here are roughly doubled. As before, the lower

tail (≤5th) is best calibrated, the central and median intervals are systematically

under-covered, and the upper tail (≥95th) is consistently over-covered.

Stratification by time using 3-month bins - chosen to provide sufficient sample

density per interval while resolving seasonal cycles - revealed no significant temporal

trends across the 2019-2024 period (Figure 7.3a), which is encouraging given the

intended use of the data to compute rates of elevation change through time.

Topographic dependencies mirror those found in the Antarctic-wide (REMA-

based) analysis, but with larger magnitudes. Central coverage (5th-95th) declines at

an increasing rate with slope, starting in the region of -15 to -20%, and reaching -60%

beyond 0.9◦ (Figure 7.3b). The ≤5th quantile shows similar trends with respect to

slope, albeit starting from 0% at low slope and then increasing to in excess of +50%

error for steeper slopes. In contrast, the ≥95th quantile remains comparatively stable

and even improves slightly with slope. The dependencies with respect to surface

roughness also show a similar pattern (Figure 7.3c), which is unsurprising given the

high degree of correlation between slope and roughness (r = 0.794), identified in the

previous analysis (Section 7.3.1).
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Figure 7.3: Prediction interval coverage probability (PICP) errors across Pine Island for model

predictions in comparison to ICESat-2 measurements (6 years; 2019-2024). PICP errors are

expressed as deviations from nominal coverage levels. Values are presented for the (1) central

90% interval (5th-95th quantiles), (2) ≤50th quantile, (3) ≥95th quantile, and (4) ≤5th quantile.

(a) PICP error as a function of time over all intervals. (b) PICP error as a function of surface

slope over all intervals. (c) PICP error as a function of surface roughness over all intervals. (d)

Spatial distribution of PICP error for the 5th-95th interval, binned at 10 km resolution. (e) Spatial

distribution of PICP error for the ≥95th quantile, binned at 10 km resolution.

The spatial patterns of PICP error reinforce these findings. Central coverage

(5th-95th) is most negative in topographically complex sectors, particularly in

the northern part of the catchment close to the Pine Island ice shelf (i.e. the

bottom left region of Figure 7.3d). Broad similarities exist between the spatial

196



7.3. Results

patterns of central coverage and the ≥95th quantile (Figure 7.3e), but without such

pronounced errors in the aforementioned region for the latter. This aligns with

the previous observation of the increased robustness of the upper quantile with

respect to topographic complexity. Notably, the strong negative anomalies seen in

the Antarctic-wide REMA validation are absent, supporting the interpretation that

much of the apparent miscalibration in the upper quantile in Chapter 6 arose from

temporal mismatch. In other words, in regions of sustained elevation loss, the 2015-

averaged REMA mosaic is systematically higher than contemporaneous altimetry,

which produced spurious biases into the comparison. In contrast, validation against

ICESat-2, which is matched in time, removes this effect, demonstrating more

consistent model performance in this dynamic environment. Errors remain, however,

indicating that DEM mismatch is not the sole source of miscalibration.

Overall, these results - which compare the ensemble predictions to contem-

poraneous ICESat-2 reference measurements over Pine Island Glacier - confirm

the Antarctic-wide REMA findings reported in Chapter 6. This demonstrates

that calibration characteristics transfer robustly to an unseen region, which is

important for downstream applications mapping surface elevation change where

topography differs from that seen during training. Furthermore, the 95th quantile

again proves stable across varying topographic complexity, reflecting its physical

anchoring in the leading-edge return. In contrast, the central and median intervals

remain systematically under-covered, reflecting predictions that are too narrowly

constrained. The larger error magnitudes over PIG can be partly attributed to its

prevalence of steep and rough terrain, though differences between ICESat-2 and

REMA validation datasets also may contribute.

The temporal alignment of ICESat-2 gives confidence that the biases identi-

fied here represent genuine calibration tendencies rather than artefacts of DEM

mismatch. At the same time, the agreement in error structure between ICESat-2

(Pine Island) and REMA (Antarctic-wide) validations indicates consistent model

behaviour across independent datasets. The Pine Island case therefore illustrates

197



7.3. Results

both the strengths and limitations of the approach: calibration is broadly stable

and transferable, but quantiles remain moderately under-calibrated, with errors

most pronounced in the lower and central parts of the distribution over increasingly

complex terrain.

7.3.2.2 Ice Sheet Surface Elevation Change

Having established the calibration characteristics of the probabilistic predictions

over Pine Island Glacier, I now use the complete Pine Island Glacier dataset to

compute rates of ice sheet elevation change for the period 2019-2024, and compare

these new estimates to equivalent measurements derived from mature data sources.

This assessment is critical for demonstrating the practical utility of the deep learning

framework: while individual, distributional predictions provide valuable uncertainty

information, their ultimate value depends on whether they can produce scientifically

meaningful estimates of glaciological processes when aggregated across space and

time.

To evaluate this capability, I generate elevation change rate (dh/dt) maps and

elevation change time series (dh) using the processing pipeline described in Section

7.2.2.3. My ensemble predictions are compared against three independent altimetric

datasets: ICESat-2 (treated as the validation baseline due to its centimetre-level

accuracy), Cryo-TEMPO L2+ POCA (representing conventional interferometric

processing), and Cryo-TEMPO EOLIS (providing interferometric swath solutions).

This multi-dataset comparison allows assessment of both the absolute accuracy of

my approach and its performance relative to existing operational products, noting

that the approach does not make use of any interferometric phase information.

Before presenting results, an important conceptual point requires clarification.

Although the three predicted quantiles (5th, 50th, and 95th quantiles) represent

different distributional thresholds of the across-track elevation distribution within

each footprint, they should exhibit similar rates of temporal change. This is

because the quantiles relate to the same underlying surface, and while their absolute
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elevations differ, the temporal evolution of the ice surface should be consistent across

the footprint. The quantiles thus provide multiple estimates of the same glaciological

signal, with their spread offering an inherent measure of prediction uncertainty.

Figure 7.4 presents dh/dt maps of the Pine Island Glacier catchment derived from

each dataset, with my ensemble results computed as the mean across the three

predicted quantiles. This averaging approach reduces noise while preserving the

underlying signal, as the quantiles should converge on similar change rates despite

their different absolute elevations.

Figure 7.4: 5 km-gridded rates of elevation change (dh/dt) over the CryoSat-2 SARIn zone of

Pine Island Glacier (2019-2024). Top left: ICESat-2 baseline solution, serving as the reference by

which the other solutions are compared to. Top right: Mean of 5th, 50th, and 95th predicted

quantiles from my deep learning framework, which excludes any interferometric information.

Bottom left: Cryo-TEMPO POCA interferometric measurements. Bottom right: Cryo-TEMPO

EOLIS interferometric swath measurements.

The spatial patterns of elevation change are consistent across all four datasets
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(Figure 7.4), clearly reproducing the well-established signals of dynamical ice loss

across Pine Island Glacier (Reed et al., 2024; Wingham et al., 2009). More

specifically, all approaches capture the characteristic pattern of rapid thinning

extending from the grounding line inland along the glacier trunk and tributaries,

with rates exceeding 2-3 m yr−1 in the fastest-changing sectors. The deep learning

framework demonstrates methodological stability by consistently producing near-

zero elevation change rates in inland regions, in agreement with ICESat-2 obser-

vations. This indicates the approach is internally consistent, being appropriately

sensitive to changes in the waveforms. The patterns identified are consistent across

all methodologies and align well with previously published results that document

the impact of dynamical imbalance across this sector of the West Antarctic Ice Sheet

(IMBIE Team, 2020; Park et al., 2013; Reed et al., 2024; Wingham et al., 2009).

However, notable differences in data quality are apparent. ICESat-2 and

POCA produce smooth, relatively noise-free elevation change fields, whereas EOLIS

exhibits a greater number of noisy pixels and small patches of missing data. The

ensemble approach likewise appears noisier than ICESat-2 or POCA, particularly

in the topographically complex north-western coastal regions, although outside

these areas it shows comparable or marginally lower sporadic noise than EOLIS.

This pattern may partly reflect differences in measurement approach. POCA

is anchored to the waveform leading edge, which generally provides the clearest

and least ambiguous component of the radar return. Methods that exploit non-

POCA portions of the waveform, including swath-based approaches such as EOLIS

and the ensemble method used here, may therefore be more susceptible to noise.

ICESat-2, by contrast, benefits from a different measurement geometry and the

high ranging precision of photon-counting laser altimetry, which likely contributes

to its comparatively smooth fields. The spatial pattern of elevated noise in the

ensemble dh/dt estimates closely matches the regions of higher PICP errors identified

in Figure 7.3d, indicating that prediction quality degrades in areas of complex

surface topography and that this, in turn, affects the derived elevation-change trends.
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Despite this, it is important to note that this level of performance is achieved without

the use of interferometric information incorporated by both POCA and EOLIS, and

relative performance should therefore be interpreted in light of this fundamental

difference.

Despite these differences, the large scale pattern and spatial extent of detected

elevation change is consistent. My approach, ICESat-2, and POCA all delineate

similar boundaries for the region of significant mass loss, while EOLIS appears to

encompass a slightly larger area, particularly toward the central trunk where the

most rapid thinning occurs.

Figure 7.5: 5 km-gridded rates of elevation change (dh/dt) over the CryoSat-2 SARIn zone of Pine

Island Glacier (2019-2024) for individual 5th, 50th, and 95th predicted quantiles from my deep

learning framework.

Figure 7.5 examines the individual performance of each predicted quantile, prior

to the averaging presented in Figure 7.4, revealing systematic differences that align

with the physical basis of radar altimetry. Spatial noise decreases progressively

from the 5th, to the 50th, and to the 95th quantile, with the latter producing the

smoothest elevation change field. This pattern reinforces the finding from Chapter

6 that the 95th quantile, anchored to the leading edge of the waveform, provides the

most reliable and least ambiguous elevation information. Importantly, this noise

is not entirely randomly distributed but concentrates in specific geographic areas.

The previously-identified north-western coastal region shows degraded performance
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across all quantiles, while other noise appears as isolated pixels scattered throughout

the domain. This suggests that the systematic errors are largely driven by more

challenging surface conditions.

Figure 7.6: 5 km-gridded rates of elevation change (dh/dt) over the CryoSat-2 SARIn zone of Pine

Island Glacier (2019-2024), differenced to the ICESat-2 baseline. Top row: Individual 5th, 50th,

and 95th quantiles from my deep learning framework. Middle row: Mean of quantiles from my

deep learning framework (left), Cryo-TEMPO POCA solution (centre), and Cryo-TEMPO EOLIS

solution (right). Bottom row: The overall distributions of the elevation rate differences, relative

to ICESat-2.

Figure 7.6 quantifies these qualitative observations by mapping the differences

202



7.3. Results

between each approach and the reference ICESat-2 baseline dataset. Firstly,

intercomparing the individual quantile solutions confirms the previous visual

assessment; namely (1) that prediction quality improves systematically from the

5th to the 95th quantile, (2) that taking the mean across quantiles produces the best

overall performance, and (3) that the greatest disagreement occurs in the previously

identified north-western coastal area.

The statistical distributions of these differences (Figure 7.6, bottom row) provide

additional insight into relative performance. The median absolute differences

(MADs) decrease progressively with quantile rank, from the 5th through to the 95th

quantile. Interestingly, the median differences show the opposite trend, performing

better for the lower quantiles. Taking the average across quantiles yields the best

combination of both metrics, suggesting that ensemble averaging effectively balances

both the systematic biases present in individual quantiles and the random noise

inherent in each solution.

Comparing my new approach to the other more established radar altimetry

methods that, additionally, utilise interferometric phase information, I find that

whilst the POCA solution achieves the best overall agreement with ICESat-2,

exhibiting both a very low MAD and a median difference, my method outperforms

the EOLIS solution in terms of its agreement with respect to ICESat-2. Specifically,

EOLIS shows both a larger MAD in comparison to my ensemble average (comparable

to the 50th quantile alone) and a greater magnitude bias of -0.14 m yr−1. This

systematic offset is visible both in the statistical distribution and also in the spatial

difference patterns (Figure 7.6). By further quantifying the difference between the

EOLIS and quantile-averaged solutions, I find that my framework reduces the bias

relative to ICESat-2 by 78.6% and the MAD by 21.4%.

Figure 7.7 presents the elevation change time series for Pine Island Glacier,

spatially integrated across the entire domain to show cumulative change since 2019.

These series are constructed using 30-day epochs for the deep learning framework,

the ICESat-2 solution, and the EOLIS product; while the POCA solution employs
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60-day epochs due to its lower data density. All series are normalised to begin at

zero elevation change, providing a clear comparison of temporal evolution across this

glaciological basin.

Figure 7.7: Elevation change time series over the CryoSat-2 SARIn zone of Pine Island Glacier

(2019-2024), normalised to start at zero. Blue line shows the median across ensemble quantiles

with min/max uncertainty envelope (shaded). Green: Cryo-TEMPO POCA (60-day epochs). Red:

Cryo-TEMPO EOLIS (30-day epochs). Orange: ICESat-2 (30-day epochs). Each point represents

the spatial median across 5 km grid cells for that epoch.

For my ensemble predictions, I plot the minimum, median, and maximum

elevation change across the three quantiles at each epoch, creating an uncertainty

envelope that reflects both the spread in quantile predictions and their temporal

evolution. The ordering of quantiles is not explicitly fixed through time, as

their relative performance can vary depending on surface conditions and waveform

characteristics at different epochs. However, in practice, the three quantiles were

found to maintain a consistent hierarchy throughout the observation period, with

the 5th quantile predicting the steepest elevation loss rates (bottom line), the

50th quantile showing intermediate rates (middle line), and the 95th quantile

predicting the shallowest losses (top line). This temporal analysis reveals several

important patterns. ICESat-2 and POCA show strong agreement throughout the
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observation period, with POCA appearing somewhat smoothed due to its longer

temporal binning period. Notably, the first three months of ICESat-2 data required

removal due to excessive noise that was orders of magnitude larger than subsequent

measurements, likely due to satellite commissioning activities early in the mission.

The ensemble predictions show systematically more negative absolute elevation

changes compared to ICESat-2 and POCA, indicating a slightly higher region-

wide estimate of thinning rates. The uncertainty envelope formed by the quantile

spread grows progressively through time, suggesting that the quantiles themselves

develop slightly different estimates of the overall elevation change rate. Despite this

systematic offset, the temporal variability closely matches the ICESat-2 pattern,

particularly towards the end of the period when seasonal peaks and troughs align.

EOLIS produces the most negative elevation changes, indicating the highest

absolute estimate of regional thinning rates. Throughout the time series, EOLIS

tracks the temporal variability seen in other datasets (especially towards the end

of the period) but maintains a consistent, increasingly negative offset relative to

both ICESat-2 and POCA. Particularly noteworthy is the similarity in temporal

variability between my predictions and EOLIS, with both datasets capturing

comparable seasonal and interannual fluctuations throughout the observation period.

This correspondence is notable given that my approach relies solely on power

waveform information while EOLIS incorporates additional interferometric phase

data to resolve across-track positioning.

The elevation change analysis demonstrates several key capabilities of my deep

learning framework. First, the approach successfully recovers the established spatial

and temporal patterns of Pine Island Glacier dynamics without any prior training

on this region. The consistency of these patterns relative to multiple independent

validation datasets provides strong evidence that the probabilistic predictions

contain meaningful glaciological information relating to ice sheet elevation and,

crucially, elevation change. This suggests that, when aggregated across many

observations, the ambiguity inherent in individual probabilistic predictions reduces,
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such that estimates closely match point-based operational products, demonstrating

that sufficient information is retained to resolve glaciological signals at relevant

monitoring scales.

Second, the systematic differences between quantiles reveal important insights

into the physical basis of the predictions. The improved performance of the 95th

quantile aligns with radar altimetry theory: the leading edge of the waveform

corresponds to the first returns from the highest elevations within the footprint,

providing the clearest and least ambiguous signal (Bamber, 1994; Scott et al., 1994).

This is visible in Figure 7.5, where the 95th quantile produces smoother spatial

patterns of elevation change, and in Figure 7.6, where it achieves progressively

lower MAD values relative to ICESat-2. Lower quantiles integrate progressively

more complex and mixed returns from across the footprint, leading to increased

uncertainty but still preserving the essence of the temporal trend in elevation through

time.

The comparison with EOLIS is particularly encouraging. Despite EOLIS having

access to interferometric phase information, which is intentionally withheld from the

deep learning model, my ensemble predictions show comparable or slightly better

agreement with the ICESat-2 baseline in terms of both spatial patterns and temporal

evolution. This demonstrates the potential of my probabilistic framework, which can

respond to subtle changes in waveform characteristics that correlate with sub-meter

annual elevation changes, despite predicting distributions often spanning tens of

meters in elevation.

These results establish the practical utility of the deep learning framework

for ice sheet elevation change monitoring. While predictions remain noisier than

mature operational products, particularly in topographically complex regions, the

approach demonstrates clear capability for recovering scientifically meaningful

glaciological signals, especially considering that no interferometric phase information

is utilised. When applied to estimate elevation change, performance is comparable

with interferometric processing despite using only power waveform information,

206



7.3. Results

suggesting potential for enhancing the scientific value of both historical and future

non-interferometric altimetric observations.

7.3.3 Analysis over Greenland Ice Sheet

Having demonstrated the framework’s capabilities over the Pine Island Glacier,

I finally turn to evaluating its performance across the Greenland Ice Sheet,

a fundamentally different glaciological environment that provides an extremely

stringent test of model generalisability. Unlike the Antarctic training domain,

Greenland is characterised by steeper topographic gradients, narrower outlet

glaciers, and extensive seasonal surface melting that creates distinct radar scattering

conditions. These differences pose significant challenges for transferring learned

relationships between waveforms and surface topography to a completely unseen

domain. It is important to note that this analysis applies the model trained

exclusively on Antarctic Ice Sheet data directly to Greenland without any retraining,

which differs from how one would deploy the framework operationally where training

would incorporate Greenland-specific data. The Greenland validation therefore

serves as a theoretical assessment of out-of-distribution generalisability rather

than an ultimate measure of operational performance over Greenland. Within

this analysis, I therefore apply the same evaluation methodology used for Pine

Island Glacier, assessing PICP against ICESat-2 elevation measurements, and then

comparing derived elevation change estimates with operational altimetric datasets

to quantify both statistical calibration and investigate broader glaciological utility

in this contrasting environment.

7.3.3.1 Prediction Interval Coverage Probability

Across the Greenland Ice Sheet, region-wide PICP errors are -22.9% for the 5th-95th

interval, +4.3% for the ≤50th quantile, +5.8% for the ≥95th quantile, and +15.6 for

the ≤5th quantile. At face value, these differ substantially from those reported for

Pine Island Glacier (-21.5%, -19.0%, +21.3%, -0.25%) and from the Antarctic-wide
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REMA assessment (-10.4%, -8.3%, +8.5%, +1.9%). Once stratified by slope and

roughness however, the underlying calibration structure aligns closely with findings

from both Antarctica and Pine Island Glacier.

Over low slopes, PICP errors approach values comparable to the Antarctic-

wide REMA case (Figure 7.8b). As surface complexity increases, central coverage

(5th-95th) declines sharply, reaching magnitudes exceeding -60% for slopes steeper

than 0.9◦, matching the level of under-coverage observed in Pine Island’s steepest

terrain. This decline is driven primarily by systematic under-placement of the 5th

quantile, which shows errors exceeding +50% in the most complex topography, while

the 95th quantile maintains stability across the full range of surface conditions,

as observed with both the GIS and AIS cases. Similar patterns emerge when

stratifying by surface roughness (Figure 7.8c). Smooth surfaces show PICP

errors comparable to those found with Antarctic, while much rougher surfaces

exhibit degradation magnitudes similar to those observed in Pine Island’s upper

bounds. The consistency of these slope and roughness dependencies across all

three study regions demonstrates that the differences in region-wide statistics reflect

Greenland’s topographic composition rather than a fundamental breakdown in

model generalisability. As established in Section 7.3.1, Greenland exhibits median

slopes and roughness values over twice and nearly three times higher than Antarctica

respectively, naturally shifting the ice sheet toward regimes where model calibration

is known to degrade.

Temporal analysis reveals no evidence of long-term bias or drift in PICP across

the 2019-2024 observation period, but does show a pronounced seasonal cycle

affecting all quantiles (Figure 7.8a). The central interval (5th-95th), median (≤50th),

and lower bound (≤5th) all exhibit systematic lowering in coverage errors during

summer months (May-September) and raising during winter months (November-

March), with peak-to-trough variations reaching 5-10%. The upper bound (≥95th

quantile) demonstrates the inverse behaviour, with raised coverage error during

summer and lowered during winter. These seasonal variations align closely with
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expected patterns of surface elevation change driven by accumulation and ablation

cycles (Slater et al., 2021). The consistent nature of these oscillations suggests that

they reflect genuine seasonal elevation changes rather than calibration instabilities,

although further more detailed analysis would be needed to fully understand their

origin.

Spatially, the most severe central coverage errors (approaching -90% in many

locations) cluster around the ice sheet margins (Figure 7.8d). These patterns mirror

the behaviour observed in topographically complex Antarctic regions such as the

Transantarctic Mountains and Antarctic Peninsula, but cover a substantially larger

fraction of the ice sheet due to Greenland’s more constrained topographic setting and

steeper peripheral zones. Interior regions, particularly across the central plateau,

show near-zero or slightly positive central coverage errors, indicating distributions

that are appropriately calibrated or slightly over-conservative. It is also worth

reiterating that these marginal regions represent out-of-distribution conditions for

the Antarctic-trained model, which may contribute to any observed performance

degradation.

For the upper bound (≥95th quantile), spatial patterns show less dramatic

variation, in-line with those observed for Pine Island and the AIS (Figure 7.8e).

Flatter interior regions where central coverage is near-optimal often exhibit the

maximum negative error (-5%), indicating that the 95th quantile exceeds all ICESat-

2 observations, though the actual scale of this misplacement is indeterminate. Unlike

the Antarctic REMA case, these spatial patterns show no clear correlation with

regions of documented high mass loss, such as the major outlet glacier systems of

Jakobshavn Isbræ, Helheim Glacier, or Kangerdlugssuaq Glacier, confirming the

suggested hypothesis that temporal mismatches between mosaic and altimetric data

were a significant source of apparent miscalibration in the earlier analyses with

REMA. Much of the remaining spatial structure appears as unresolved variability

without clear topographic or glaciological associations, consistent with findings

across all validation regions.
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Figure 7.8: Prediction interval coverage probability (PICP) errors across the CryoSat-2 SARIn zone

of the Greenland Ice Sheet for model predictions that are compared to ICESat-2 measurements (6

years; 2019-2024). PICP errors are expressed as deviations from nominal coverage levels. Values

are presented for the (1) central 90% interval (5th-95th quantiles), (2) ≤50th quantile, (3) ≥95th

quantile, and (4) ≤5th quantile. (a) PICP error as a function of time over all intervals. (b) PICP

error as a function of surface slope over all intervals. (c) PICP error as a function of surface

roughness over all intervals. (d) Spatial distribution of PICP error for the 5th-95th interval, binned

at 10 km resolution. (e) Spatial distribution of PICP error for the ≥95th quantile, binned at 10

km resolution.
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The replication of fundamental calibration characteristics across Greenland -

broad under-coverage that degrades with topographic complexity, robustness of

the 95th quantile, and spatial patterns controlled by surface slope and roughness

- provides strong evidence that the deep learning framework has successfully

generalised beyond its Antarctic training domain. The seasonal cycles unique

to Greenland’s more temperate environment (Slater et al., 2021) offer additional

insights into model behaviour under conditions of active surface mass balance,

while the overall consistency of topographic dependencies demonstrates that the

underlying physical relationships between waveform characteristics and surface

geometry have been successfully captured by the ensemble approach.

7.3.3.2 Ice Sheet Surface Elevation Change

I now assess the framework’s ability to detect elevation change patterns across

Greenland’s distinct glaciological environment. The evaluation follows the same

analytical framework employed for Pine Island Glacier, generating elevation change

rate (dh/dt) maps and time series (dh) using the processing pipeline described in

Section 7.2.2.3. My ensemble predictions are compared against equivalent ICESat-

2, Cryo-TEMPO L2+ POCA, and Cryo-TEMPO EOLIS derived estimates across

the 2019-2024 observation period. As with Pine Island, the quantiles are processed

independently and their mean calculated to provide the primary ensemble estimate,

with the quantile spread serving as an inherent uncertainty measure.

Figure 7.9 presents ice-sheet-wide dh/dt maps derived from each dataset,

revealing the established spatial patterns of Greenland mass loss documented

extensively in the literature (Slater et al., 2020; Otosaka et al., 2023; IMBIE

Team, 2020; Broeke et al., 2016; Hanna et al., 2020; Simonsen et al., 2021; Nilsson

et al., 2024). All four approaches, including my ensemble, successfully capture the

characteristic zones of rapid thinning around the ice sheet periphery, where major

outlet glacier systems that are currently in a state of dynamic imbalance drain the

interior ice mass toward the ocean. The southern coastal regions exhibit the most
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widespread thinning rates, commonly exceeding 1-2 m yr−1, while individual outlet

glaciers such as Jakobshavn Isbræ, Helheim Glacier, and Kangerdlugssuaq Glacier

show localized thinning rates approaching 3 m yr−1. The interior accumulation zone

remains relatively stable, consistent with expected patterns of mass balance across

the ice sheet. As with Pine Island, the framework shows stability by producing near-

zero inland elevation change rates, consistent with ICESat-2, indicating internal

consistency and proper sensitivity to waveform changes.

Despite this fundamental agreement in large-scale patterns, some differences in

data quality are apparent across the datasets. As expected, ICESat-2 produces the

smoothest and most coherent elevation change field, reflecting both its centimeter-

level measurement precision and mature processing algorithms. CryoSat-2 POCA

and EOLIS exhibit comparable smoothness across most regions, although with some

localised, pixel-level anomalies in topographically complex coastal areas.

The ensemble approach successfully reproduces the expected glaciological signals

and shows strong agreement with the operational datasets in identifying the major

zones of mass loss. However, the predictions exhibit substantially more noise

than the comparison datasets, particularly around the ice sheet margins and most

prominently in the southern and eastern regions, approaching the coast. This noise,

which often manifests as apparent elevation gain signals of several meters per year,

correlates strongly with areas of high topographic complexity identified in the slope

and roughness analysis of Section 7.3.1. The spatial distribution of this noise closely

resembles the degraded performance observed in the southwestern coastal regions

of Pine Island Glacier, suggesting similar underlying causes related to challenging

surface conditions that exceed the framework’s optimal operating regime.
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Figure 7.9: 5 km-gridded rates of elevation change (dh/dt) over the CryoSat-2 SARIn zone of the

Greenland Ice Sheet (2019-2024). Top left: ICESat-2 baseline solution, serving as the reference by

which the other solutions are compared to. Top right: Mean of 5th, 50th, and 95th predicted

quantiles from my deep learning framework, which excludes any interferometric information.

Bottom left: Cryo-TEMPO POCA interferometric measurements. Bottom right: Cryo-TEMPO

EOLIS interferometric swath measurements.

The quantile-specific performance (Figure 7.10) reveals patterns broadly consis-

tent with those observed for Pine Island (Section 7.3.2.2), though the relationships
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are less pronounced due to the much larger spatial scale and greater topographic

diversity of Greenland. The 5th quantile appears to exhibit the highest levels of noise,

while the 95th quantile produces the smoothest elevation change field, although this

overall distinction is not as clear as with the Pine Island counterpart. All three

quantiles show agreement in the spatial distribution of problematic regions, with

the systematic positive elevation change anomalies appearing consistently across

the 5th, 50th, and 95th percentile predictions.

Figure 7.10: 5 km-gridded rates of elevation change (dh/dt) over the CryoSat-2 SARIn zone of the

Greenland Ice Sheet (2019-2024) for individual 5th, 50th, and 95th predicted quantiles from my

deep learning framework.

The difference maps relative to ICESat-2 (Figure 7.11) quantify these qualitative

observations and provide statistical measures of relative performance. The ensemble

quantiles achieve good agreement with ICESat-2 across large portions of the study

region, with performance comparable to other solutions in many areas. The main
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disagreements are concentrated close to the margins, and particularly in the southern

and eastern regions, where the steep topography is expected to degrade model

performance, with differences often exceeding ±3 m yr−1 in these most affected

areas. Despite these localised disagreements, the quantile-specific statistics reveal

minimal systematic bias in the overall regional estimates, with median differences

of -0.03, -0.03, and -0.02 m yr−1 for the 5th, 50th, and 95th percentiles respectively.

The MADs are larger than what was seen in Pine Island, but similarly decrease

progressively with quantile rank (0.29, 0.22, 0.21 m yr−1 for the 5th, 50th and 95th

quantiles, respectively).

Taking the mean across quantiles achieves the same median difference and MAD

as the 95th percentile alone (-0.02 m yr−1 median, 0.21 m yr−1 MAD), suggesting

that the averaging approach provides limited additional benefit over Greenland as

compared to Pine Island Glacier. This may reflect the more challenging surface

conditions encountered across much of Greenland’s periphery, where systematic

errors in individual quantiles persist rather than averaging out. Comparing the

different solutions, Cryo-TEMPO POCA demonstrates the closest agreement with

ICESat-2, exhibiting a median difference of -0.01 m yr−1 and MAD of 0.08 m yr−1. In

contrast, EOLIS shows a systematic negative bias (-0.09 m yr−1 median difference)

that is greater than the bias apparent in my averaged quantile solution, similar

to the behaviour observed for Pine Island Glacier. However, it achieves a lower

MAD (0.11 m yr−1) than any of the ensemble quantiles, indicating more spatially

consistent performance despite the overall bias. In this case, the average of the

predicted quantiles represents a 50.0% reduction in bias relative to ICESat-2 when

compared to EOLIS, but increases the MAD by 71.4%.
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Figure 7.11: 5 km-gridded rates of elevation change (dh/dt) over the CryoSat-2 SARIn zone of the

Greenland Ice Sheet (2019-2024), differenced to ICESat-2 baseline. Top row: Individual 5th, 50th,

and 95th.
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The temporal analysis (Figure 7.12) reveals patterns that mirror those observed

for Pine Island (Section 7.3.2.2) while providing additional insights into model

behaviour at ice-sheet scales. The ICESat-2 and POCA solutions again show

strong temporal agreement throughout the observation period. Encouragingly, my

ensemble prediction also captures the overall downward trend seen in these datasets,

with the uncertainty envelope formed by the quantile minimum and maximum

encompassing both ICESat-2 and POCA measurements for nearly the entire time

series. This represents increased temporal agreement than observed for Pine Island

Glacier, and suggests that although I observe regions of noise in some sectors, my

model is able to accurately resolve the net volume change of the ice sheet. As with

Pine Island Glacier, the three quantiles maintain a consistent hierarchy throughout

the observation period, with the 5th, 50th, and 95th quantiles predicting successively

shallower elevation loss rates.

Figure 7.12: Elevation change time series over the CryoSat-2 SARIn zone of the Greenland Ice Sheet

(2019-2024), normalised to zero at start. Blue line shows median across ensemble quantiles with

min/max uncertainty envelope (shaded). Green: Cryo-TEMPO POCA solution (60-day epochs).

Red: Cryo-TEMPO EOLIS solution (30-day epochs). Orange: ICESat-2 solution (30-day epochs).

Each point represents the median across 5 km grid cells for that epoch.

As was observed for Pine Island Glacier, EOLIS again exhibits the most negative
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regional elevation change estimates, maintaining a systematic bias that places it

outside the ensemble uncertainty bounds for most of the observation period after

mid-2021. The consistency of this EOLIS offset across both Pine Island Glacier and

Greenland likely suggests a fundamental difference in measurement philosophy or

processing approach rather than region-specific calibration issues.

The regional integration of elevation change across Greenland (Figure 7.12)

supports the key finding from Pine Island Glacier (Section 7.3.2.2); namely, that

distributional ambiguity reduces into coherent signals of elevation change when

aggregated across space and time. The agreement between my ensemble mean and

both ICESat-2 and POCA demonstrates successful convergence despite substantially

higher noise in individual grid cells, indicating that essential physical relationships

between waveform characteristics and surface evolution are preserved even in this

fundamentally different ice sheet environment. Also consistent with Pine Island

results (Section 7.3.2.2), my ensemble demonstrates closer temporal correspondence

with ICESat-2 than with EOLIS, despite using solely power waveform data compared

to EOLIS’s additional interferometric phase information. This reinforces the

framework’s promising sensitivity to subtle waveform changes correlating with sub-

meter elevation variations, despite predicting distributions spanning tens of meters

- a capability that I demonstrate here transfers between polar environments.

However, Greenland reveals new limitations not evident over Pine Island.

Systematic elevation gain anomalies in southern and eastern Greenland represent

significant data quality degradation in areas of extremely high topographic com-

plexity. Their correlation with surface complexity provides guidance for identifying

regions that require cautious interpretation and further model refinement. This

likely also reflects the fact that, although Pine Island was withheld from model

training, it still belongs to the Antarctic Ice Sheet (AIS) and therefore remains

more consistent with the training distribution, whereas Greenland represents cross-

polar generalisation to a fundamentally different ice-sheet environment. That said,

explicitly training future operational models on this presently out-of-distribution
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region could reduce such artifacts. Despite these topographic limitations, the overall

Greenland performance demonstrates good generalisability for an Antarctic-trained

framework. The successful reproduction of established glaciological patterns and

consistent calibration characteristics across fundamentally different environments

provide compelling evidence that the ensemble has learned transferable physical

relationships rather than region-specific artifacts. This transferability, established

through both Pine Island and Greenland-wide validation, represents a crucial step

toward operational applications that could utilise decades of underutilised altimetric

data for enhanced ice-sheet monitoring.

7.4 Conclusion

This chapter has developed and assessed new estimates of ice sheet elevation and

elevation change which have been derived, for the first time, using a probabilistic

deep learning framework. Specifically, results were generated and evaluated over

Pine Island Glacier in West Antarctica, and the Greenland Ice Sheet - regions

withheld from the training process. The results demonstrate that the framework can

extract meaningful glaciological signals from non-interferometric radar waveforms

across fundamentally different polar environments, while also highlighting important

operational constraints. To my knowledge, this is the first time that swath processing

of non-interferometric waveforms has been successfully demonstrated.

Prediction interval coverage probability (PICP) analysis against ICESat-2

showed that the deep learning framework, which was trained on Antarctic data,

exhibited consistent calibration behaviour across both Pine Island Glacier and the

Greenland Ice Sheet: systematic under-coverage that increases with topographic

complexity, alongside stability of the 95th quantile. This consistency provides strong

evidence that the ensemble has learned transferable physical relationships between

radar waveforms and surface geometry, rather than overfitting to the Antarctic-

specific conditions during training.
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The framework’s capacity to resolve spatial elevation change rates (dh/dt) over

2019-2024 was further validated against three independent altimetric datasets;

namely dh/dt estimates that were derived from ICESat-2, Cryo-TEMPO L2+

POCA, and Cryo-TEMPO EOLIS. In this regard, my model clearly reproduced well-

established patterns of ice sheet thinning, including 2-3 m yr−1 losses propagating

inland from Pine Island Glacier’s grounding line (Reed et al., 2024; Wingham

et al., 2009; Park et al., 2013) and major outlet glacier losses across Greenland

(Slater et al., 2021; IMBIE Team, 2020), showing good agreement with these

other datasets. Aggregated elevation change time series (dh) also tracked seasonal

variability in agreement with all three datasets, while the predicted 5th, 50th, and 95th

quantiles provided a natural uncertainty envelope capturing both model confidence

and the plausible range of change. It was particularly encouraging to observe that

the temporal patterns matched those from interferometric solutions despite my

framework not being given access to phase information. Crucially, the ability to

detect sub-meter annual elevation changes from probability distributions spanning

tens of meters (1) demonstrates the ensemble’s capacity to resolve subtle waveform

variations and translate them into meaningful elevation signals, and (2) validates the

central premise that waveform ambiguity constitutes exploitable information rather

than a processing obstacle.

This chapter also contributes the first comprehensive roughness characterisation

of the Greenland Ice Sheet, that is independent of slope, derived using Singular Value

Decomposition techniques applied to the 100 m ArcticDEM mosaic. The approach

directly parallels the analysis presented in Chapter 5 for Antarctica, which used

the 100 m REMA DEM. The resulting 100 m-resolution slope and roughness maps

reveal Greenland’s markedly steeper (median slope 0.434◦ vs 0.192◦) and rougher

(median roughness 0.855 m vs 0.297 m) surface compared to Antarctica.

The competitive performance of my new deep learning approach relative to

interferometric processing, achieved using only power waveform information, carries

significant implications for historical, current, and future data utilisation. The
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pre-2010 record from ERS-1, ERS-2, and Envisat missions consists solely of non-

interferometric, Low Resolution Mode (LRM) altimetry. These represent decades

of potentially underexploited observations that could extend elevation change

records back to the early 1990s, though adaptation would be required for LRM

rather than SAR processing. Similarly, operational Sentinel-3 satellites and the

planned Sentinel-3 Next Generation (S3NG) satellites provide SAR coverage but

lack interferometric capability (Egido, 2023), while the upcoming CRISTAL mission

will only apply SARIn at Ku-band, not at Ka-band (Kern et al., 2020). All thus

present further avenues for enhanced information extraction.

More broadly, this chapter demonstrates the value and potential of fundamen-

tally alternative data-driven approaches to exploiting non-interferometric altimetry

across polar regions. While the POCA approach continues to provide the most

precise individual elevation measurements through its focus on the unambiguous

leading-edge return, the deep learning framework offers a complementary and

distinct advantage: a substantially higher density of elevation estimates across

the full across-track swath, together with explicit uncertainty quantification.

The practical value of this is most evident in data-sparse conditions, or for

historical non-interferometric missions where POCA alone provides insufficient

spatial coverage to resolve fine-scale glaciological processes. While limitations in

complex terrain remain an obstacle to universal deployment, the demonstrated

ability to recover elevation change signals from waveforms alone represents a

significant methodological advance. As such, this new framework offers a promising

route towards improved ice-sheet monitoring and, ultimately, more robust sea-level

projections to support climate science and policy.
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Chapter 8

Synthesis and Conclusions

This final chapter synthesises the principal findings from the preceding studies,

discusses limitations of the methodologies developed, and outlines priorities for

future research. It then concludes by reflecting on the contribution of this work

toward unlocking new capabilities from non-interferometric SAR radar altimetry

observations for ice sheet monitoring.

8.1 Overview

Satellite radar altimeters have provided a near-continuous record of polar ice sheets

since 1991, revolutionising understanding of ice sheet behaviour and contributions

to sea level rise (IMBIE Team, 2018; Sandberg Sørensen et al., 2018; Nilsson et al.,

2022; Otosaka et al., 2023). The complex topography of the ice margins, however,

presents several deep-seated challenges for conventional processing; namely, difficulty

in tracking the ice surface, and fundamental ambiguity in determining the origin of

surface reflections. While both challenges limit measurement capabilities, the later

represents a fundamental limitation inherent in non-interferometric systems, with

traditional approaches relying on dimensionality reduction to single-point estimates,

discarding much of the waveform’s information content (Brooks et al., 1975; Ridley

et al., 1988; Davis et al., 1993; Bamber, 1994). While state-of-the-art methods have
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refined these approaches, contemporary processing continues to rely on reduced-

dimensionality representations, limiting the ability to fully exploit the information

encoded within waveforms - a limitation quantified in Chapter 5 and directly

addressed by the distributional framework developed and assessed in Chapters 6

and 7.

This thesis develops methods to better understand and overcome these de-

ficiencies through novel deep learning methodologies and high-resolution Digital

Elevation Models. To achieve this, four interconnected objectives were pursued: (1)

systematic assessment of current operational systems, (2) the introduction of new

methods for topographic characterisation, (3) the design of probabilistic frameworks

that quantify waveform ambiguity as an information source, and (4) demonstration

of practical utility through application to untrained regions and comparisons to

establish approaches.

This thesis demonstrates that deep learning can successfully quantify surface

ambiguity in non-interferometric instruments across polar ice sheets, significantly

increasing measurement density and offering improved capabilities for long-term

monitoring of ice sheet surface elevation. These advances address longstanding

limitations in SAR altimetry, impacting past, current, and future missions and,

ultimately, our understanding of ice sheet contributions to sea level rise.

The specific objectives of this thesis, as outlined in Chapter 4, were:

1. Assess current operational capabilities: Evaluate Sentinel-3 SAR altime-

ter performance over the Antarctic Ice Sheet using high-resolution topographic

datasets, developing new methodologies for understanding instrument limita-

tions and topographic controls on altimetry processing (Chapter 5).

2. Develop probabilistic deep learning framework: Create and validate

a novel approach for extracting distributional elevation information directly

from non-interferometric SAR radar waveforms, explicitly modelling waveform

ambiguity (Chapter 6).
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3. Demonstrate transferability and utility: Apply the deep learning frame-

work to regions entirely absent from training data and compare performance

against established altimetric approaches to demonstrate practical utility for

operational ice sheet elevation change monitoring (Chapter 7).

8.2 Summary of Key Findings

This thesis directly addresses the aims outlined above through three interconnected

studies that each contribute to enhanced understanding of satellite radar altimetry

capabilities and limitations over polar ice sheets.

8.2.1 Operational Performance Assessment and Topographic

Characterisation

Chapter 5 provided the first comprehensive, ice-sheet-scale assessment of Sentinel-

3 SAR altimeter performance over Antarctica using high-resolution topographic

datasets. This work built upon previous studies that accessed accuracy and precision

of Sentinel-3 elevation measurements (McMillan et al., 2019; McMillan et al., 2021)),

established new benchmarks for understanding altimeter capabilities, and introduced

methodological approaches with implications extending beyond immediate technical

assessment.

The study developed new continent-wide surface slope and roughness datasets by

applying Singular Value Decomposition (SVD) to the Reference Elevation Model of

Antarctica (REMA). This approach algorithmically separates slope and roughness

components, offering improvements over previous methods that often conflated these

distinct topographic properties (Yi et al., 2005; Riley et al., 1999; Wilson et al.,

2007)). This conflation is problematic because slope and roughness represent distinct

topographic characteristics that influence different aspects of ice sheet behaviour,

making their separation essential for accurate interpretation. The analysis revealed

that 76.9% of the Antarctic Ice Sheet exhibits slopes below 0.5◦, while 62.4% has
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surface roughness below 0.5 m, with a strong positive correlation between slope and

roughness (Pearson correlation coefficient of 0.808). Application to the Greenland

Ice Sheet in Chapter 7, mirroring the Antarctica analysis, revealed that Greenland

exhibits more complex surface conditions: over twice the median surface slopes

(0.434◦ vs 0.192◦) and nearly three times the median roughness (0.855 m vs 0.297

m) compared to Antarctica.

Over Antarctica, systematic evaluation of the fundamental assumption in

conventional altimetric processing that the Point of Closest Approach (POCA)

corresponds to the leading edge of the waveform revealed that 94.1% of Sentinel-

3 acquisitions successfully capture the POCA within the range window. This

represents a 4.6% improvement over the previous non-thematic product. However,

the remaining 5.9% of cases - occurring predominantly in areas of high topographic

complexity - demonstrate a clear breakdown of this core assumption.

Further analysis demonstrated that, 57.4% of the ice sheet exhibits greater

topographic variance within the beam footprint than can be fully captured by the

current 60 m range window, demonstrating limitations in this instrumental choice.

Doubling the range window size from 60 m to 120 m could increase mean topographic

capture from 90.6% to 96.9%.

It was also demonstrated that optimal range window placement achieves a

median of 89.2% of total possible topographic capture, declining systematically with

increasing slope and roughness. This demonstrates that even under conditions where

full capture is theoretically possible, significant improvements can still be achieved.

Chapter 5 also quantified how surface topography affects along-track waveform

correlation over Antarctica, revealing that inter-record correlation remains high

(median 0.944) but decorrelates more rapidly over complex terrain. Surface

slope and roughness explain 38.2% and 22.2% of ice-sheet-wide variance in 50-

record correlation decay, respectively, establishing quantifiable relationships between

topography and radar scattering behaviour.

These findings support the range window size chosen for the upcoming CRISTAL
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mission (256 m range window with interferometric capability), validating design

choices for next-generation altimetry missions (Kern et al., 2020). Importantly, the

implications of this analysis extend beyond Antarctica: given Greenland’s steeper

surface slopes and higher roughness, the results presented in Chapter 5 are likely to

prove even more critical for interpreting altimeter performance in this region.

8.2.2 Probabilistic Deep Learning Framework Development

Chapter 6 introduced a probabilistic deep learning approach that reframes waveform

ambiguity as an information source rather than a processing limitation. This rep-

resents the first demonstration that meaningful distributional elevation information

can be extracted from across the entire swath using solely power waveforms alone

without reliance on interferometric phase data as shown in previous studies (Gray

et al., 2013; Gourmelen et al., 2018). The framework employs an ensemble of 16

ResNet-RS models trained with Pinball loss for quantile regression, predicting 5th,

50th, and 95th elevation quantiles across 150 points spanning a 15 km across-track

swath. This approach provides an alternative to conventional single-point processing

while explicitly quantifying both aleatoric uncertainty (arising from fundamental

ambiguity in possible surface configurations) and epistemic uncertainty (reflecting

confidence in model predictions).

To ensure high-quality training data, the study developed a new, simplified

waveform simulator using ray-casting techniques, which proved robust to highly

irregular surface geometry whilst being computationally efficient. This simulator

enabled filtering of mismatched waveform-topography pairs using Wasserstein

distance thresholds to maintain geometric consistency in the training data.

Evaluation of the deep learning framework against an independent Antarctic test

set (2023, ice-sheet wide) demonstrated robust topographic profile recovery, with the

50th quantile showing a median elevation offset of only -2.97 ± 2.96 m relative to

REMA across the entire ice sheet. Prediction Interval Coverage Probability (PICP)

analysis revealed systematic calibration patterns: the framework captured 79.6% of
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REMA points within the 5th-95th quantile range (target: 90%) when taken ice-sheet

wide, with under-coverage increasing substantially in complex terrain. Notably, the

95th quantile maintained good robustness across all surface conditions, reflecting

fundamental radar physics (Bamber, 1994; Scott et al., 1994), where the 95th quantile

is anchored to leading-edge returns that provide the clearest elevation signal with

minimal ambiguity, while lower quantiles capture progressively more ambiguous later

returns from multiple scattering surfaces.

Aleatoric uncertainty, captured through quantile spread, reflects the fundamental

physical ambiguity in possible surface configurations and varies systematically with

terrain complexity. Distributional widths (5th-95th quantile coverage) increase from

23.5 m at 0◦ slope to 60.8 m at 1◦ slope, and from 21.9 m to 59.8 m as roughness

increases from 0 m to 100 m, reflecting the more complex waveforms and multiple

scattering sources in topographically challenging terrain. Epistemic uncertainty also

increased with topographic complexity and showed systematic patterns with the 95th

quantile exhibiting the lowest uncertainty (median 1.48 m), followed by the 50th (2.17

m) and 5th quantiles (3.19 m). This hierarchy again reflects the upper quantiles

physical anchoring in leading-edge returns that provide the clearest elevation signal.

8.2.3 Cross-Domain Validation and Transferability

Chapter 7 established the transferability and practical utility of the deep learning

framework through application to Pine Island Glacier and the Greenland Ice Sheet -

regions entirely absent from Antarctic training data. This validation demonstrated

transferability while revealing both capabilities and constraints for operational

deployment.

The framework showed consistent calibration behaviour across all three regions

(Antarctica, Pine Island Glacier, Greenland), providing evidence that the ensemble

learned transferable physical relationships between radar scattering and surface

geometry rather than region-specific characteristics. PICP patterns replicated

systematically when stratified by topographic complexity across all domains, with
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validation conducted against ICESat-2 observations.

Established glaciological signals were successfully reproduced, capturing 2-3

m yr−1 thinning at Pine Island Glacier (Nilsson et al., 2022; Reed et al., 2024;

Wingham et al., 2009) and major outlet glacier losses across Greenland (Simonsen

et al., 2021; Nilsson et al., 2024). Validation against three independent datasets -

ICESat-2, Cryo-TEMPO Level-2+ POCA, and Cryo-TEMPO EOLIS, demonstrated

good agreement in both spatial elevation change (dh/dt) patterns and region-wide

temporal elevation change (dh) time series. The fact the framework achieved

comparable spatiotemporal performance to interferometric swath processing, despite

using only power waveforms, is particularly notable. The ability to detect sub-

meter annual elevation changes from probability distributions spanning tens of

meters validated that waveform ambiguity constitutes exploitable information rather

than a processing obstacle. However, systematic elevation gain noise appeared

in Greenland’s most complex coastal regions, correlating clearly with topographic

complexity. Looking forward, it will be important to optimise performance in these

regions, since they are experiencing the greatest mass loss (IMBIE Team, 2018),

though explicitly training future operational models on data from this region, which

is presently out-of-distribution, could reduce such artifacts. Section 8.4 outlines

potential avenues for future improvements in this regard.

8.3 Synthesis of Key Contributions

This thesis advances satellite radar altimetry by better characterising key limitations

and enhancing both processing methodology and topographic characterisation.

Several key themes emerge that collectively represent progress in how non-

interferometric altimetry processing is approached over polar ice sheets.
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8.3.1 Reconceptualising Measurement Ambiguity as Distri-

butional Information

Traditional altimetry processing treats waveform ambiguity as an obstacle requiring

elimination through dimensionality reduction to single-point estimates. This thesis

demonstrates that this ambiguity can be quantified, revealing valuable distributional

information in across-track surface configurations. The key insight is that power

waveforms contain sufficient information to predict full elevation distributions rather

than singular estimates - fundamentally challenging three decades of deterministic

processing philosophy.

The framework, developed in Chapter 6 and further explored in Chapter 7,

extracts 150 elevation estimates per waveform where conventional methods yield

one, revealing that information content is systematically discarded in standard

processing. Furthermore, the systematic hierarchy in quantile performance, with

the 95th percentile maintaining stability while the 5th percentile shows greatest

uncertainty, validates the fundamental assumptions underlying conventional POCA

approaches, while demonstrating exploitable structure in waveform ambiguity.

This reconceptualisation proves particularly powerful for ice sheet monitoring,

where sub-footprint surface variability becomes accessible to non-interferometric

altimetric observation. Previously undetectable features such as crevasse field

morphology, sastrugi patterns, and accumulation heterogeneity could potentially

be characterised through distributional analysis. This capability opens pathways

for better understanding ice sheet stability, as surface texture changes often precede

larger-scale dynamical responses, while offering potential new constraints on firn

processes and surface mass balance that could bridge observational gaps between

point measurements and regional assessments.
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8.3.2 Assessing Conventional Assumptions and Quantifying

Performance

The comprehensive evaluation of Sentinel-3 SAR performance over Antarctica

(Chapter 5) reveals that fundamental assumptions underlying conventional altimetry

processing fail systematically in topographically complex regions. The analysis

demonstrates that the core assumption - that the POCA lies within both the

illuminated footprint and range window - breaks down predictably as surface

complexity increases, with POCA capture success degrading from near 100% at

low slopes to ∼30% at 5◦. This systematic failure exposes critical limitations

in current processing paradigms that assume universal applicability of simplified

geometric models. The quantification of these breakdown thresholds provides

empirical foundations for understanding where conventional processing approaches

become unreliable.

The assessment of topographic capture capabilities reveals that, for Sentinel-3,

57.4% of observations cannot achieve complete surface representation within current

range window constraints. This analysis demonstrates the importance of range

window size.

Furthermore, even compared to the theoretical optimum, the current window

placement captures a median of only 89.2% of what could maximally be recorded

within the 60 m window, with this proportion declining further with increasing slope

and roughness.

8.3.3 Validating Slope and Roughness as Global Performance

Drivers

The consistent topographic-performance relationships observed across Antarctica,

Pine Island, and Greenland establish surface geometry as a universal control on

altimetric measurement capability, extending beyond regional differences in ice

dynamics, climate conditions, and processing methodologies. From the analyses
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in Chapter 5 through the probabilistic deep learning framework in Chapter 6 to

the cross-domain validation in Chapter 7, all approaches demonstrate identical

dependencies on slope and roughness parameters. This universality is significant

because it reveals that the physical interaction between radar signals and surface

geometry governs altimetric performance independent of glaciological context,

establishing a transferable framework for predicting measurement limitations and

optimising processing strategies across all polar ice sheet environments.

8.3.4 Turning Methodology into Monitoring Capability

The cross-domain validation in Chapter 7 demonstrates that Antarctic-derived

models can predict behaviour in different polar environments. Compared to

Antarctica, the Greenland Ice Sheet experiences a warmer, wetter climate and

elevation change signals are dominated by surface melt and dynamic thinning from

outlet glaciers (Broeke et al., 2017; Slater et al., 2021; Otosaka et al., 2023). The

Antarctic Ice Sheet, by contrast, is much colder and drier, with negligible surface

melt; elevation change signals are driven primarily by dynamic thinning (IMBIE

Team, 2018; Shepherd et al., 2019; Rignot et al., 2019; Otosaka et al., 2023).

The replication of calibration patterns and degradation thresholds across diverse

settings validates the physical foundation of the deep learning framework developed

in Chapter 6, providing confidence for broader operational deployment and historical

data exploitation. These generalisability capabilities are especially important for

downstream applications mapping surface elevation change where topography differs

from that seen during training. This universality also suggests well-characterised

regions can inform processing approaches for less well-studied areas, dramatically

expanding the effective scope of altimetric observations. Performance across the

Greenland Ice Sheet is especially encouraging given the understanding that future

models could explicitly train on this region, likely yielding further improvements.

Alongside spatial transferability, comparative performance with ICESat-2 demon-

strates the framework’s precision, achieving median elevation change differences of
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-0.02 to -0.03 m yr−1 while successfully capturing known glaciological signals across

all regions. This ability to detect sub-meter annual changes validates the approach’s

capacity to resolve subtle waveform variations into realistic elevation signals while

revealing previously inaccessible distributional information in existing observations.

Although the framework was developed using CryoSat-2 SARIn data - selected

for its substantially larger range window (∼240 m versus ∼60 m for Sentinel-

3) and longer observational record - the underlying methodology is, in principle,

directly transferable to Sentinel-3 SAR waveforms and, more generally, to SAR

altimetry missions operating with comparable waveform geometry and sampling

characteristics. The smaller Sentinel-3 range window would limit the topographic

surface captured within each waveform (Chapter 5), reducing the across-track swath

that could be recovered, but the distributional processing approach itself remains

applicable. Extension to Sentinel-3 therefore represents a clear operational priority,

particularly given the mission’s ongoing and planned continuity through Sentinel-3C

and 3D.

The framework also provides a foundation for operational implementation that

could extend elevation change records to the early 1990s through application to

ERS-1, ERS-2, and Envisat observations, though adaptation would be required

for Low Resolution Mode (LRM) rather than SAR processing. This temporal

extension, combined with enhanced spatial coverage from distributional processing,

offers potential for improved understanding of processes that drive ice sheet mass

loss throughout the satellite era. Advancing understanding of these processes is

critical for improving ice-sheet models , which in turn strengthens predictions of

future mass loss and sea-level contributions (Levermann et al., 2020; Bamber et al.,

2022).
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8.4 Limitations and Future Directions

While this thesis provides advancements in satellite radar altimetry capabilities,

several limitations must be acknowledged. These limitations stem from data

constraints, methodological challenges, and broader issues related to operational

deployment.

8.4.1 Training Data Dependencies and Reference Dataset

Quality

The deep learning framework’s performance remains constrained by the quality

of training data derived from REMA. While REMA represents an accurate

dataset, the primary limitation arises from temporal mismatch between the REMA

mosaic (spanning multiple years) and individual altimetric observations, introducing

substantial uncertainties into the training process. Nonetheless, REMA currently

represents the most comprehensive and reliable dataset available for this purpose.

The requirement for waveform-topography matching through radar simulation

resulted in substantial data filtering, with 88.4% of potential training pairs discarded.

This massive filtering suggests underlying noise in the dataset and may create

systematic biases toward particular topographic regimes. The simplified waveform

simulator, while computationally efficient, may itself introduce biases toward certain

surface types.

Enhanced waveform simulators capable of generating precisely matched surface-

waveform pairs could provide cleaner training datasets. This approach could

involve taking REMA profiles representing known topographic conditions and using

improved simulators to produce high-quality surface-waveform pairs. Additionally,

integrating complementary datasets could provide additional constraints to resolve

predicted surface ambiguity during post-processing, thus enhancing operational

capabilities.
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8.4.2 Model Calibration and Complex Terrain Performance

Systematic calibration issues persist, particularly for lower quantiles in topo-

graphically complex regions. The tendency toward over-constrained distribution

predictions affects all quantiles but is most pronounced for the 5th and 50th

percentiles, with under-coverage worsening systematically as terrain complexity

increases. Performance degradation in highly complex topography represents a

significant challenge, with the deep learning framework often performing worse than

conventional approaches in these conditions. Notably, the systematic appearance of

spurious elevation gain noise in Greenland’s most complex coastal regions highlights

areas requires further investigation. Though this is likely improved by training on

data from this region explicitly.

Improved calibration through enhanced loss functions, potentially incorporating

adversarial training approaches or physics-informed constraints, could provide

more robust predictions. Investigation of alternative neural network architectures,

including transformer-based approaches or hybrid frameworks combining physics-

based constraints with data-driven learning, may also offer pathways to improved

performance in complex terrain. Insights gained from these developments could also

support the extension of processing to other glaciated regions, such as ice caps and

mountain glaciers, and more broadly to other geophysical environments such as sea

ice.

8.4.3 Computational and Operational Deployment Challenges

The ensemble approach requires running 16 independent models at inference,

increasing computational demands compared to conventional processing methods.

While the deep learning framework utilises GPU processing for efficient inference,

comprehensive benchmarking against conventional processing speeds remains nec-

essary for operational assessment. The requirement for a priori slope information

to resolve profile orientation ambiguity introduces additional data dependencies,

though this constraint is shared with current slope correction approaches. As
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demonstrated in Chapter 7, this post-processing correction can be accomplished

using much lower resolution DEMs (e.g., 1 km resolution).

Model compression techniques and architectural optimisation could reduce

computational requirements while maintaining distributional prediction capabilities.

Additionally, further explorations into the minimum number of ensemble members

required for optimal epistemic uncertainty quantification could provide improve-

ments. Development of real-time processing capabilities would enable operational

deployment for monitoring rapid ice sheet changes.

8.4.4 Integration with Existing Processing Chains

The probabilistic framework represents a departure from conventional altimetry

processing expectations. Many downstream applications expect single elevation es-

timates rather than distributional predictions, requiring development of appropriate

synthesis approaches that extract relevant information while maintaining enhanced

uncertainty characterisation.

Standardisation of uncertainty reporting and distribution characterisation within

the altimetry community requires development of guidelines and best practices for

extracting application-specific information from distributional predictions. Integra-

tion with existing processing chains would require careful consideration of backward

compatibility.

An additional avenue for future work is the fusion of complementary altimetric

datasets - for example, combining CryoSat-2 SARIn swath products with Sentinel-3

SAR coverage - to exploit the respective strengths of each mission’s spatial coverage,

repeat period, and measurement geometry. Such multi-mission approaches could

further enhance the density and accuracy of elevation change estimates, particularly

over the ice sheet margins where measurement gaps remain most consequential.

235



8.5. Concluding Remarks

8.4.5 Physical Interpretation and Model Explainability

While the framework demonstrates consistent physical behaviour and transferability

across diverse polar environments, understanding why specific waveform features

lead to particular topographic predictions remains limited. The relationship between

learned waveform features and physical scattering processes, while validated through

transferability and calibration consistency, lacks the explicit interpretability that

characterises conventional processing approaches.

Investigation of interpretable machine learning approaches that provide insight

into learned waveform-topography relationships could enhance operational confi-

dence and facilitate model refinement. Integration of physics-informed constraints,

or hybrid approaches that combine interpretable physical models with data-driven

components, could provide better balance between performance and explainability.

8.5 Concluding Remarks

This thesis advances satellite radar altimetry by characterising key limitations in

current systems, developing innovative processing methodologies, and improving

topographic characterisation. The systematic progression from comprehensive per-

formance assessment through algorithmic development to cross-domain validation

establishes foundations for enhanced ice sheet monitoring.

The demonstration that waveform ambiguity can be quantified and exploited

as a valuable information source rather than eliminated as a processing limitation

represents the central conceptual contribution of this work. By reframing the

fundamental challenge of non-interferometric altimetry from obstacle to opportunity,

this research opens pathways for enhanced information extraction from both

current and historical radar altimetry observations. The ability to provide up to

150 elevation estimates across the swath where traditional methods return only

one, while maintaining comprehensive distributional uncertainty characterisation,

demonstrates untapped potential in existing altimetric observations.
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The competitive performance achieved by the deep learning framework, using

only power waveforms, relative to swath interferometric processing validates the

central premise that conventional altimetry processing discards valuable information

that can be recovered through sophisticated machine learning approaches. The

ability to detect sub-meter annual elevation changes from probability distributions

spanning tens of meters, while maintaining physically consistent uncertainty

estimates, validates the presence of exploitable signal in observations traditionally

considered too ambiguous for reliable processing.

The comprehensive assessment of Sentinel-3 performance in Chapter 5 pro-

vided operational insights through novel topographic characterisation methods

and systematic evaluation of instrument limitations. The SVD-based approach

for separating slope and roughness components offers methodological advances

applicable beyond altimetry applications, while the quantification of performance

with respect to range window placement and high-resolution topographic datasets

provides concrete guidance for current and future mission optimisation.

The transferability demonstrated across Antarctica, Pine Island Glacier, and

Greenland provides evidence that the deep learning framework learned funda-

mental physical relationships governing radar-surface interactions rather than

region-specific characteristics. This transferability, combined with the systematic

replication of calibration patterns and topographic dependencies across diverse

polar environments, establishes the approach as a pathway for enhanced ice sheet

monitoring with broad applicability. Performance here is especially encouraging

given the understanding that future models could explicitly train on these withheld

regions, likely yielding further improvements. Given the global application of

satellite altimetry, the methodological contributions presented here extend beyond

glaciological applications to potentially inform altimetric observations across diverse

terrestrial environments.

Although performance limitations persist, particularly in the most topographi-

cally complex regions, the demonstrated capabilities represent meaningful advances
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using power waveforms alone. The enhanced capabilities demonstrated for current

missions like Sentinel-3, combined with the guidance provided for future missions

including CRISTAL and Sentinel-3 Next Generation Topography, position this work

to contribute to the next generation of ice sheet monitoring capabilities.

The operational implications are promising. The potential to apply these

approaches to historical missions such as ERS-1, ERS-2, and Envisat could

extend elevation change records back to the early 1990s, though adaptation for

Low Resolution Mode processing will be required. The enhanced measurement

density and distributional uncertainty quantification demonstrated here contribute

directly to addressing monitoring challenges while providing tools for more effective

utilisation of both current and future altimetry missions.

As ice sheet mass loss continues to accelerate under contemporary climate

warming, the need for robust, scalable monitoring approaches becomes increasingly

critical for constraining sea level projections. The research presented here estab-

lishes probabilistic distributional altimetry as a viable approach for polar science

applications. By demonstrating that ambiguity can be transformed from limitation

to information source, this work provides methodological foundations that can

unlock substantially more scientific value from satellite radar altimetry observations.

Although operational deployment will require addressing the limitations identified,

the fundamental advance in reframing waveform ambiguity opens new pathways for

extracting maximum information content from observations of Earth’s changing ice

sheets.

In conclusion, this thesis demonstrates that the intersection of advanced machine

learning with non-interferometric SAR radar altimetry can overcome longstanding

limitations and unlock new capabilities for monitoring polar ice sheet evolution.

Through advancements in characterising altimeter performance, improved topo-

graphic representation, and development of novel probabilistic frameworks, the

methods and insights presented here provide a foundation for improved altimetry

processing approaches, offering enhanced tools for understanding ice sheet dynamics
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and improving projections of future sea level rise in support of climate science and

policy applications.
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