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Abstract 

Forecasting accuracy remains a persistent challenge in competitive markets with widespread 

use of promotions. Machine learning algorithms have emerged as an alternative to traditional 

(statistical) ones to improve forecast accuracy; however, they frequently present an obscure 

prediction logic when attempting to trace the origin of the results. This thesis investigates 

whether averages, a foundational approach approved by forecasters, can underpin classical 

forecasting when implemented through k-NN, an explainable machine learning algorithm. 

To understand practitioner needs, a survey captures current forecaster preferences, building on 

insights from an initial study conducted a decade earlier. Findings illustrate continued reliance 

on averages and inform the empirical evaluation of k-NN for promotional forecasting, focusing 

on feature preprocessing. The methodology combines survey results with a quantitative 

analysis of k-NN performance on data from an undisclosed retailer/wholesaler. 

The literature review highlights a gap in independent studies that represent demand plannersô 

perspectives, as well as a scarcity of research on the application of k-NN regression for retail 

forecasting. This motivates the primary research question: Can averaging-based machine 

learning algorithms like k-NN deliver competitive forecasts amid statistical algorithms, and 

how do transformation and autoregressive features affect predictions? 

Key contributions include: (1) updated insights into forecastersô methodological preferences, 

(2) empirical validation of k-NN as an alternative for demand forecasting, and (3) practical 

guidance on transforming feature vectors and lagged values to enhance forecast accuracy. 

These results bridge theory and practice, providing actionable recommendations for 

researchers and practitioners. Future work may extend the evaluation to further transformations 

or feature discrimination and explore hybrid forecast approaches to capture extra components.  
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Chapter 1. Introduction 

1.1 Promotions, averages and k-NN (Background and 

motivation) 

Accurate forecasting in retail is crucial for effective inventory management and achieving 

competitive performance. Promotions are intrinsic in retail, and their presence triggers demand 

fluctuations, cannibalisation effects and increases demand forecasting complexity (Fildes, et 

al., 2021), making promotional forecasting both decisive and challenging. 

Promotional forecasting is complex in retail demand planning due to the nature of promotions. 

Promotions combine price reductions and bundled deals applied during special periods, such 

as holidays, and are frequently referred to as campaigns, which trigger temporary spikes in 

consumer demand and cross-effect among product categories. Prediction methods that are 

unable to capture the nature of promotions can lead to stockouts, excess inventory, or missed 

revenue and client loyalty, which reinforces why accurate prediction is essential for operational 

success and profitability in retail environments (Aguilar-Palacios, et al., 2019). 

Despite its significance, accurately predicting the effects of promotions remains challenging. 

Traditional forecasting approaches may treat promotional periods as anomalies if the data is 

inconclusive about the promotional impact or if the effect occurs outside the promotional 

period, leading to manual adjustments or base-lift corrections to estimate demand uplifts. Some 

of the most widely taught methods, such as simple moving averages, exponential smoothing, 

and autoregressive integrated moving average (ARIMA), remain competitive during non-

promotional periods but tend to underperform when capturing the irregular surges induced by 

promotions (Hewage, et al., 2025). 
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Among practitioners, averages remain the spine of retail forecasting. Their interpretability and 

ease of use have made them enduring tools for demand planners; survey studies consistently 

show that forecasters prefer averages or moving averages for their transparency and practical 

effectiveness for initial forecasting, when not all planning data is yet available. Nevertheless, 

despite its popularity, standard averaging methods are limited by their inability to discriminate 

between relevant and irrelevant historical data, primarily because of the presence of atypical 

demand patterns caused by promotions (Fildes, et al., 2021; Hewage, et al., 2025). 

Recent advancements in data science have introduced machine learning algorithms designed 

to overcome these limitations. Among these, k-Nearest Neighbours (k-NN) represents a 

modern, memory-based extension of the averaging principle. Rather than treating all past data 

equally, k-NN selectively averages only the 'k' most similar historical instances to the forecast 

target, thereby excluding irrelevant or misleading situations (Lantz, 2013). This óintelligent 

averagingô mechanism enables k-NN to recognise and adapt to promotional patterns, even when 

such events are rare or highly variable, making it a promising solution for the distinctive 

complexities of promotional forecasting in retail. 

By leveraging k-NNôs ability to capture local patterns and discard noise, this thesis seeks to 

advance the practice of promotional forecasting in retail by bridging the gap between classical 

averaging approaches and the demands for both accuracy and interpretability in modern retail 

contexts. 

1.2 Research questions 

The research questions in this thesis are designed to address key gaps in both forecasting 

practice and methodological development, with a particular focus on the complexities of retail 

promotional forecasting. They reflect an integrated perspective that combines empirical 
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insights from forecasting practitioners and the evaluation of advanced machine learning 

approaches tailored to the retail context. 

What are the current preferences, practices, and challenges faced by demand planners in 

forecasting? 

This question aims to capture forecasters' voices through the literature and through a general 

survey to understand practitionersô methods, algorithm preferences, software choices, and 

forecast composition, thereby ensuring that the relevance and design of current and new 

forecasting model proposals align with real-world needs. 

Can k-Nearest Neighbours (k-NN), as an averaging-based machine learning algorithm, 

be competitive in terms of forecasts for retail promotional demand? 

Building on the foundational role of averages in forecasting practice, this question investigates 

whether k-NN can serve as an improved, intelligent averaging method, capable of 

discriminating relevant historical promotional patterns and enhancing forecast accuracy and 

transparency. 

How do feature preprocessing, including the incorporation of autoregressive features, 

impact the performance of k-NN models in forecasting promotional sales? 

Feature transformation significantly affects a model's adaptability to promotional dynamics. 

This question examines which transformations and lagged variables optimise k-NNôs capacity 

to capture unique demand shifts caused by promotions, providing practical guidance for model 

customisation. 

1.3 Contributions 

This thesis contributes to research and practice in four dimensions. (1) showing empirical 

insights into forecasting preferences, (2) k-NN as a Machine Learning algorithm which helps 
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to trace and explain promotional forecasting, (3) a practical guidance on initial feature 

engineering and the use of lagged values of the time series and (4) the use of average relative 

errors for benchmarking. 

The survey, designed exclusively for this study, provides a unique, up-to-date overview of 

forecasting practices (algorithms and software) and preferences among demand planners. 

Comparing the results with a decade-old baseline for some questions reveals persistent reliance 

on averages, as well as specific changes in preferred software and forecasting algorithms. 

The study also explains and evaluates the k-Nearest Neighbours (k-NN) algorithm for retail 

promotional forecasting, demonstrating how this lazy learner can generate competitive, 

explainable, and traceable forecasts directly from the data. 

The empirical analysis also identifies the effects of feature transformations and lagged time-

series values on forecast performance, allowing practitioners to tailor k-NN modelling to 

promotional demand. 

In terms of benchmarking, the adoption of average relative errors provides a practical, 

interpretable metric for evaluating forecasting methods at each observation in the test set. This 

supports a reliable assessment for both academic and practical use. 

In summary, this thesis presents actionable recommendations for researchers and practitioners 

on implementing k-NN regression in a retail environment, including a package 

recommendation for open source software. 

The findings of this research were presented at four academic conferences. Nevertheless, some 

of these experiments are omitted because of their lack of contribution to the research questions 

(see 1.2). Two conferences took place in the UK, and the rest in other countries, in virtual/online 

mode because of the COVID-19 pandemic (World Health Organization, 2023): 
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¶ Sinapsis 2025 (September 2025) - IX Meeting of Peruvian Scientists in Europe: 

k-Nearest Neighbours, a Novel Machine Learning Method for Retail Promotional 

Forecasting (Pisa, Italy) 

¶ Sinapsis 2022 (October 2022) - VI Meeting of Peruvian Scientists in Europe: Demand 

Sensing with k-Nearest Neighbours (k-NN). An application for retail promotional 

forecasting (UCL, London, UK)  

¶ ISF2021 (June 2021): Promotional Forecasting for Retail using k-NN - Selecting the 

number of neighbours (k). Abstract ID: isf-abs-73d2d (Virtual)  

¶ ISF2020 (June 2020): Feature Transformation on k-NN Multivariate Regression in 

Retail Forecasting. Abstract ID: isf-abs-4d7b3 (Rio de Janeiro ï online)  

¶ OR61 (September 2019): Retail Forecasting using k-Nearest Neighbours (University of 

Kent, UK)  

¶ In addition, I also presented part of my research in the following workshops: 

o A practical session on Machine Learning as part of the Forecasting & Predictive 

Analytics Module delivered by NATCOR (A National Taught Course Centre in 

Operational Research for PhD students from different universities, from 22 to 

26 February 2021). The examples included a practical use case of k-NN for time 

series forecasting using the tsfknn package (Martinez, et al., 2025). 

o óFeatures Transformation for k-NN in Retail Forecastingô at the joint CMAF-

EMP (Centre for Marketing Analytics and Forecasting & Centre for Financial 

Econometrics, Asset Markets and Macroeconomic Policy) Research Workshop 

(12-March-2020 at the Charles Carter Building) 

Following the publication of this thesis, the CMAF plans to distribute an executive report of 

the survey findings included in this thesis to the participants who explicitly requested a copy 

of the results. 

1.4 Structure of the Thesis 

The thesis is divided into six chapters. The first chapter begins with this introduction; the 

second chapter develops a literature review in two dimensions and presents the research 

question afterwards; first, it provides context on the evolution of demand planning surveys and 

identifies gaps in prior research; second, it finds the current research and applications of a 

machine learning algorithm based on averages, the k-Nearest Neighbours (k-NN) on retail, 

promotional and time series forecasting. The second chapter ends with the research question. 

The third chapter presents new insights from a survey prepared, distributed, and interpreted 

exclusively for this research, and compares them with relevant studies. The fourth chapter 
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presents k-NN and examines feature transformation, including its impact on algorithm 

accuracy. The fifth chapter presents the selection of meta-parameters (i.e., the choice of k) and 

feature vector modifications aimed at improving forecast accuracy. Finally, we present some 

conclusions and future directions for this research. 

1.5 Summary 

This chapter introduces the topics which motivated the research, retail forecasting, from the 

literature to the practitionersô view and the current trend of using Machine Learning methods 

for retail forecasting, with particular interest in an algorithm classified as a lazy learner because 

it replaces complex inference rules while using larges amount of memory to find similar cases, 

k-Nearest Neighbours or k-NN, which is easy to explain, trace and implement to produce 

numerical forecasting as it will be shown in the following chapters. 

In addition, we present the methodology this thesis follows, first, to create and deliver a survey, 

and later to conduct experiments using a dataset from a previous study, including the 

contributions of this research to the academic community as presented in selected conferences 

from 2019 to 2022. Finally, we present the thesis structure. 
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Chapter 2. Challenges and 
algorithms in retail 

forecasting: a literature 

review 

2.1 Introduction 

Retail is a vital industry because it creates jobs for many workers and accounts for a significant 

portion of GDP in Europe and America. However, predicting retail sales is difficult, mainly 

because sales often depend on promotional activities. 

Retail sales forecasting faces several challenges, including demand volatility, the effects of 

promotions, some of which lag, sales cannibalisation among similar products, and intermittent 

demand for specific items. These obstacles compel forecasters to be creative in selecting 

algorithms, developing the necessary databases to anticipate future effects, and choosing 

appropriate software to predict demand accurately. 

Algorithms and software play a crucial role in forecasting. Their methods range from basic 

techniques such as averages and traditional statistical models (including exponential 

smoothing, regression, and time-series models) to more sophisticated machine learning 

approaches. Equally important is the forecast's interpretability, which poses its own challenges: 

while accuracy matters, it is also essential to clearly communicate how the forecast is produced. 
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To understand and validate these ideas, academics have studied practice using surveys. 

However, there is no comprehensive perspective, as the motivation tends to focus on specific 

aspects of the role, such as the algorithm, a particular approach, or the software used.  

This chapter discusses methodological advances and common challenges in retail demand and 

promotional forecasting, primarily based on published models and case studies. To evaluate 

whether these methods reflect industry practices and to understand the needs and limitations 

faced by demand planners, the following chapter presents a comprehensive global survey of 

forecasting practices. 

2.2 Retail, forecasting and promotions 

Retail is one of the pillars of modern economies, not only because of its contribution to the 

gross domestic product (GDP) but also because of its role as a significant source of 

employment. 

In the United States, retail trade accounts for approximately 5 to 6% of the GDP, contributing 

over $1.2 trillion in annual profit according to the Bureau of Economic Analysis, with annual 

sales over $5 trillion. The Office for National Statistics (ONS) reports that the retail sector 

accounts for 5% of the United Kingdomôs GDP; a similar share is recorded in other developed 

countries. But the importance is also reflected in terms of labour: the World Bank and the 

International Labour Organisation (ILO) estimate that the retail and wholesale trade sector 

collectively makes up nearly 20% of the service sectorôs contribution to the global GDP (U.S. 

Department of Commerce, 2025; Price Waterhouse Coopers (PwC), 2024). 

In addition, Retail has a considerable contribution to employment worldwide, becoming the 

largest private-sector employer in several countries. According to the National Retail 

Federation (NRF), the sector supports nearly one in four jobs in the US, making the livelihoods 
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of 52 million American workers and 32 million retail establishments possible. In the UK, the 

ONS reports 2.9 million jobs (10% of total employment), and the European Commission 

confirms that retail is one of the top employers in Europe, offering crucial entry-level and 

management opportunities (National Retail Federation, 2024; Office for National Statistics, 

2025). 

Another aspect that makes retail a vital business is that it gathers different formats and sales 

channels such as department stores, supermarkets, speciality chains, convenience stores, e-

commerce platforms, discount and warehouse stores, pop-up shops and emerging models (Shi, 

et al., 2018; Berman & Thelen, 2004). 

Retail requires accurate forecasting plans because inventory, staffing, promotions, and financial 

outcomes depend on it. A critical characteristic of retail is that the products are usually sold in 

promotions to increase sales (Wolters & Huchzermeier, 2021) and because of the low retail 

margins of net sales (Ma & Fildes, 2017). For example, promotions generate more significant 

grocery sales (30% in the USA, 27% in the UK and 40% in Australia).  

This requirement becomes challenging in environments where promotions are essential, 

amplifying demand volatility and the complexity of the planning process. Nevertheless, less 

than 20% are profitable and promoted products are likely to be out of stock twice when there 

are no promotions (Taylor & Fawcett, 2001). 

When an accurate plan is available, basic retail decisions can be made with confidence, such 

as assortment planning, replenishment, staffing, and logistics. Fildes, et al. (2021) observe that 

forecasting quality is central to reducing stockouts, overstocks, and waste, and to improving 

customer satisfaction and profit margins. Retailers use forecasts at multiple levels: from daily 

store replenishment to promotional planning, to align supply chain operations and pricing 

strategies with expected demand. Hewage, et al. (2025) mention that at the SKU level, effective 
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forecasting improves operational efficiency and directly enhances the retailer's financial 

performance. 

Promotions are a pillar to increase store traffic, customer acquisition, market share, and product 

trial. Promotional sales trigger recurrent spikes in sales and profit, sometimes accounting for 

over 40% of annual category volume sales (Trusov, et al., 2006). When promotions are 

strategically designed, other company benefits emerge, such as enhanced consumer awareness, 

brand loyalty fostering and buying behaviour influencing (Gardner, 2022). Nevertheless, these 

advantages are achievable when demand forecasting can reliably estimate the lift, duration, and 

impact on related SKUs for each promotion. 

Trusov (2006) recommends investing in better forecasting methods for promotions to optimise 

promotional timing and maximise ROI. Thus, (promotional) forecasting becomes essential to 

keep consumer engagement and financial success. 

Demand forecasting during promotional periods is more complicated than forecasting baseline 

sales. Promotions can rocket demand and create post-promotion falls because of consumer 

stockpiling, and may shift across categories, which is also referred to as ócannibalisationô in 

practitionersô jargon (Trapero, et al., 2015; Hewage, et al., 2025). Fildes, et al. (2021) attribute 

promotional events as the principal reason forecasters still rely on judgemental adjustments or 

override algorithmic or statistical forecasts. Ma and Fildes (2017) show that failing to identify 

promotion-related demand changes (and post-promotion effects) can disrupt inventory 

planning and lead to poor financial outcomes. 

Nevertheless, promotional forecasting is challenging because of its promotional nature. 

Promotions are influenced (or introduced) by seasonality, competitors, local events, and 

consumer psychology, making historical data insufficient to explain sales. This complexity 

suggests working with special algorithms or enhanced event-aware datasets. 
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2.3 Techniques, algorithms, machine learning and practitionersô 

preferences 

Retail uses a broad spectrum of forecasting techniques, software, and algorithms, with an 

increasing reliance on machine learning but a preference for simple, explainable methods. 

Fildes, Ma, and Kolassa (2021) provide a comprehensive academic overview of retail 

forecasting, documenting techniques ranging from aggregate market forecasts to SKU-level 

predictions. Common operational methods include exponential smoothing, ARIMA/SARIMA, 

and variants of moving averages, often embedded in commercial forecasting systems and ERP 

modules. At higher aggregation levels, causal and regression models incorporating price, 

promotions and other marketing variables are commonly adopted, particularly for category 

planning and promotional evaluation. 

Forecasting software, particularly commercial offerings, typically integrates time-series and 

regression approaches with promotional planning and, recently, ódemand sensingô capabilities. 

Fildes and co-authors note that leading systems (e.g., SAP, Oracle and specialised forecasting 

suites) offer hierarchical forecasting, promotion calendars, and scenario analysis. Nevertheless, 

only a minority of clients use advanced features in their totality, such as nonlinear causal 

models or automatic model selection. In practice, many retailers still rely on basic models with 

manual overrides for promotions and exceptions (Fildes, et al., 2019). 

For promotional demand forecasting, the model must account for promotional uplift and related 

effects. Early work (Cooper, et al., 1999; SAP, 2022) used base-times-lift models, where a 

baseline forecast is adjusted with promotional multipliers estimated from historical campaigns. 

Subsequent research introduced regression models with promotion flags, discount depth, 

display and feature variables, demonstrating improved performance over base-times-lift for 

short-term promotional sales (Trusov, et al., 2006). 
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More recent studies compare multiple approaches: simple exponential smoothing, multiple 

linear regression, and neural networks (specifically for products in promotion). Early 

researchers observed a trade-off between accuracy and interpretability of the results. Another 

approach is to estimate seasonality without promotions, then apply multiplicative functions to 

model promotional demand uplift and stockpiling behaviour (Wolters & Huchzermeier, 2021). 

Overall, the literature highlights that promotional forecasting benefits from models that can 

incorporate event-specific features while remaining understandable to planners. 

Machine learning is increasingly used to capture nonlinear relationships between demand, 

promotions and other sales drivers, especially when large, granular datasets are available. Files 

et al. (2021) and related work (Tao, et al., 2019; Hewage, et al., 2025) review applications of 

neural networks, tree-based models, support vector machines, and meta-learning frameworks 

in retail, showing that machine learning can outperform traditional time-series methods under 

appropriate conditions. Case studies report the successful use of feedforward neural networks, 

gradient-boosted trees, and hybrid models for online and brick-and-mortar retailers, 

particularly when modelling promotional and cross-product effects. 

However, two key themes emerge. First, interpretability remains a central concern. Studies 

comparing artificial neural networks (ANNs) with linear regression in promotional settings 

show that ANNs can achieve slightly higher accuracy. However, its adoption is limited by the 

implementation cost. Second, not all complex models outperform simpler baselines; Green and 

Armstrong (2015) present a meta-analysis on simple versus complex forecasting showing that 

evidence-based methods (and combinations such as averages of forecasts) often match or 

exceed the accuracy of sophisticated algorithms in diverse domains. This supports careful 

adoption of machine learning and reinforces the role of simple, robust benchmarks in retail 

applications. 
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Nevertheless, in this context, k-Nearest Neighbours (k-NN) belongs to a family of ólazy-

learningô methods that extend averaging by restricting attention to the k most similar historical 

cases. Recent work on predicting retail product sales using k-NN demonstrates that nearest-

neighbour approaches can handle sparse data and heterogeneous promotional patterns, 

sometimes matching or outperforming more complex models while remaining transparent and 

easy to explain. k-NN becomes a natural evolution of average-based forecasting for 

promotions, providing an óintelligent and selective averageô that retains interpretability (Ma & 

Fildes, 2020; Divya & Kumar, 2025). 

2.4 Practitioner preferences 

Evidence for practitioner surveys shows a strong and persistent preference for simple methods. 

Fildes and Goodwin review company forecasting practices and identify moving averages, 

exponential smoothing, and related methods as the dominant techniques used in industry, 

despite the availability of advanced statistical models (Fildes, et al., 2019; Fildes & Goodwin, 

2007). Green and Armstrongôs analysis (2015) of ósimple versus complex forecastingô further 

indicates that simple models, including averages and equally weighted combinations, 

frequently outperform or rival complex methods across many empirical comparisons. These 

findings help explain why demand planners favour average-based techniques: they are easy to 

understand, communicate, teach and adjust, particularly when forecasts must be defended to 

non-technical stakeholders. 

In addition, surveys of forecasting software use, such as Sanders and Manrodt (2003), show 

that while many firms license advanced forecasting packages, user satisfaction and perceived 

performance often correlate more with process integration and user understanding than with 

algorithmic intricacy. That suggests that any new technique intended for practical retail use, 

including k-NN, must align with plannersô preferences for transparency and controllability. 
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Given the gap between academic proposals and methods used in practice, researchers advocate 

survey- and interview-based research to capture óthe voice of the forecasterô and understand 

organisational constraints. Surveys provide insight into which algorithms and software are 

actually used, how promotions are handled, which features are considered essential, and what 

barriers limit the adoption of advanced models. Fildes et al. (2019; 2021) highlight that 

empirical evidence on company practice is sparse relative to the volume of methodological 

research, and call for more work that combines surveys with empirical benchmarking to guide 

relevant innovation. 

In this thesis, surveys of demand planners play a dual role. First, they document current 

forecasting practices, software choices, and attitudes towards promotions and machine 

learning, thereby revealing requirements and preferences that any proposed method must 

satisfy. Second, they offer an independent way to validate findings from the literature review: 

for instance, the prominence of averages, the limited deployment of machine learning 

applications, and the importance of interpretability in promotion forecasting. By integrating 

survey evidence with an empirical evaluation of k-NN as an intelligent, average-based method 

for promotional forecasting, the thesis aims to bridge the gap between research and practice 

and to provide guidance that is both methodologically grounded and applicable to practitioners. 

2.5 Summary 

Retail forecasting is crucial for operational success, especially with many products and lines. 

A key feature is that sales are highly responsive to promotions. The methods and algorithms 

used must effectively identify sales patterns during both promotional and non-promotional 

periods. 
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Despite the development of complex machine-learning-based solutions, practitioners still 

frequently use simple, average-based methods that remain competitive. One benefit of opting 

for a basic approach is that it offers greater explainability of the results.  

Machine-learning methods show promise but face barriers to adoption, including the need for 

extensive data for model training, the complexity of implementation, training, and tuning, and 

challenges in interpreting results. Recently, lazy learners such as k-NN have emerged as 

alternatives, potentially replacing complex inference processes with an average-based 

approach that uses selected cases from a database, similar to the case at hand. 

Overall, the literature reveals a tension between the use of increasingly advanced forecasting 

methods and practitionersô ongoing dependence on simple, average-based techniques. This 

situation underscores the importance of empirical data on current demand-forecasting 

practices, including which algorithms and software are trusted and which features are required 

of new methods. Chapter 3 explores this issue by presenting a structured survey of forecasting 

practices. 
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Chapter 3. The Demand 
Planning Survey 

3.1 Introduction 

Building on the challenges and methods identified in Chapter 2, this chapter investigates how 

organisations currently forecast demand in practice. It reports the findings of a global survey 

of demand planners and forecasters, designed to update and extend earlier studies on 

forecasting practice and software use. 

Although the thesis concentrates on retail forecasting, the survey adheres to the tradition of 

previous forecasting-practice surveys, extending its scope to include multiple industries with a 

particular focus on retail and promotions. It also aims to provide an updated perspective 

compared to surveys from the 1990s and 2000s. 

Additionally, it contains specific questions about machine learning, forecasters' comfort with 

the generated forecast, their preferred methods and algorithms, and the key features for 

promotional forecasting. 

3.2 A literature review  

3.2.1 Methodology 

The Web of Science retrieves peer-reviewed articles on demand planning, demand forecasting, 

and retail demand forecasting, including surveys, interviews, or questionnaires. Using the 

search expression of: (survey* or questionnaire* or interview*) and (retail* or wholesale*) and 

(forecast* or predict*) and demand. Using the search expression across all available fields in 
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the selected search engine (Web of Science), we got 139 results (from 1994 to 2023). This 

implies that questionnaires on demand planning or demand forecasting have been performed 

selectively over the years, with no more than 12 articles per year. 

To refine the search, we added filters for additional search terms such as statistic, time series, 

regress*, or machine learning. With this extra filter, the number of results was reduced to 40. 

Nevertheless, not all the articles developed a survey on demand planning. Some of them 

focused on related areas, like inventory management (Lukinskiy, et al., 2020), forecasting 

software (Schaer, et al., 2022; Fildes, et al., 2018; Fildes, et al., 2020); or methods and software 

for specific markets. E.g. fashion (Ren, et al., 2017; Beheshti-Kashi, et al., 2015) or, in the case 

of methods, to analyse the use of a particular one. E.g. judgemental forecasting (Fildes, et al., 

2009; McCarthy, et al., 2006; Fildes & Goodwin, 2007) or intermittent demand 

(Karthikeswaren, et al., 2021). 

One observation is the frequency. Every study considers a particular motivation and different 

frequency and forecasting requirements for each market. Another aspect is that researchers are 

more likely to analyse customer demand behaviour in their surveys than to review the methods 

used or the forecasting challenges that might transcend them. 

3.2.2 Surveys of Forecasting Practice: from early students to present 

Academic interest in understanding óhow forecasting is really doneô in organisations dates back 

at least to the mid 20th century. While much of the methodological literature focused on 

regression or time series models, often using past promotional information and other 

explanatory variables within linear regression frameworks, e.g., Fildes, et al. (2008). 

Researchers soon recognised that empirical insight into forecasting practice required direct 

evidence from companies. Winklhofer et al. (1996) provide one of the earliest systematic 

reviews of forecasting practice studies, analysing 35 surveys and interview based 
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investigations conducted over 25 years in the US and UK. They show that most studies 

concentrated on sales forecasting, distinguishing between purposes (e.g., order planning, goal 

setting, market assessment), aggregation levels (item vs. market), time horizons, and 

organisational ownership of the forecast. Their review also notes recurrent issues, such as 

misaligned forecast levels, limited training for producers and users of projections, and poorly 

tuned computer programs to company requirements, all of which influenced the adoption of 

new technology. 

In parallel, researchers recognised the value of survey data originally collected for demand 

modelling. Ferber (1955) already proposed survey based techniques to capture customer 

attitudes, purchase plans, and location specific demand in support of forecasting, highlighting 

both the potential of survey data and the high cost of mail and telephone distribution in that 

era. With the diffusion of personal computers and the internet, the same logic can be extended 

from customers to demand planners: surveys can capture their needs, perceptions, and practices 

at scale, thereby shaping more relevant demand planning research. 

3.2.3 Topic-specific surveys and literature-based reviews 

Subsequent work used surveys and structured reviews to explore particular forecasting 

contexts. Beheshti Kashi et al. (2015) review forecasting methods for new products and 

fashion, documenting strategies such as Bass model extensions, irregular trend models, 

reservation price approaches, and ógreyô forecasting for short life cycles, and emphasising the 

integration of expert judgment in these settings, see also Davydenko & Fildes (2013). Their 

paper, however, synthesises academic proposals rather than surveying practitioners directly, 

leaving open the question of which methods are actually used in practice. 

Lasek et al. (2016) provide a detailed literature based review of methods for restaurant sales 

forecasting, comparing time series and machine learning techniques in terms of input needs, 
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training time, interpretability, and sensitivity to data issues. They conclude that no single 

method dominates, and highlight essential trade offs. For example, neural networksô training 

cost and opacity, exponential smoothingôs sensitivity to outliers, ARIMAôs need for stationarity, 

and multiple regressionôs vulnerability to regressor availability and spurious relationships. 

While their work offers a thorough methodological comparison, it again lacks direct input from 

practitioners; the authors explicitly note that surveys of restaurant planners would be needed to 

validate whether the literatureôs preferred methods align with actual choices. 

3.2.4 Surveys on methods, judgment, and software in forecasting practice 

A substantial strand of research has used questionnaires to examine forecasting methods and 

organisational practices more broadly. Sanders and Manrodt (1994) surveyed 500 corporations 

about their use of judgemental and quantitative techniques, finding that managerial opinion and 

jury of executive opinion were the most familiar judgemental methods, while moving averages 

and line projections were the most familiar quantitative techniques. They also reported that 

data collection difficulties limited the use of more advanced quantitative approaches, thereby 

reinforcing reliance on judgemental methods. An influential commentary by Armstrong (1994) 

stressed the importance of implementing methods that are both effective and easy to use, 

anticipating that future óexpert systemsô might help bridge this gap. 

McCarthy et al. (2006) revisited sales forecasting practice using a pre tested questionnaire 

emailed to 480 companies (with an admittedly low response rate). They analysed forecasting 

management arrangements, familiarity and satisfaction with techniques, time horizon specific 

method choices, accuracy patterns, and system usage. Their findings showed: (i) broad use of 

cross functional teams or single departments (e.g., sales and marketing) to own the forecast; 

(ii) declining familiarity with certain quantitative and qualitative techniques (such as 

Box Jenkins, expert systems, and neural networks); (iii) heavy reliance on exponential 
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smoothing, regression, and trend line analysis; (iv) predominant use of judgemental methods 

and regression across time horizons; (v) greater accuracy for short horizons and higher 

aggregation levels; and (vi) strong use of spreadsheets alongside commercial or in house 

systems. McCarthy et al. stressed that integrated software did not remove the need for technical 

understanding and method choice and recommended that organisations link forecaster 

incentives to accuracy. 

Fildes and Goodwin (2007) focused explicitly on the interaction between statistical and 

judgemental forecasting, surveying 149 forecasters from four large companies. They reported 

monthly forecasting cycles with lead times of 3 to 18 months and highlighted the perceived 

importance of promotional price, and advertising information. Importantly, almost one third of 

respondents primarily used statistical forecasts with judgemental adjustments, and many held 

strong (and often over optimistic) beliefs that adjustments improved accuracy. Follow up work 

by Fildes et al. (2009) confirmed that, under some conditions, judgemental adjustments can 

indeed improve forecast accuracy relative to computer generated baselines, but also noted that 

not all adjustments are beneficial. 

In parallel, surveys have been used to investigate method and software preferences in more 

specialised forecasting domains. Weller and Crone (2012) surveyed approximately 200 

planners in manufacturing settings, emphasising collaborative forecasting and information 

sharing. Their findings, later echoed in INFORMS/CMAF software surveys (Fildes, et al., 

2018; Fildes, et al., 2020; Schaer, et al., 2022), highlighted the continued dominance of 

Microsoft Excel as a forecasting ópackageô and the relatively low use of complex multivariate 

or machine learning methods in day to day practice. Jain and Malehornôs (2012) 

practitioner oriented book, based on the Institute of Business Forecasting (IBF) 2009 survey, 

likewise reported that more than 60% of respondents used time series methods such as 
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averages, moving averages, exponential smoothing, and decomposition; Allmonôs (2013) 

review of the book criticised the limited and self selected sample but confirmed the prevalence 

of traditional algorithms. 

3.2.5 Surveys on forecasting software and the r ise of Machine Learning 

A more recent thread of research has concentrated on forecasting software, functionality, and 

the integration of advanced analytics. Sanders and Manrodt (2003) compared satisfaction with 

spreadsheets versus dedicated forecasting packages, finding that practitioners favoured ease of 

use and integration with existing processes. Building on this, INFORMSïCMAF reported 

results from three surveys (two years apart) of forecasting software users (Fildes, et al., 2018; 

Fildes, et al., 2020; Schaer, et al., 2022). These studies document: (i) the persistent centrality 

of Excel as the most common forecasting tool; (ii) growing but still limited adoption of 

specialised packages and open source tools such as R and, more recently, Python; (iii) selective 

use of more advanced algorithms (e.g., Poisson and negative binomial models for intermittent 

demand, LASSO for promotional modelling); (iv) underuse of prediction intervals and rigorous 

backtesting (e.g., rolling origin evaluation); and (v) increasing marketing claims around AI/ML 

functionality that often outpace actual practitioner use. 

Schaer, et al., (2022) extend this line of work by evaluating 22 forecasting software products 

and their target industries. They report extensive inclusion of AI/ML algorithms and new 

capabilities such as automated outlier correction, missing value treatment, and support for daily 

or hourly time buckets. However, they also note gaps, including limited support for intermittent 

demand and inconsistent provision of robust testing tools. Their study raises concerns about 

the interpretability of óblack boxô models and underscores the growing demand among 

practitioners for transparent, explainable analytics. 
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Other survey based studies have focused on specific motivations, such as gender based 

perceptions of forecasting work. Wilson et al. (2020), surveying more than 400 managers, find 

broadly shared views on the increasing importance of sales forecasting and the perceived 

superiority of quantitative over purely qualitative forecasts. Still, they also identify gender 

differences in the reliance on judgment alone and in perceived recognition of forecasting work. 

These results reinforce the view that social and organisational factors shape forecasting practice 

alongside methodological considerations. 

3.2.6 Gaps and motivation for a new survey 

Across these strands of research, several consistent messages emerge. First, simple time series 

methods, especially averages, moving averages, and exponential smoothing, remain central to 

practice, despite decades of methodological advances and the growing availability of 

machine learning algorithms (Sanders & Manrodt, 1994; Jain & Malehorn, 2012; Fildes, et al., 

2018). Second, survey evidence tends to be fragmented: many studies focus on specific 

industries (e.g., new products, fashion, restaurants) or narrow topics (judgemental adjustments, 

software selection), and several influential surveys have not been updated or replicated 

(Winklhofer, et al., 1996; Weller & Crone, 2012). Third, a number of comprehensive 

literature based reviews, e.g., Beheshti Kashi et al., (2015); Lasek et al., (2016) do not 

incorporate practitionersô views at all, leaving their conclusions about method suitability 

unvalidated by actual users. 

Taken together, this body of work reveals a clear need for a new, holistic survey that first: 

covers multiple industries including retail; second: captures both methodological and software 

choices, including the adoption and perceived value of machine learning and average based 

algorithms; third: documents organisational, behavioural, and training dimensions of 
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forecasting practice; and fourth: provides continuity with earlier surveys, enabling comparisons 

over time. 

This thesis addresses this gap by designing and administering a global survey to capture the 

preferences, constraints, and requirements of demand planners and forecasters. The survey 

aims to both validate and extend findings from prior literature and to provide contemporary 

evidence base for evaluating k Nearest Neighbours and related average based 

machine learning approaches in promotional retail forecasting. 

3.3 The necessity and creation of a new survey 

As we mentioned before, the literature on practitioners' voices is limited or focused on narrow 

angles. There is a lack of continuity between studies and, at times, a lack of independence 

because the surveys are targeted at a particular audience. 

Previous researchers have found that companies differ in their planning times and frequencies. 

We assume that a monthly planning remains the most common frequency for planning and 

releasing planning forecasts. However, we need to investigate whether planners must 

disaggregate or aggregate the forecast into other time buckets, and how far into the future this 

forecast is required, across which products. 

Previous surveys have also revised the algorithms and software used in forecasting, and we 

consider that a new academic, independent study for practitioners, outside any membership or 

promotion, might validate previous findings or identify changes. Furthermore, it is important 

to determine the inputs required to create a forecast. 

In addition, this survey aims to explore how the organisation's culture and policies interact with 

the forecaster. It is important to understand whether the forecasting role is relevant to the 

organisation and how it supports the team. 
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Given the current affiliation, we considered a non-closely related but similar study conducted 

a decade ago by the Centre of Marketing, Forecasting and Analytics (Weller & Crone, 2012) 

as a valuable input. It focused on inventory, but due to its purely academic and business-

independent nature, it might be important to contrast it to help assess current practices across 

businesses and forecast requirements for different stock-keeping units (SKUs), time horizons, 

and time-frequency, including diverse algorithms and software, including the recent adoption 

of Machine Learning algorithms for demand forecasting. 

3.3.1 A new survey to cover the gaps 

Academic efforts to represent practitioners' voices have always focused on questions grounded 

in current practice. Still, they are mostly driven by a motivation for a particular business sector, 

a specific software, or a specific forecasting approach. 

One gap is the lack of an independent study that can collect all possible information from the 

demand forecasters in several dimensions: forecast setup (as it were in an ERP configuration), 

considering frequency of the task, planning horizon, and (time and item) aggregation for the 

produced forecast, including the time units (time buckets) the forecast is required. 

A second gap we will try to cover is the identification of current forecasting algorithms, 

software, and inputs, including machine learning algorithms worldwide. Finally, we observe 

that researchers are interested in investigating additional factors (internal and external to each 

organisation) that may influence forecast quality and team performance. 

Then, we consider a new, independent, and academically conducted survey that must cover 

three dimensions: First, the forecast environment setup, including items and time aggregation. 

Second, the use of forecasting approaches, algorithms, methods, and software, along with the 

required inputs. Third, the level of organisational support and team satisfaction. 
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Two additional dimensions are added to the survey for posterior classification: One for 

information about the respondent and their role in the organisation, and a final one related to 

demographic data. 

Thus, the objectives of our survey are: 

1. Understand the forecast setup of the companies in terms of time, forecasting elements 

and aggregation: 

a. After the Internet of Things and the inclusion of POS, demand planning can 

focus on short time horizons and planning time buckets. 

b. The aggregation level of forecasting used, in addition to the item level. 

c. The number of elements the organisation forecasts. 

2. Understand the forecasting approach and the selected algorithms: 

a. The trade-off between manual adjustments (judgemental forecasting) and 

automatic (model/algorithm-based) forecasts. 

b. The preferred forecasting methods. 

c. The applied judgemental methods.  

d. The adoption of Machine Learning. 

3. Identify the used forecasting software: 

a. The software types. E.g., if advanced, ERP-based or elementary office 

applications. 

b. The software product. 

4. Understand the current organisational support for the forecasting team: 

a. The satisfaction levels. 

b. The opportunities in that field to help the forecasting team: 

5. Understand intrinsic aspects exclusive of the forecasting practice: 

a. The level of experience 

b. The received training 

c. The number of forecasters in the team 

d. The dedication of the team to the forecasting task 
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3.3.2 Methodology 

This research will design a survey using a previous study from the same university (Weller & 

Crone, 2012) as a starting point, the objective of launching a new survey was to repeat some 

of their questions to identify changes in forecasters' preferences over a decade. However, we 

found that only a subset of those questions could be repeated, as the previous survey aimed not 

to revise demand forecasting practice but to include a selection of related questions as part of 

a Collaborative Planning, Forecasting, and Replenishment (CPFR) study. 

To prepare the final version of the survey, we had several meetings with the researcherôs 

supervisors and a peer review from experts (including a distinguished professor) from the 

Centre of Marketing, Analytics and Forecasting (CMAF) from Lancaster University 

Management School, which enriched the number of questions and refined the topics covered 

by the survey. The final version of the survey included the following sections: forecasting setup, 

forecasting methods, forecast software, forecast inputs, organisational support, and 

respondents' demographic data. 

As part of the requirements, we submitted an ethics application to the FASS LUMS Research 

Ethics Committee, in accordance with Lancaster University procedures, which granted our 

survey permission to retain data for up to 10 years. The chosen platform to activate and 

distribute the study was Qualtrics (Lancaster University, 2019). The web-based survey 

collected anonymous responses from its launch through the end of the year (August to 

December 2023), ensuring confidentiality for all respondents. 

The survey was delivered in English language only (although there were discussions and plans 

to release translated versions) and was available universally via the World Wide Web. It was 

disseminated through social media (mainly LinkedIn) and word of mouth among practitioners 

and CMAF members, with a link also added to the CMAF-LUMS webpage. Some recognised 
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forecasters and software CEOs supported the distribution of our academic survey, which was 

presented and supported solely by Lancaster University, including only its logo to differentiate 

it from any other commercial or third-party supported survey, clarifying its academic purpose 

and including the researcher's and his supervisorsô contact details on the participant form. No 

third-party sponsors were involved at any time, and no incentives were offered to participate 

in the study. 

The initial analysis of the results was performed using Spreadsheets; however, for better 

revision and tabulation of the answers, we opted for R, using the Likert package (Bryer & 

Speerschneider, 2016) because the chosen package offered better visualisation and 

interpretation of results and interactions between some questions. In addition, we included a 

comparison of the current results with other relevant studies, first, the past decade study from 

CMAF (Weller & Crone, 2012) and the IBF report (Jain, 2014), to validate and illustrate the 

evolution of some practitionersô answers across other studies. 

3.3.3 Hypothesis 

This survey investigates how characteristics of forecasting practice and the organisational 

context influence the adoption and use of forecasting methods and technologies. The analysis 

is guided by the following hypotheses: 

Impact of planning scope on forecasting behaviour 

It is hypothesised that the number of planning items (planning scope or product portfolio size) 

significantly influences forecasting practices, specifically: 

¶ the interest in adopting Artificial Intelligence or Machine Learning (AI/ML) methods; 

¶ the reliance on particular methodological approaches (e.g. exclusive use of AI/ML 

versus traditional statistical models); 

¶ the choice of forecasting software (e.g. Enterprise Resource Planning [ERP] forecasting 

modules, spreadsheets, or open-source programming tools such as R and Python); and 
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¶ the time dedicated to demand planning activities. 

 

Sectoral differences in forecasting practice  

It is further hypothesised that retail organisations exhibit distinct forecasting behaviours 

compared with non-retail organisations, particularly in: 

¶ the planning horizon (short-term versus long-term forecasting); 

¶ the preference for specific forecasting methods (e.g., regression models, moving 

averages, or other average-based techniques); and 

¶ the use of specific forecasting software (ERP systems, spreadsheets, or specialised 

forecasting packages). 

 

Interactions between technology adoption, workload, and team size 

Finally, the study examines whether there is a significant relationship between the adoption of 

AI-based forecasting tools, forecasters' time dedicated to demand-planning activities, and the 

size of the forecasting team. 

3.3.4 Survey Design  

Each of the five dimensions included seven or fewer questions. To measure the level of 

agreement with each alternative in the questionnaire, a Likert scale will be used: Never to 

Always to indicate how often an alternative is used in practice; and Strongly Disagree to 

Strongly Agree to indicate agreement level for some statements, rather than Yes/No 

alternatives. The survey included a limited number of numerical questions and prevented the 

request of any personal or company data information in their answers. 

The designed survey considered 26 questions (see the actual representation of the survey, 

including questions and alternatives, at the Annexe ï Demand Planning Survey 2023) which is 

distributed in seven sections: 
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Forecast Setup 

1. Frequency of forecast production. 

2. Used forecasting time buckets. 

3. Forecasting horizon. 

4. Used aggregation levels. 

5. The number of planning items. 

Forecasting Methods 

6. Distribution of forecast between automated (statistical or machine learning) forecast 

and judgemental adjustments. 

7. Used statistical or machine learning methods. 

8. Used judgemental methods. 

9. Level of adoption of machine learning in forecasting. 

Forecasting Software 

10. Types of software used. 

11. Names of software vendors used. 

Data Inputs 

12. Available data as a forecasting input. 

Organisational Support 

13. Grade of forecast satisfaction. 

14. Factors that could improve accuracy. 

15. Opinion about the organisational support. 

16. Relevance of the forecasting task in the organisation. 

Details about the respondent 

17. Dedication proportion to the forecasting task. 

18. Years of experience in forecasting. 

19. Level of education. 

20. Forecasting training. 
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21. Type of forecasting role. 

22. Type of forecasting entity. 

Demographic data 

23. Industry sector. 

24. Annual turnover. 

25. Total number of demand planners or forecasters. 

26. E-mail (optional, just in case they opted to receive results). 

3.4 Results 

Our survey was open on Qualtrics from Monday, August 7th, 2023, and was distributed via 

social media and occasional emails. Some academics and CEOs expressed interest in 

disseminating the survey further among their peers. 

The survey reached 288 respondents worldwide, but only a small proportion could complete 

each section. Of 288 respondents, only 47 completed it entirely (16%). 

Our survey used common jargon for demand planners and forecasters (e.g., ótime bucketsô and 

óaggregation levelô); we consider this aspect of the survey to have discouraged some entry-

level demand planners and forecasters. However, we received no negative feedback on their 

answers from any respondents, so we can only speculate at this stage, as 84% of participants 

did not complete the survey. 

The results are presented following the survey structure, based on the answers from the 47 

participants who responded to each question. 

3.4.1 About the respondent 

The anonymous respondents reported the industry sector in which their business unit or 

organisation belongs (see Table 1). 68% of respondents declared only one, and 32% selected 
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two or more (only one respondent selected six choices and another two 4). To avoid industry 

identification in our study, we consider each answer in each sector as a separate value.  

The respondents are classified into three categories: Manufacturing, Retail and Others (e.g. 

Construction, Education). The results show that at least 49% of the answers came from retail 

companies and 34% from manufacturers; however, some responses may have been combined 

categories. In the óOthersô category, which accounted for 28% of the answers, we notice that 

6% of respondents use forecasting for organisations in the construction and education sectors 

(with 6% of answers on each). 

Table 1: Distribution of answers by industry sector (options are not exclusive) 

Q: In which industry sector is your business 

unit/organisation? (Please tick all that apply) 

Manufacturing  Retail Other 

Administrative & Support Service Activities 
  

2% 

B2B Private Label consumer healthcare and beauty 
  

2% 

Central bank 
  

2% 

Construction 
  

6% 

Education 
  

6% 

Entertainment, Arts & Recreation 
  

2% 

Financial Service, Insurance 
  

4% 

Health & Social Work 
  

4% 

Hospitality (Hotels, Accommodation, Food Services) 
  

2% 

Information & Communication 
  

4% 

Major and Small Domestic Appliance Producer and Seller 
  

2% 

Medical Device Producer/Seller 
  

2% 

Professional, Scientific & Technical Activities 
  

4% 

Service Industries, e.g., Consulting, Call Centres 
  

4% 

Transportation, Storage and Logistics 
  

4% 

Utilities (Electricity, Gas, Water, Waste, etc) 
  

4% 

Clothing & Apparel 6% 6%  

Consumer Healthcare & Beauty 13% 9%  

Electronics & Computing 2% 4%  

Food & Beverage 13% 15%  

Industrial/Other 21% 9%  

Pharmaceuticals & MedTech 
 

2%  

Total 49% 34% 28% 

 



PhD Thesis ï Carlos Eduardo Rodr²guez Calder·n ï April 2026 

     32 

 

For manufacturing companies, the top sectors were óIndustrial/Otherô (21%), óFood and 

Beverageô (13%) and óConsumer Healthcare and Beautyô (13%). 

The same sectors were used for retail companies but with different distributions: óFood and 

Beverageô (15%), óConsumer Healthcare and Beautyô (9%), and óIndustrial/Otherô (9%). 

Figure 1 presents the annual turnover of their business organisation. We observed that 56% of 

the answers came from mid-market enterprises (annual turnover of less than 1 bn US$) and 

24% from large enterprises (annual turnover of more than 1 bn US$). None of the responses 

could be considered to come from small businesses, and none selected the 50m US$ or less 

option. However, 20% of the respondents decided not to reveal that information by choosing 

the option: óPrefer not to sayô. 

Q: Please select the approximate Annual Turnover (US$) of your business unit/organisation: 

 

Figure 1: Distribution of responses by the organisation's annual turnover. 

Finally, the forecasting team is becoming smaller (see Figure 2): 64% of respondents declared 

that their forecasting team had a size of 10 or less; 15% between 11 and 30, and 15% more than 

30. Only 6% preferred not to say.  
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Q: How many demand planners/forecasters do you have in your business unit/organisation? 

 

Figure 2: The size of the forecasting team 

 

The survey concluded with the option to receive a copy of the results; however, fewer than 

50% chose this option. The report for the interested group will be prepared and distributed after 

the researcher submits this thesis. The list of electronic addresses is not included in this 

document, as it is not relevant to this research. 

3.4.2 Forecast Setup 

Forecast production depends on the organisation's decision, sales, and SCM dynamics. The 

respondents (see Figure 3) reported that monthly (89% of answers reporting rarely or more 

frequently), yearly (87%) and quarterly forecasts (83%) are more popular than weekly (66%) 

or daily (53%) forecasts. A detailed view of how answers were cumulatively distributed among 

the options is available in Figure 4. 
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Q: How often does your business unit/organisation produce forecasts? 

 

Figure 3: Distribution of answers on forecasting frequency. 

 

Q: How often does your business unit/organisation produce forecasts? 

 

Figure 4: Cumulative density of answers on forecasting frequency 
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The density chart helps understand the distribution of answers, showing that surveyed 

companies rarely or never produce weekly or daily forecasts, which might lead to a usual focus 

on the medium and long term. On the contrary, quarterly, yearly, and monthly forecasts were 

more consistent across companies, possibly reflecting the companies' required demand 

planning reports. 

A Chi-Squared test applied to this question reveals a possible relationship between the 

frequency of the produced forecast and the responses (ɉĮ = 47.898, df = 16, p-value = 4.929e-

05). However, due to the sample size, this conclusion might be incorrect.  

Q: What time buckets do you forecast in? 

 

Figure 5: Distribution of answers on forecasting time buckets. 

 



PhD Thesis ï Carlos Eduardo Rodr²guez Calder·n ï April 2026 

     36 

 

Q: What time buckets do you forecast in? 

 

Figure 6: Cumulative density chart of answers on forecasting time buckets. 

 

The second question asked about the unit of time (time buckets) chosen for demand planning 

forecasting. Again, we observed that 55% of respondents (see Figure 5) óneverô forecast in 

days, while 87% forecast in months (62% óalwaysô). We observed the following ranking for 

forecasting: 89% of respondents reported forecasting in months, 77% in years, 72% in weeks, 

68% in quarters, and 45% in days. A density plot (see Figure 6) contrasts planners' responses 

to daily vs. monthly buckets. A Chi-squared test again reveals a relationship between time 

buckets and responses; however, the sample size does not provide significant help (XĮ = 58.314, 

df = 16, p-value = 1.004e-06). 

Time buckets for forecasting are based on business requirements. The answers show that 

forecasts per month and year are the most popular values (see also Figure 7). Our survey also 

reveals that the daily forecast is the least popular option. A yearly forecast becomes necessary 

for long-term planning and defining profit goals. 
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Q: How far into the future does your business unit/ organisation forecast? 

 

Figure 7: Cumulative density of answers on forecasting horizon. 

 

Q: How far into the future does your business organisation forecast? 

 

Figure 8: Distribution of answers on forecasting horizon 
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The survey also analysed the forecast horizon (see Figure 7 and Figure 8), and we assume this 

forecast horizon is calculated based on the company's request and the available data. This 

survey does not explore the available data used for forecasting to avoid discouraging users 

from completing it. Nevertheless, the horizon relates to order and inventory planning, including 

product rotation. According to the Chi-squared test (XĮ = 73.464, df = 16, p-value = 2.449e-

09), answers and options are not independent. 

We observe that very long-term planning (over three years) was unpopular among respondents. 

The survey reveals that forecasting capacity diminishes as the forecasting horizon lengthens 

(rarely or less frequently for 1-3 months: 87%, 4-11 months: 85%, and 1-3 years: 81%). 

However, this does not apply to the shorter forecasting horizon (0-4 weeks: 68.1%), probably 

because very short-term planning requires detailed data, or because almost a third of 

respondents do not require that level of planning. 

Q: At which level of demand aggregation does your business unit/organisation typically forecast? 

 

Figure 9: Distribution of answers on forecasting aggregation level for demand. 
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The question about the forecasting aggregation level for demand showed that other levels 

besides the SKU (item) level are used for planning. Planning is always item-centred, with the 

most popular answers on item, category, and region (see Figure 9). Less than 10% of 

respondents reported not forecasting at the item and category levels, and 15% reported not 

planning at the Country/region level. The opposite is visible for predictions at a customer or 

budget level, where more than 20% of respondents declared they do not plan at that level (see 

Figure 10). 

Q: At which level of demand aggregation does your business unit/organisation typically forecast? 

 

Figure 10: Cumulative density of answers on forecasting aggregation level for demand.  

 

Planning at a customer level was the least popular option among respondents. The Chi-squared 

test shows no randomness in the results (XĮ = 51.724, df = 16, p-value = 1.213e-05). Large 

companies are required to present forecasts at an aggregated level, expressed in Group or 

Company Code Currency.  

Regarding the number of items to forecast, more than half of the respondents (66%) declared 

planning more than 500 planning items (see Figure 11). We observe that almost two-thirds of 
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the respondents estimate more than 500 items; among that group, more than one-third forecast 

between 1001 and 10000 items (36.2%).  

From the distribution of the answers (see Table 2), it is unusual to find organisations planning 

more than 10,000 items. However, the planning items are usually between 1,001 and 10,000, 

and the proportion gradually decreases as the number of items decreases, with a minor 

exception for organisations with fewer than 25 items (14.9% of respondents). 

Q: How many planning items (SKU/CVCs) are you responsible for forecasting? 

 

Figure 11: Number of planning items to forecast. 

 

Table 2: Distribution of responses by planning items 

Planning Items %  

More than 10000 8.5 

1001 - 10000 36.2 

501 ï 1000 21.3 

101 - 500  10.6 

25 - 100  8.5 

Less than 25 14.9 
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3.4.3 Forecasting Methods 

The respondents were requested to provide their distribution of forecast between 

statistical/AI/ML forecasts, judgemental forecasts, and a combination of the two (see Figure 

12). A first observation from the answers is that relying only on judgemental methods (as a 

final forecast) is not an option for 49% of respondents. In contrast, 68% of respondents declared 

that more than 20% of their final forecasts are based only on statistical/AI/ML methods.  

Q: What percentage of your final forecasts consist of the following approaches? 

 

Figure 12: Distribution of answers by using different forecast approaches. 

However, the favourite option is presented by 85% of answers declaring that 1% or more of 

their final forecast is based on a combination of statistical/AI/ML forecast with judgemental 

adjustments, which reflects that a planner judgement is necessary mainly (25% of that group 

declared applying that approach for 81% or more of their final forecasts vs 15% that said they 

do not use it). 

Regarding the preferred statistical/AI/ML method or algorithm, we observe that averages or 

moving averages are the most preferred (77%), followed by regression (74%) and exponential 
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smoothing (66%). There is a noticeable contrast between classic statistical algorithms and 

machine learning algorithms. For example, support vector machines (23%), k-NN (21%), 

which is also based on averages and Prophet (21%). In addition, 50% or more of respondents 

declared never using Decision Trees, Gradient Boosting, or Lewandowski. A detailed chart 

showing the distribution of answers regarding statistical/AI/ML forecast methods used to 

support forecasting is available in Figure 13. When asked what other statistical/AI/ML methods 

are used, the respondents added Log theta, seasonal and Markov chains. The latter has been 

used for time series modelling (Wilinski, 2019). 

Q: What statistical/forecast methods are used to support forecasting? 

 

Figure 13: Distribution of answers regarding statistical/AI/ML forecast methods used to support forecasting. 

 

In addition, respondents were requested to provide similar information about the selected 

judgemental methods used to support forecasting (see Figure 14). The most popular ones are 

expert individual judgement (87%), sales consensus forecast (83%), and S&OP meetings 

(77%). One detail is that 68% of respondents do not use the Delphi method, despite its 
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popularity in previous decades and its potential to leverage panel members' collective opinions. 

Expert individual judgement is expected to lead the list of judgemental methods if they still 

rely on experts to adjust the statistical/automated forecast. 

Q: What judgemental methods are used to support forecasting? 

 

Figure 14: Distribution of answers regarding judgmental methods used to support forecasting. 

Q: Is your business unit/organisation using AI/ML in demand forecasting? 

 

Figure 15: Use of AI/ML in demand forecasting. 

Regarding the use of AI/ML on demand forecasting (see Figure 15), most respondents are now 

familiar with this alternative to classic methods (74%). One notable detail is that none of the 

respondents reported stopping use after the test period. However, 8.5% do not know whether 

they are using it; it appears there is no rejection of adopting new AI/ML models, but at the same 
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time, it could be part of special or private projects. A similar proportion considers using it in 

the next year or running a pilot test (23.4% in each category), and more than a quarter of 

respondents are currently running an AI/ML solution in production (27.7%). 

3.4.4 Forecast Software 

Nowadays, forecasting relies on software to automate algorithmic execution. Therefore, the 

respondents were asked about the software type they used to support their labour. 85% of 

respondents revealed that Spreadsheets, probably because of their versatility, are the most used 

type of software, despite the fact that they are not exclusive to forecasting tasks (see Figure 

16), continuing with Forecasting modules in the ERP system (68%) and custom-built software 

(53%). 

Q: What types of software are used to support forecasting? (please indicate how often you use each type) 

 

Figure 16: Distribution of answers regarding software used to support forecasting. 
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Despite its popularity, new open-source software is less popular than the previous options. 

However, there was a slight preference for Python (51%) over R (47%), which aligns with the 

number of respondents who provided no information about Python (9%), which is less than for 

R (11%), suggesting a slightly more memorable choice amongst respondents. When asked 

about other software types, some respondents mentioned business intelligence software and 

additional software not explicitly made for demand forecasting. 

One observation is that 43% of respondents use cloud services, with 23% saying they always 

use them (more than half of users), indicating a growing dependence on this still-new option. 

Although it is a recent and popular option for some ERP software providers (SAP SE, 2024), 

demand-sensing software does not show the same level of hype in this survey. Nevertheless, 

more than a quarter of respondents (26%) use it. 

The respondents also provided a list of software per type (Q: Please tell us which software you 

use), and we could gather their answers for each type: 

¶ Spreadsheets: Microsoft Excel. 

¶ Forecasting modules in the ERP System: SAP products (APO, IBP, UDF, BW), 

Microsoft Dynamics, Kinaxis, MRPeasy, PeopleSoft, Relex and Siesa. 

¶ Standalone forecasting packages: CCH Tagetik, Demand Solution, Forecast Pro, 

Prevail8, Kinaxis RapidResponse, SAS, SPSS. 

¶ Custom-built software: Central Bank software, market-specific planning tools, and in-

house software. 

¶ Dedicated joint system for forecasting: Wind. 

¶ Demand sensing software: SAP IBP (SAP SE, 2024), SERVQUAL. 

¶ Cloud services: AWS, Azure, Databricks, iCloud, Oracle, SAP Analytics Cloud 

¶ Add-in engines: SAP Analysis of Office, Google Add-In. 

¶ Open source: R, Python. 

3.4.5 Forecast Inputs 

Forecasting is based on available information to determine the forecasting plan. Algorithms are 

always requested to explore the available information to find patterns and expect these to repeat 

in the future. However, data might be so diverse that our survey asked about each of the 
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common types of data to understand, first, if it is used in forecasting and, second, if it is used 

only for judgment or for AI/ML forecast (or a combination with judgment). 

Figure 17 shows inputs in different categories, with some options not being used for 

forecasting. The chart presents standard inputs in two categories, only for judgemental 

purposes or for Machine Learning (or a combination with judgemental methods). The most 

popular inputs required by algorithms are historical demand (79%), price (57%), stockouts 

(51%), promotions (47%), and media marketing (40%). On the other hand, for judgemental 

purposes only, we observe that the most popular options are product listings/delistings (47%) 

and promotion activities, e.g., discounts (43%). Possibly because of its potential inaccessibility, 

competitor data ranks low in analytical models (23%) or is only used for exclusive judgemental 

decisions (30%). Real-time data seems to rank last among only the judgemental methods 

(19%). 

Respondents reported that the less-used inputs were not used in forecasting, including Nielsen 

data (53%), real-time data (53%), weather data (49%), competitor data (47%), and media 

marketing activity (32%). On the other hand, historical demand had a 100% usage rate among 

respondents, which is considered essential for demand forecasting. 

When asked about other inputs, one respondent added the customerôs forecast, which might be 

a relevant piece of information for wholesalers. 
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Q: Please select what data is available in your business unit/organisation as an input, and how those inputs are 

used in demand forecasting 

 

Figure 17: Distribution of answers regarding forecast input use. 

 

3.4.6 Organisational support 

This section examines forecasters' satisfaction with their forecasts, factors that improve 

accuracy, and organisational support for the role. 

Most of our respondents (87%) reported high satisfaction with the overall forecast accuracy. 

Only 13% of respondents were dissatisfied with the accuracy of their forecast when submitting 

their responses. Nevertheless, only 4% reported ócompletely satisfiedô, and 17% óvery 

satisfiedô. The largest proportion (45%) reported moderate satisfaction with the overall forecast 

accuracy. 

A visual view of the grade of satisfaction with the overall accuracy of the forecast is available 

in Figure 18.  
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Q: How satisfied are you with the overall accuracy of your forecasts? 

 

Figure 18: Distribution of satisfaction with the produced forecast 

 

Another question regarding organisational support was the opinion about selected factors that 

could contribute to improving accuracy (see Figure 19). More than half of the respondents 

agreed that each selected factor would help improve accuracy. However, some factors were 

supported more than others. We noticed that internal factors, such as timely and accurate 

internal data and training for forecasters, received support from almost 80% of respondents: 

better algorithms (72%) and better internal processes (70%). 

A central observation was the opinion regarding consultants' contributions. Only 51% of 

respondents agreed that more consultant support could improve accuracy, while 43% disagreed. 

This answer might reflect current or previous experience with consultants. Another interesting 

comment is that only 55% of respondents support increasing staff to improve accuracy. When 

asked about other factors that might help to improve accuracy, only one respondent added: 

óBetter leveraging external leading indicatorsô. Leading indicators have been used to enhance 

tactical sales forecasts (Sagaert, et al., 2018). 

According to the answers, the most relevant factor is getting more timely and accurate internal 

data, which 60% of respondents strongly agree would help improve accuracy. This is the only 

factor with more than 50% of respondents preferring it at that level. 
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Q: Which of these factors would help you most to improve accuracy? 

 

Figure 19: Distribution of satisfaction with the produced forecast 

The respondents also shared their level of agreement over seven statements about 

organisational support (see Figure 20). 83% of the respondents consider forecasting a KPI in 

the supply chain (64% strongly agree), and 74% recognise it as having a high profile in senior 

management (51% strongly agree). However, the less supported statements reflect that there is 

still space for improvement in terms of managerial decisions and team collaboration or 

communications: 45% of the respondents do not agree that their organisation invests in 

forecasting and demand planning, and 47% do not agree on ideas for improvement flowing 

from the data science/team. 
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Q: Please state your level of agreement with the following statements about the organisationõs support for 
forecasting 

 

Figure 20: Distribution of the level of agreement about statements about the organisational support for forecasting. 

 

Other statements with more than 50% of preference were: óthere is a culture of continuous 

improvement in demand planningô (66%), ódemand planners always know relevant business 

plansô (64%), óunexpectedly large forecasts are always investigatedô (64%) and óthe 

organisation invests heavily in forecastingô (55%). 

Another observation is that 28% of respondents disagree about the organisation's heavy 

investment in forecasting, which might also be understood as a request for more support. In 

general, respondents acknowledged the importance of forecasting in their organisations. They 

acknowledged support for forecasting, but there was no uniform perception of the data science 

team's contribution to improvement. Furthermore, 6% of the respondents answered that they 

did not know if ideas for improvement came from the data science team.  
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Other cases with a smaller proportion of respondents with no knowledge about statements are 

ôForecasting is a KPI in the supply chainô (2%), óUnexpectedly large forecast errors are always 

investigatedô (2%) and óDemand planners always know relevant business plans (e.g. 

promotions, price changes)ô (2%) which might reflect a small group of respondents with short 

experience or not direct contact with the forecasting team as these are routine tasks in most of 

the teams. 

The following question was about the importance of forecasting in the organisation's agenda 

(see Figure 21). 60% of respondents mentioned that forecasting was a top or high priority at 

their organisations. 34% acknowledged that forecasting is a medium priority, and only 6% said 

it is a low priority. 

Q: Please state your level of agreement with the following statements about the organisationõs support for 
forecasting 

 

Figure 21: Distribution of the perceived level of importance of forecasting at the organisation 

The time devoted to demand forecasting (see Figure 22) reflects that the demand planning role 

is no longer exclusive. Only 11% of the respondents devote 90% of their time to demand 

planning or forecasting. However, 57% of respondents dedicated 50% or more of their time to 

that activity (32% between 50% and 75%).43% of respondents dedicate less than 50% of their 

time to forecasting, and 4% mentioned using only 10% of their time devoted to the task which 

suggests that could be in managerial positions or working with fully automated systems in 

some situations. It is also possible that demand forecasting is not a continuous task, and 

forecasts are delivered only on specific days. 23% of the answers mention a dedicated time 

between 10% and 25%, which could be interpreted as less than 2 days per week. 
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Q: What percentage (%) of your time is devoted to demand planning/forecasting? 

 

Figure 22: Distribution of the devoted time to demand planning/forecasting. 

 

The survey also asked about the years of experience of the demand planner/forecaster. 50% of 

respondents reported having 5 years or less of experience, and 80% had no more than 12 years. 

Less than 10% of respondents had over 20 years of experience. According to the results (see 

Figure 23), the number of experienced demand planners (or forecasters) declines after 6 years 

of experience.  

Q: How many years of experience do you have in a demand planning/forecasting role? 

 

Figure 23: Histogram of years of experience as a demand planner/forecaster. 
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Regarding education, 91% of respondents hold a 4-year degree or higher; most respondents 

reported having postgraduate degrees (55% Masterôs and 6% Doctorate), vs only 4% with a 

high school or some college. It is becoming common for most professionals (demand planners 

or forecasters) to hold a masterôs degree nowadays, and large companies seem to have a diverse 

group in terms of educational levels, perhaps placing greater value on other characteristics 

beyond education. 30% of responses mentioned holding a professional or a 4-year degree (see 

Figure 24). Only 4% of respondents preferred not to share their education level. 

When consulted about formal forecasting training, respondents could select more than one 

source; 51% reported formal training at the workplace, 49% reported self-teaching those skills, 

and 43% reported receiving formal training during their postgraduate studies. Only 32% 

reported attending certification or software training, and a small fraction mentioned one 

professional association as formal forecast training (see Table 3). 

Q: What is the highest level of education you have completed? 

 

Figure 24: The highest level of education reported by respondents 

 

This worldwide distributed survey got the answers from different positions in diverse 

companies, managerial and operative/tactical positions (including consultants) for demand 

forecasting (see Figure 25). 40% identified themselves as managers, directors, or C-suite, 59% 

as demand planners, data scientists, or consultants, and 11% as in other positions not listed 

before. 
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Table 3: Distribution of answers about formal forecasting training  

Q: Have you received any formal forecasting training? 

% of 

responses 

Training program at my workplace 51% 

Self-taught 49% 

During my postgraduate studies 43% 

During my undergraduate studies 34% 

As part of any forecasting certification or short course 32% 

As part of my forecasting software training 32% 

Other: The Association for Supply Chain Management (ASCM) 2% 

 

In a detailed view of managerial positions, we received contributions from 2% of C-Suite (top 

managers), 23% of DP Managers, and 15% of DP Directors or VPs. 

In the operative or tactical positions list, 21% of respondents identified themselves as 

DP/Forecasters, 19% as Data Scientists or Demand Analysts and 9% as consultants. 

Q: What level best describes your role in your business unit/organisation? 

 

Figure 25: Distribution of respondents by role in the organisation (consultant or demand planner) 

 

11% of respondents did not fit any of the listed positions in the survey. However, they held 

primarily managerial positions, including Sales Strategy Manager, General Manager, AI 

Product Manager, and Head of Demand Forecasting. One respondent reported his position as 

óa builder and fine-tunerô of forecasting models (with an option of consultation for other 

divisions).  

One observation is that, despite the survey being targeted at demand planners, managers, and 

directors also shared their views, enriching our findings and adding strategic vision to at least 
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40% of the answers. We expected a vast majority of demand planners. Nevertheless, only 21% 

of the answers came from that group, which is complemented by consultants, data scientists 

and demand analysts, with 49% of responses. We believe this survey captures an unbiased view 

of demand forecasting from strategic and tactical/operative groups. 

It seems likely that the demand planning position has migrated or been combined with other 

activities, depending on the subject's expertise. Also, specific departments are gradually 

working on AI-based solutions for demand planning/forecasting. 

The respondents also classified the entity for which they work. 49% of respondents mentioned 

they worked for the central forecasting function of the organisation, 32% for a forecasting 

division of a larger company and 19% for a single forecasting channel of the business (see 

Figure 26).  

Q: Which of the following best describes the entity for which you have provided answers? My response 
represents: 

 

Figure 26: Distribution of responses by entity type. 

3.5 Reliability of the results and validity of some hypotheses 

The validity of the results and question formulation was initially tested with a pilot study 

involving forecasting professors and CMAF partners with senior positions in forecasting 

software development. As a result, specific questions were refined, with explanations and 

definitions added for some acronyms, thereby improving respondents' comprehension. 

Internal consistency of the survey data was assessed using Cronbachôs alpha (Ŭ), a measure of 

reliability (see Table 4). For questions with more than five items, using a similar (Likert) scale, 
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we obtained results with acceptable (0.6 or greater) or good (0.7 or greater) reliability for 

questions related to the use of forecasting methods (algorithms) or software.  

Table 4: Cronbach's Alpha results for survey questions 

Question  Cronbach 
Alpha (a) 

Items Lower 
Bound 

Upper 
Bound 

How often does your business 
unit/organisation produce forecasts?  

0.658 5 0.475 0.791 

What time buckets (unit of time in which you 
require a forecast) do you forecast in? 

0.519 5 0.262 0.707 

How far into the future does your business 
unit/organisation forecast? 

0.563 5 0.329 0.733 

At which level of demand aggregation does 
your business unit/organisation typically 
forecast? 

0.372 6 0.047 0.614 

What statistical/AI/ML forecast methods are 
used to support forecasting? 

0.839 16 0.748 0.908 

What judgemental methods are used to 
support forecasting? 

0.620 5 0.407 0.772 

What types of software are used to support 
forecasting? 

0.695 9 0.533 0.818 

 

In addition, we have tried to investigate the hypotheses presented at 3.3.3: 

3.5.1 The interest in using AI/ML  relates to the number of planning items 

 

Figure 27: Relationship between the use of AI/ML and the number of planning items 

We consider that AI methods are mostly required to plan a large number of items. 
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Figure 27, created with the Greybox package (Svetunkov & Sagaert, 2026), shows that most 

companies with more than 1000 planning items already have an AI solution running in 

production or are considering it for the next 12 months. 

However, given the number of observations and the fact that these two variables are categorical, 

a Kendallôs tau-a analysis revealed no significant association between engagement with AI/ML 

and the number of planning items. † πȢπφ; 95% CI (-0.05, 0.19) 

3.5.2 The reliance on only AI/ML or statistical methods increases when the 

number of planning items increases 

We propose that companies working with a large number of items might feel forced to use more 

automated statistical/AI/ML solutions instead of judgemental or combinations of statistical and 

judgemental ones, because of the required human interaction for that purpose. 

 

Figure 28: Relationship between the % of use of each forecast approach and the number of planning items 

Figure 28 shows that the median percentage increases as the number of planning items exceeds 

1000. However, the variability is also higher. Again, it is not possible to find evidence of this 

relationship since Spearmanôs rank-order correlation is near zero. ὶτυ

πȢπφȠ ωυϷ #) πȢςσȟπȢστ. 
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When testing the other alternatives, the relationship between the percentage of forecasts 

composed only of judgemental forecasting and the number of planned items is weakly negative, 

but there is no further evidence to support it: ὶτυ πȢρφȠ ωυϷ #) πȢτσȟπȢρτ. When 

examining the % of the combined forecast (including statistical/AI methods and judgemental 

methods) as a function of the number of planned items, the relationship remains weakly 

positive and close to zero. However, with no further evidence to support it: ὶτυ

πȢπψȠ ωυϷ #) πȢςρȟπȢσφ. 

3.5.3 Forecasting in ERPs becomes necessary for a large number of 

planning items. Python, R and Spreadsheets are only for small 

quantities. 

Companies with a large number of items are expected to rely more on the forecasting modules 

in the ERP system, using Python, R, and spreadsheets only when fewer items are planned.

 

Figure 29: Relationship between the use of software (Spreadsheets, ERP, R, Python) and the number of planning items 

Figure 29 shows the relationship between software use and the number of planning items. It 

shows that R and Python are rarely used when planning for over 1000 items. On the contrary, 

it is more likely to always use the ERP forecasting module in those cases. In the case of 
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spreadsheets, their use appears unrelated to the number of planning items, but it is connected 

to the use of the ERP software. 

To evaluate each of these assumptions, we conducted a Kendallôs tau-a analysis. We find a 

weak negative association between the use of spreadsheets and the number of planning items: 

† πȢρσψ 95% CI (-0.245, -0.031); also between the use of R and the number of planning 

items: † πȢρχπ 95% CI (-0.301, -0.041). This confirms that companies are less likely to 

use spreadsheets or R if the number of planning items increases. 

In contrast, there is no significant association between the use of the ERP forecasting module 

and the number of planning items: † πȢπψω 95% CI (-0.019, 0.197); also, no evidence of a 

relationship between the use of Python and the number of planning items: † πȢπφς 95% 

CI (-0.195, 0.071). 

Finally, a weak but positive relationship is observed between the use of spreadsheets and the 

ERP forecasting module: † πȢρστȠ 95% CI (0.008, 0.260), which suggests that the more 

ERP forecasting modules are used, the more spreadsheets are used. 

3.5.4 The forecasting role becomes more time-consuming when the 

number of planning items increases. 

As the number of planning items increases, a more dedicated team is expected for the DP role. 

Figure 30 shows that the role of the demand planner appears to become more time-exclusive 

as the number of planning items increases. 

Nevertheless, we find no strong evidence according to Kendallôs tau-b analysis: † πȢρυτ 

95% CI (-0.076, 0.386)ȟ; similar results of no strong evidence are obtained by Spearmanôs rank-

order correlation: ὶτυ πȢρωσ 95% CI (-0.099,0.455). 
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Figure 30: Relationship between % of time devoted to the DP/forecasting role and the number of planning items 

3.5.5 The use of software depends on the adoption of AI solutions 

 

Figure 31: Relationship between the use of software and the adoption of AI solutions 

Figure 31 shows that most users who are not using AI (never used or still planning to use it) 

prefer Spreadsheets (88%), ERP modules (50%), or Python (50%) over R (25%). 

However, there is no evidence of a relationship between the level of adoption of AI solutions 

and Spreadsheets, also considering 95% confidence intervals (CI) for each coefficient: †

πȢπφφ CI:(-0.311, 0.179) and ὶτυ πȢπφτ CI:(-0.357,0.241); nor with the use of ERP 
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forecasting software: † πȢπσς CI:(-0.213, 0.276) and ὶτυ πȢπσσ CI:(-0.270,0.330) nor 

R: † πȢρυρ CI:(-0.119, 0.420) and ὶτυ πȢρφω CI: (-0.142,0.450) 

Nevertheless, the adoption level of AI solutions shows evidence of association with the use of 

R: † πȢσςφ CI:(0.115, 0.537) confirmed by ὶτυ πȢσως CI:(0.096,0.625); however, this 

evidence does not emerge for Python: † πȢςρσ CI: (-0.049, 0.474) and ὶτυ πȢςτω CI:(-

0.059,0.514). 

An important finding is the link between respondents who use R and currently have an AI/ML 

solution implemented (pilot or in production). 

3.5.6 The adoption of AI solutions has an impact on the dedication time to 

forecasting/demand planning and the size of the team 

 

Figure 32: Relationship between the adoption of AI solutions, dedication time in the role and size of the team 

Figure 32 presents that the adoption of AI/ML solutions might impact the % of time devoted to 

the DP/forecasting role and the size of the team. However, there is also substantial variability 

across the categories, which demands further statistical analysis. 
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Regarding the % of time in the forecasting/DP role and the adoption of AI/ML solutions, there 

is no strong statistical evidence of an association between these variables: † πȢρφς; 95% CI 

(-0.033, 0.357) confirmed by ὶτυ πȢςσφ 95% CI (-0.069,0.501). 

Similarly, there is no evidence of a relationship between the size of the DP team and the 

adoption of AI/ML solutions: † πȢρχτ; 95% CI (-0.098, 0.447) confirmed by ὶτς

πȢςπψ; 95% CI (-0.106,0.485). 

3.5.7 Retailers and non-retailers have different requirements to plan for 

short and long-term horizons. 

Recently, retailers have become more concerned about short-term horizons (with regard to no 

retailers), planning for days or even hours, with little capacity for long-term planning (beyond 

3 years), as marketing plans might change over time. We try to investigate these patterns in the 

survey. 

 

Figure 33: A comparison of retailers and non-retailers for short and long time horizons. 

Figure 33 suggests that retailers are more likely to predict for the short-term (0-4 weeks) than 

the very long-term (more than 3 years). No significant association was found between retailers 
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(or no retailers) and the requirement to predict for a very short term (0-4 weeks): … τ

χȢςσωȟὴ πȢρςτȟὠ πȢςφς 

Nevertheless, there could be a weak association between retailers (or no retailers) and the 

requirement to predict for a very long term (more than 3 years); however, in a strict sense, no 

evidence is found: … τ ωȢςςτȟὴ πȢπυφȟὠ πȢσστ 

3.5.8 Retailers and non-retailers have different preferences for  the use of 

regression and averages 

Similarly, we investigated whether retailers are more inclined to use regression and averages 

than non-retailers. 

 

Figure 34: A comparison of retailers and non-retailers using regressions and averages 

Figure 34 present a different distribution or preference for two forecasting algorithms between 

retailers and non-retailers, suggesting that retailers are less likely to use averages and more 

likely to use regression. Nevertheless, the Cramer V does not reveal an association between 



PhD Thesis ï Carlos Eduardo Rodr²guez Calder·n ï April 2026 

     64 

 

retailers (or no retailers) and the use of regression: … τ τȢχυφȟὴ πȢσρσȟὠ πȢρςσ, nor 

the use of averages: … τ φȢρχψȟὴ πȢρψφȟὠ πȢςρψ 

3.5.9 Retailers and non-retailers have different preferences regarding the 

use of the ERP forecasting system and spreadsheets 

 

Figure 35: A comparison of retailers and non-retailers using spreadsheets and ERP forecasting modules 

Figure 35 suggests different uses of spreadsheets and the ERP forecasting module among 

retailers and non-retailers. Nevertheless, the Cramer V does not reveal an association between 

retailers (or no retailers) and the use of spreadsheets: … τ ρȢφψωȟὴ πȢχωσȟὠ π, nor 

the use of forecasting modules in the ERP: … τ σȢτςψȟὴ πȢτψωȟὠ πȢ 

3.6 A further revision of the results compared by groups 

After analysing each question separately, we need to analyse specific questions by subgroups 

to understand the differences or similarities in answers between those groups. We assume there 

are different preferences, for instance, regarding the software or algorithms used, depending on 

the number of planning items or the type of business (e.g., retail or manufacturing). In addition, 

we believe it is crucial to analyse how the answers are provided if an AI solution is currently 

running at the organisation. 
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We selected a subgroup of questions, which should help to define the profile of the respondent 

in terms of forecasting practice: 

¶ Forecasting horizon: How far into the future does your business unit/organisation 

forecast?  

¶ Forecasting approach: What percentage of your final forecasts consist of the following 

approaches? 

¶ What statistical/AI/ML forecast methods are used to support forecasting? 

¶ What judgemental methods are used to support forecasting? 

¶ What types of software are used to support forecasting? 

¶ How satisfied are you with the overall accuracy of your forecasts? 

¶ Please state your level of agreement with the following statements about the 

organisationôs support for forecasting. 

¶ What percentage (%) of your time is devoted to demand planning/forecasting? 

¶ How many demand planners/forecasters do you have in your business 

unit/organisation? 

And we analysed each of those by different dimensions based on the following questions: 

1. The number of planning items (How many planning items (SKU/CVCs) are you 

responsible for forecasting?). ï available at the Annexe - A revision of answers 

regarding the number of planning items 

2. If an AI solution is working (Is your business unit/organisation using AI/ML in demand 

forecasting?). 

3. Is the business a (In which industry sector is your business unit/organisation?): 

a. Retailer or other? 

b. Manufacturer or other? ï available at the Annexe ï A revision of manufacturersô 

answers vs other types of businesses 

In the following subsections, we will discuss the results of the selected questions for each 

dimension and the main conclusions for each group. Each dimension will divide the questions 

into three or fewer subgroups, revealing coincidences or differences in the answers. 

3.6.1 A revision of retailersô answers vs other types of businesses 

In our survey, 34% of participants reported providing answers for a retail company. In this 

section, we compare retailer answers vs. no retailers, looking for differences that might help 

identify differences in requirements and behaviour.  
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Forecast horizon 

Forecast horizon by type of business (retail or other). 

 

Figure 36: Forecast horizon by type of business (retail or other). 

Retailers (see Figure 36) show that planning requires a horizon of less than a year. We observe 

that all the retailersô answers required forecasting in a 1-to-3-month horizon, and 94% between 

4 and 11 months. 

For periods longer than a year, other types of businesses are more likely to use it than retailers. 

For instance, non-retailers require more than retailers (+15%) to forecast between one and three 

years.  

 

Forecast approach 

In Figure 12, we observed that 85% of the respondents use a combination of statistical/AI/ML 

forecast with judgemental adjustments, 68% use only statistical methods, and 51% use 
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judgemental forecast methods. Retailers exceed the average values (see Figure 37) mainly for 

Statistical/AI/ML methods (+7%). 

Preferred forecast approach by type of business (retail or other) 

 

Figure 37: Preferred forecast approach by type of business (retail or other) 

From the answers, we observe that retailers prefer using more Statistical/AI/ML methods (or a 

combination that includes them) than non-retailers, and the difference is more pronounced 

when focusing only on those methods.  

 

Algorithm selection 

The use of algorithms is mainly similar between retailers and non-retailers (see Figure 38 and 

Figure 13). Nevertheless, the two groups differ by at least 10%. The first case to discuss uses 

averages or moving averages (used by 56% of retailers and 87% of non-retailers). In contrast, 

k-NN (a machine learning algorithm also based on averages) shows a slightly higher presence 

(25%) among retailers than among non-retailers (19%). 
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Algorithm selection by type of business (Retail or other) 

 

Figure 38: Algorithm selection by type of business (retail or other) 

 

The second case concerns the adoption of regression. It seems to be the most preferred method 

among retailers (81% of use); however, non-retailers also use it (71%). 

We observe the potential for some machine learning methods, like k-NN, which are less popular 

among retailers but still more popular among non-retailers. These results open the opportunity 

to use k-NN computation as a forecasting method, provided that averages become more 

effective for prediction, despite retailers using it to a lesser extent than non-retailers. 
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Judgemental methods 

According to Figure 14, the preferred judgemental methods are Expert individual judgement 

(87%), Sales consensus forecast (83%) and S&OP planning meetings (77%). Figure 39 shows 

similar behaviours regarding the most preferred methods among retailers and non-retailers. 

Judgemental method by type of business (Retail or other) 

 

Figure 39: Judgemental method by type of business (retail or other) 

 

However, there are some differences for less popular methods. Retailers are more likely than 

non-retailers to use the Delphi Method to some extent (38% vs 23%). In contrast, the Prediction 

Market is a judgemental method with less preference by retailers (31%) than non-retailers 

(55%). The results reflect that judgemental methods are mainly less speculative among 

retailers. 
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Use of Software 

Figure 16 revealed that the most used software among respondents was Spreadsheets (85%), 

the Forecasting module in our ERP/MRP system (68%), and Custom-built software (53%). 

Nevertheless, we observe that retailers also have some unique preferences for specific software, 

which are not preferable for non-retailers (see Figure 40). For instance, 50% of surveyed 

retailers use Cloud Services (50%) and Python (50%).  

Another aspect is that retailers also prefer spreadsheets (88%) and forecasting modules in the 

ERP/MRP system (81%), the latter showing a noticeable difference compared to non-retailers 

(61%). 

Finally, retailers might gradually move to Python due to a reduced preference for R (38%). 
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Use of software by type of business (Retail or other) 

 

Figure 40: Use of software by type of business (retail or other) 
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Accuracy satisfaction by type of business (Retail or other) 

 

Figure 41: Accuracy satisfaction by type of business (retail or other) 

 

Accuracy satisfaction 

There is no significant difference in accuracy satisfaction between retailers and non-retailers. 

Figure 41 shows a minimal difference (3%) between the two groups, with a slightly higher 

proportion of completely satisfied respondents regarding accuracy. 

 

Organisational support 

Figure 20 shows respondents' agreement level in over seven (7) statements about organisational 

support. For example, Forecasting is a KPI in the supply chain (83%), and Ideas for 

improvement flow from the data science team (47%). 

Figure 42 compares retailers and non-retailers on seven statements related to organisational 

support. We find retailers agree more than non-retailers on every option. In addition, we see 

specific statements supported much more by retailers than by non-retailers. 

94% of retail respondents agreed that forecasting is a KPI in the supply chain, and 88% agreed 

that ólarge and unexpected errors are always investigatedô. In contrast, only 52% of respondents 

from non-retailers reported that those cases were investigated. 
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Other options with more than 80% support are óDemand Planners always know relevant 

business plansô (81%) and óForecasting has a high profile in the senior management teamô 

(81%). 

Organisational support by type of business (Retail or other) 

 

Figure 42: Organisational support by type of business (retail or other) 

These preferred options reflect that the retailers who participated in our survey are pleased with 

the quality of the forecast, the information they receive for proper planning, and their high 

profile within the management team. In addition, it is part of their culture to be careful about 
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the forecast produced, investigating more significant errors that non-monitored systems or 

algorithms might create. 

 

Time devoted to DP 

Retailers are more likely to need more time in the role than other types of businesses (see Figure 

43). 69% of retail respondents declared they dedicate 50% or more of their time to forecasting, 

and 31% declared using less than 50% of their time. Other businesses showed a higher value 

(48%) and dedicated less than half of their time to demand forecasting. 

Time (%) devoted by type of business (Retail or other) 

 

Figure 43: Time (%) devoted by type of business (retail or other) 

Possibly because of their business nature, retailers are more likely to require more time to focus 

on demand planning than other types of businesses. 

 

Size of the DP team 

Figure 44 shows that retailers seem to require larger teams than other businesses. Half of retail 

respondents reported having a team of 10 or more demand planners (in other businesses, this 

was reported for only 19% of responses). Furthermore, 31% of retail responses mentioned their 

team having 30 or more demand planners. 
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Size of the DP team by type of business (Retail or other) 

 

Figure 44: Size of the DP team by type of business (retail or other) 

The size of the demand planning team might be slightly bigger for retail companies than for 

other types of business. 

3.6.2 A revision of answers regarding the use of AI solutions 

We analysed the group's answers that explicitly stated they had not used AI solutions vs other 

responses (including those who did not know whether they were using AI). In Figure 15, we 

found that 17% of respondents explicitly mentioned they had never used AI, and no respondents 

declared that they had stopped using AI after a test period. We try to find differences between 

these groups on selected questions. 
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Forecast horizon 

Forecast horizon by groups of non-AI users and others 

 

Figure 45: Forecast horizon by groups of non-AI users and others 

Figure 45 shows that respondents who have not used AI solutions are more likely to work with 

a narrow forecasting horizon of 1 year or less. On the contrary, the other group is more likely 

to forecast over longer horizons of 1 to 3 years or more.  

 

Forecast approach 

The forecasting approach differs depending on whether a combination of statistical AI/ML 

forecasts is used with or without judgemental adjustments (see Figure 46). Respondents who 

have never used AI solutions are less likely to use this approach (38% never use it) than other 

users (10% never use it). In this case, this combination is potentially preferred when using AI 

solutions. 
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Forecast approach proportion by groups of non-AI users and others 

 

Figure 46: Forecast approach proportion by groups of non-AI users and others 

 

Algorithm selection 

When separating the preference for specific algorithms depending on whether or not they use 

AI solutions, we observe that respondents have declared the use of specific AI/ML algorithms 

despite mentioning that they do not use them (see Figure 47). We understand they might use it 

individually, despite their business/organisation not using it for AI/ML forecasting, or the 

distinction between AI and non-AI not being strictly defined. For example: Decision trees (12% 

use by non-AI users), k-NN (25% use by non-AI users), and Neural Networks (25% non-AI 

users). 

The first observation is the significant use of averages, similar between non-users of AI 

solutions (62%) and the other cases (79%). The opposite is true for Exponential smoothing, 

which is highly preferred by non-AI users (75%) compared to other groups (64%). 
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Algorithm selection by groups of non-AI users and others 

 

Figure 47: Algorithm selection by groups of non-AI users and others 

Secondly, we observed that 38% of non-AI users use regression with explanatory variables, 

whereas 82% do so; thus, regression is now considered an AI/ML solution. 

Finally, intermittent/lumpy demand methods are less used by non-AI users (38%) than in the 

other group (62%).  

 

Judgemental methods 

When observing the distribution of the answers, it seems that judgemental methods have a 

slightly higher use by the group that explicitly does not declare the use of AI solutions (see 

Figure 48). 

However, the higher difference occurs for Expert individual judgement, with 75% used by non-

AI users and 90% by the other group. This reflects that despite using AI solutions, expert 

individual judgment is necessary.  
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Judgemental method use by adoption of AI solutions 

 

Figure 48: Judgemental method used by groups of non-AI users and others 

 

Software used 

The use of software by non-AI users is slightly less in comparison to others (see Figure 49). 

Nevertheless, non-AI users use spreadsheets in a somewhat higher proportion (88%) than the 

other group (85%). 

When examining cases where the difference between these two groups exceeds a quarter (see 

Table 5). We observed that non-AI users do not utilise Add-In engines (0%) and are less likely 

to use custom-built software or cloud services (12% only). Nevertheless, they might use R in 

a particular proportion (25%). 
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Software used by groups of non-AI users and others 

 

Figure 49: Software used by groups of non-AI users and others 

 

Table 5: Software with a more significant difference between non-AI users and others 

Software used Non-AI users Other cases Difference 

Custom-built  

software 

12% 62% -50% 

Cloud services 12% 49% -37% 

Open-source R 25% 51% -26% 

Add-In Engine 0% 25% -25% 

 

The proportion of Python users is similar between non-AI users (50%) and others (51%), 

suggesting a use that is not solely focused on AI applications. 
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Accuracy satisfaction 

Satisfaction with current accuracy (moderately or more) seems not to be influenced by adopting 

an AI solution (see Figure 50).  

Accuracy satisfaction by groups of non-AI users and others 

 

Figure 50: Accuracy satisfaction by groups of non-AI users and others 

 

Respondents reported explicit dissatisfaction at similar rates, whether they had never used AI 

(12%) or had not (13%). Nevertheless, only the other group that might have used AI reported 

greater satisfaction (67% vs 62% from moderate to higher), including some testimonials of 

óComplete satisfactionô, which were not recorded in the group that reported not using AI 

solutions. 

Organisational support 

When analysing the responses to the statements of organisational support (see Figure 51), we 

do not find differences in appreciation between respondents who have never used AI and the 

other groups. 

Nonetheless, there are two situations to discuss. First, regarding the statement that óForecasting 

is a KPI in the supply chain,ô 75% of non-AI respondents agreed. However, 85% of the other 

group also agreed. Second, regarding the statement that óThe organisation invests heavily in 

forecasting and demand planning,ô we find that 62% of non-AI users agreed with it, compared 

with 54% in the other group. 
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Organisational support by groups of non-AI users and others 

 

Figure 51: Organisational support by groups of non-AI users and others 

 

It is feasible that non-AI users experiment with greater organisational support for forecasting. 

However, AI users are more likely to recognise that forecasting is a KPI in SCM. In any case, 

apart from the indicated, the perception of organisational support is not based on the use (or 

lack of use) of AI solutions. 
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Time devoted to DP 

Figure 22 shows that 43% of respondents dedicated less than 50% of their time to demand 

planning activities. However, when consulted about whether they use AI solutions, we find 

differences in proportions. 

The main observation comes from non-AI users (see Figure 52). 62% dedicate less than 50% 

of their time to demand planning/forecasting. In contrast, 62% of the other group, which 

includes AI users, dedicate 50% or more of their time to the task. 

Time devoted by groups of non-AI users and others 

 

Figure 52: Time devoted by groups of non-AI users and others 

AI implementations might require more devoted teams to forecast the demand. We also find 

that non-AI users may spend less time on the task, possibly because AI algorithms, at an early 

stage of their implementation, are less stable. 

 

Size of the DP Team 

64% of the respondents declared holding a demand planning team of less than 10 (see Figure 

2). Similarly to the previous case, non-AI users are more likely to have smaller DP teams (88% 

with fewer than 10 demand planners and 12% who did not respond to the question). However, 

the other group, which includes AI implementations, has a smaller proportion (59%) of teams 

with less than 10 demand planners. 



PhD Thesis ï Carlos Eduardo Rodr²guez Calder·n ï April 2026 

     84 

 

Size of the DP team by groups of non-AI users and others 

 

Figure 53: Size of the DP team by groups of non-AI users and others 

The group not using AI solutions might have large teams, including teams of 30 or more 

demand planners. It is expected that DP teams will be shorter after implementing or using AI 

solutions. 

3.7 Comparison to other studies 

3.7.1 The CMAF 2012 Study on Supply Chain Forecasting: Best Practices 

& Benchmarking Study 

The Centre of Forecasting, Marketing and Analytics (Weller & Crone, 2012) presented a study 

to picture forecasting practices in the past decade. The report focuses on manufacturer 

forecasting practices under collaboration and information sharing (CIS). It focuses on 

collaboration types, the internal and external data forecasters use (and what is available), shared 

data, and preferred exchange methods. 

Weller and Crone explain the differences in answers based on the CIS schemes. Nevertheless, 

we aim to use their findings to compare the evolution of the answers over a decade. Over the 

past decade, technological changes and the consolidation of globalisation have impacted 

communications, data availability, and forecasting requirements. The past study included 

questions similar to those used in our recent study, which will be compared. 

We identify a list of similar questions applied in the previous study. The provided answers to 

these questions (in 2012) will contrast with the current findings: 
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1. (Q4) Which information is available internally for forecasters? (i.e. provided from 

within your organisation and not directly from the customer) 

2. (Q5) Which data is provided directly to you by customers who share information? 

3. (Q9) How is internal data used in forecasting? 

4. (Q10) How is external data used in forecasting? 

5. (Q11) What percentage of your final forecasts consist of the following approaches?  

6. (Q12) What percentage of statistical forecasts are made with these methods? 

7. (Q13) What time buckets do you forecast in? 

8. (Q14) For what percentage of customers do you make the following forecasts 

(aggregation level)? 

9. (Q16) How often do you use these types of software in forecasting (Never - Always)? 

10. (Q23) How satisfied are you with forecast accuracy? 

11. (Q24) Which of these factors would most help you to improve accuracy? (select only 

the relevant answers in order of importance) 

 

Use of the available data. 

Weller and Crone find that internal data is often more readily available than external data. In 

their study, seven options are often available: shipments and orders (by item, customer, and 

distribution centre, respectively), and stockouts. Our study (see Figure 17) reveals that 

historical demand, price and stockouts are the most worthwhile (statistical or combined) 

forecasting inputs. In any case, we can see that, in terms of availability (and use), the recorded 

orders/shipments correspond to the massive use of historical demand and price, on top of 

stockouts that are mandatory to compute the actual demand or purchase attempts. 

We infer that historical demand, prices, and stockouts have been available to forecasters for at 

least a decade, and that this information has been available through orders and shipments since 

then. 

Less available data from a decade ago were Assortment Changes (sometimes), Promotions 

(sometimes), Marketing (sometimes) and Nielsen (rarely). Our study also shows that some of 

those options (Promotion, Marketing, and Nielsen) are used for statistical/AI/ML forecasting 

in fewer than 50% of cases. We can infer that data availability is a factor to consider before 
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including it in forecasting models; according to the previous report, not all internal data was 

always fully available. Furthermore, the data has been available at an item level (sales, orders, 

and listings) for more than a decade, which aligns with our findings, where almost 90% of 

respondents reported forecasting at an item level (see Figure 9). 

 

Data provided by customers (external data) 

Weller and Crone (2012) show that external data (such as sales, stockouts, stocks, promotions, 

ePOS sales, Distribution Centre withdrawals and promotions by location was not often 

(sometimes, rarely or never) available in 2012. In contrast, our study presents some of those 

figures on use, revealing limited use for demand forecasting. For example, ePOS and 

competitor data are used in less than 30% of statistical/AI/ML models (see Figure 17). 

 

Use of internal and external data in forecasting 

The 2012 report shows that internal data is primarily available for organisations (shipments 

and orders by item, customer and distribution centre), stockouts, assortment changes and 

promotions. Assortment changes, promotions (trade), and marketing are less frequent in terms 

of availability. Marketing (media) and Nielsen were available sometimes or less. 

In contrast, most of the external data (customer-provided data) was not fully available at the 

time. In the category of ósometimes availableô were some of the following: sales and orders 

(from customers) by item, listings/delistings, stockouts, stocks at the distribution centre, 

promotions, price changes, orders and sales from customers by location. Rarely available were 

ePOS sales, DC withdrawals, store stock, and location-based promotions. 
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Table 6: Forecast inputs with shared use between stats/AI/ML and judgemental forecasting 

Forecast Input Availability in 

2012, average 

values (Weller 

& Crone, 

2012). 

Used mainly or only 

for  judgemental 

forecasting. 

Used in Stats/AI/ML 

forecasting or 

combined with 

judgemental 

forecasting. 

Historic demand Always 21% 79% 

Price Often 28% 57% 

Stockouts & 

unsatisfied demand 

Often 28% 51% 

Promotions Sometimes 43% 47% 

Media marketing 

activity  

Sometimes 28% 40% 

Product 

listing/delistings 

Sometimes 47% 40% 

Weather data N/A 21% 30% 

Nielsen / IRI scanner 

data 

Sometimes or 

less 

23% 23% 

Competitor data N/A 30% 23% 

 

Our recent study (see Figure 17) reveals that, after a decade, apart from historical demand, 

price and stockouts, internal and external data are used for both stats/AI/ML forecasting and 

judgemental forecasting (see Table 6), which relates to the availability at the same time. 

As data becomes more readily available and new forecasting tools emerge, it is possible to use 

both internal and external data for automated or judgemental forecasting, providing greater 

flexibility in the software or method used. The availability of these figures for forecasters in 

the previous decade relates to their popularity in recent times, acknowledging that some factors 

are more relevant than others to produce a forecast. 

In addition, our study reflects significant use of data that was possibly unavailable a decade 

earlier, such as weather and competitorsô data. 
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Percentage of final forecasts by approach 

Weller and Crone (2012) found that, on average, 45% of the respondents apply an approach 

that combines statistical forecasting with judgemental adjustments, 30% use statistical methods 

alone, and 25% use only judgemental methods. 

In our study, we can validate the same order of preference regarding those methods (see Figure 

12). Our survey captured respondents' current preferences for the percentage of each approach 

they use. We found that only 15% of respondents never used a combination of 

statistical/AI/ML, and judgemental forecasts with judgemental adjustments, 32% never used 

only statistical AI/ML forecasts, and 49% never used only judgemental forecast methods. 

As the 2012 survey data is no longer accessible, it is challenging to summarise the results in a 

manner identical to our study. However, we find that more users are likely to use a combination 

of statistical/AI/ML, and judgemental forecasts than before. In Table 7, we present a 

comparison between the two studies.  

Table 7: A comparison of preference for each forecasting approach in both studies 

Forecast Approach Average of % of use % of respondents who 

have ever used this 

approach (this study) 
Weller & 

Crone (2012) 

This 

study 

Stats + Judgement 45% 47% 85% 

Only Stats (or AI/ML)  30% 33% 68% 

Only Judgement 25% 16% 51% 

 

Table 7 shows a consistent selection of forecasting approaches over a decade. The preferred 

method is always a combination of statistical/AI/ML methods and judgemental ones, with 

average use almost identical over time (45% in 2012 and 47% in this study). In the second 

place, we use only Stats/AI/ML methods (22% in 2012 and 33% currently). Nevertheless, the 

most noticeable change is the third option in the ranking, the use of only judgemental methods, 
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where, after a decade, fewer forecasters are willing to use it only (25% in 2012, 16% 

nowadays). 

To summarise our responses, we can confirm the ranking of preferred methods by observing 

the distribution of the answers (see Figure 54). There, it is possible to observe that the most 

popular option is a combination of statistical/AI/ML, and judgemental methods, with 50% of 

respondents (near the central trend) reporting using this approach, ranging from 10% to 100%. 

Similarly, 50% of respondents (near the median) who use only statistical AI/ML methods report 

a use range of 0% to 60%. However, judgemental methods remain the least popular option, as 

50% of respondents around the mean report using them from 0% to 30%. 

Q: What percentage of your final forecasts consist of the following approaches? 

 

Figure 54: Box and whisker plot of answers by using different forecast approaches. 

We can infer a slight reduction in the use of pure judgemental methods for forecasting over 

time. One potential reason is the adoption of more AI/ML methods; however, forecasters have 

preferred a combination of both for more than a decade, almost consistently (on average). 

0%

100%

0%

30%

60%

33%

0%

50%

90%

100%

0%5%

30%

16%

0%

100%

10%

40%

100%

47%

0%0%5%
10%

40%

60%

100%

0%0%0%5%

Forecast Approach

Only Stat/AI/ML (1)
Only judgemental (2)

A combination of (1) with Χ
Other

W
h
a

t 
p
e
rc

e
n
ta

g
e
 o

f 
yo

u
r 

fin
a

l f
o

re
ca

st
s 

co
n
si

st
 o

f 
th

e
 

fo
llo

w
in

g
 a

p
p
ro

a
c
h
e
s?

0%

20%

40%

60%

80%

100%

120%



PhD Thesis ï Carlos Eduardo Rodr²guez Calder·n ï April 2026 

     90 

 

Methods used to produce a statistical/AI/ML forecast 

The previous study (Weller & Crone, 2012) reported an attempt to cover the absence of relevant 

information from practitioners to understand the algorithms (or methods) selected by 

practitioners to predict demand. We considered it pertinent to present the current preference for 

the chosen methods, including new ones that have emerged over the last decade. 

A comparison of results is available in Table 8 and Table 9. Some of the algorithms were not 

questioned in 2012. However, this comparison shows the evolution of respondents' algorithm 

preferences over the past decade. 

In the previous study, the researchers divided the algorithms into two groups: Time Series 

(classic methods) and Advanced Time Series + Casual, including Neural Networks in 2012. 

Table 8: A comparison of preference for Time Series (classic) forecasting techniques 

Statistical Forecasting Technique Average of % of use 

(Weller & Crone, 

2012) 

Average of % of 

use (this study) 

Exponential Smoothing family of 

models 

32% 66% 

Average or Moving Average 28% 77% 

Random Walk/Naïve  16% 53% 

Models of lumpy/intermittent 

demand (slow-moving items) 

5% 57% 

Decomposition 2% 55% 

 

For classic methods (Table 8), we noticed that exponential smoothing had led the ranking a 

decade ago. However, its popularity was displaced by the use of averages. In addition, there 

has been a dramatic increase in the popularity of these methods, possibly because most are 

integrated into popular software packages. 
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Table 9: A comparison of preference for Advanced Time Series and Casual forecasting techniques 

Statistical Forecasting 

Technique 

Average of % of use (Weller 

& Crone, 2012) 

Average of % of use 

(this study) 

Regression with 

explanatory variables 

7% 74% 

ARIMA  3% 45% 

Lewandowski 2% 15% 

Neural Networks 1% 51% 

 

For advanced time series and causal forecasting techniques (Weller & Crone, 2012), we 

observe that regression holds its popularity with ARIMA and Neural Networks (see Table 9). 

Nevertheless, Lewandowski could not grow at the same rate in a decade again, possibly 

because it is not part of an integrated option inside the available forecasting software. The main 

contrast is the current popularity of Neural Networks for demand forecasting, which are now 

more commonly used than ARIMA models. 

Table 10: A comparison of preference for Advanced Time Series and Casual forecasting techniques 

Ranking of 

use/popularity 

Statistical Forecasting Technique 

(Weller & Crone, 2012) (this study) 

1 Exponential Smoothing Average or Moving 

Average 

2 Average or Moving Average Regression with 

explanatory variables 

3 Random Walk / Naïve  Exponential Smoothing 

(ETS) 

4 Regression with explanatory 

variables (Econometric models) 

Automatic selection tool 

 

In terms of popularity, exponential smoothing, average, and regression remain as popular as a 

decade ago (see Table 10). However, Exponential Smoothing, once the most popular method 

in 2012, fell to third place, as Averages and Regression emerged as the new leaders. An 

interesting change is that Regression moved two positions, shifting the classic time series 

below despite our not including the reference to econometric models. 
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Forecasting time buckets 

Weller and Crone (2012) asked for the percentage of customers; the respondents provided 

forecasts at four levels: item level, customer level, customer distribution centre (account) level, 

and store (POS) level. 

With an item-centred approach, our study focuses on aggregation levels, primarily based on 

item aggregation. We asked whether forecasts are produced at the item (SKU), category, and 

country levels; we also added customer and budget levels. In Table 11, we compare previous 

findings with current ones. 

Table 11: A comparison of the aggregation level used before and after. 

Aggregation Level % of respondents forecasting at that level 

Weller and Crone (2012) (this study) 

Item 39% to 63% 89% 

Customer (Account) 32% to 56% 53% 

Distribution Centre  7% and 32% N/A 

Store (POS) 1% and 13% N/A 

Category N/A 83% 

Country/Region N/A 83% 

Budget N/A 77% 

 

According to Weller and Crone (2012), the item level was the most popular or required at that 

time (and still is, according to our study). If the customer was the second most important (a 

decade ago), it is now more relevant to produce demand forecasts at top aggregation levels, 

such as category, country (or region), and budget, than at the customer level. 

Nevertheless, the main observation is that, for over a decade, predicting at the item level has 

been the most essential task before predicting at higher aggregation levels. 
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Use of forecasting software 

Weller and Crone (2012) found that spreadsheets were the most popular forecast tool in the 

previous decade. Our study confirms the dominance of Spreadsheets as the most basic, flexible, 

and possibly the most popular option among forecasters. A comparison is available in Table 12. 

Table 12: A comparison of the forecasting software used before and after. 

Software type The average % of respondents using the 

software for forecasting 

Weller & Crone (2012) This study 

Spreadsheets 93% 85% 

ERP/MRP module 57% 68% 

Stand-alone forecasting package 38% 51% 

Custom-built solution 31% 53% 

Collaborative Platform 19% N/A 

Demand Sensing Software 11% 26% 

 

We use the sample mean to compare preferences or usage among respondents. In our study, we 

consider reporting its use at least once. We can observe that spreadsheets led the ranking as the 

most preferred forecasting tool over the past decade, with a slight decrease that might be 

explained by an increase in preference for or reliability of ERP/MRP modules and stand-alone 

forecasting packages. Interestingly, Weller and Crone (2012) consulted about using demand-

sensing software, recording 11% of the average use of the software a decade ago. In contrast, 

our current findings show that this value has more than doubled but has not achieved the same 

popularity as other alternatives. 

Forecast accuracy satisfaction 

In Figure 18, we observed that 87% of respondents were satisfied with the current accuracy of 

their forecast (ranging from slightly to completely satisfied), with the most selected answer 

being óModerately satisfiedô. Weller and Crone (2012) reported an average accuracy 
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satisfaction between óslightly satisfiedô and ómoderately satisfiedô (They reported less than 

óModerately Satisfiedô). A detailed list of our survey results is available in Table 13. 

Table 13: Distribution of answers about the satisfaction with the current forecast. 

Answer options Q: How satisfied are you 

with the overall accuracy 

of your forecasts? 

(this study) 

Completely satisfied 13% 

Very satisfied 21% 

Moderately satisfied (*)  45% 

Slightly satisfied 17% 

Not at all satisfied 4% 

(*) also the most selected answer, according to Weller and Crone (2012) 

In both situations, we find that recent and previous respondents are mostly conservative in their 

satisfaction with their predictions. They do express satisfaction. However, since they are 

responsible for producing the forecast in most cases, they primarily express ómoderate 

satisfactionô over the decade. That might imply that academics always have opportunities to 

improve the quality and accuracy of forecasts by proposing new alternatives. 

3.7.2 The IBF Report: Benchmarking Forecasting Errors 

The Institute of Business Forecasting & Planning (Jain, 2014) presented a research report to 

measure the accuracy of forecasting errors. Given its relevance to the Forecasting community, 

we aimed to identify correspondence with our survey findings. For instance, regarding the 

selected forecasting horizon, they asked their participants if they plan for 1 month, 2 months, 

a quarter, or a year. 

However, their findings complement our study by focusing on an aspect it did not cover: 

forecast errors. Their study reveals the complexity of predictions over time and across short 

horizons, with no regard for industry or aggregation level; shorter horizons exhibit lower error. 
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Nevertheless, predicting 1 year ahead increases the error by more than 10% compared to 1 

month ahead at the SKU level across all combined industries. 

Jain (2014) characterises forecasting errors as dependent on the aggregation level (the higher 

the aggregation, the lower the error), also time-horizon dependant (as it gets more complex to 

get accuracy for long-term forecasts) and finally, that there exist some products that are more 

complex to forecast because of the lack of information mainly (short-life products, fashion and 

new products, products with intermittent demand and promotional products). A complete 

summary of the report's results is available in Table 14. 

Table 14: Benchmarking forecast errors (Jain, 2014) 

1-Month 2-Months 1-Quarter 1-Year

All combined SKU 27.0% 29.6% 31.3% 37.7%

All combined Category 15.5% 17.0% 18.9% 26.3%

All combined Aggregated 10.4% 11.8% 13.3% 15.0%

Consumer products SKU 28.2% 30.4% 30.2% 36.3%

Consumer products Category 18.0% 18.0% 15.3% 20.3%

Consumer products Aggregated 13.4% 12.9% 12.5% 13.3%

Food & Beverages SKU 25.0% 24.0% 24.7% 22.5%

Food & Beverages Category 14.0% 17.6% 16.2% 17.2%

Food & Beverages Aggregated 9.50% 11.10% 11.70% 14.10%

Industry
Aggregation 

Level

Forecast error for time horizons (ahead)

 

The study presents results from a survey of IBF conference attendants between 2013 and 2014. 

It does not reveal the number of respondents; they are only from the Consumer Products and 

Food and Beverage industries. In addition, only the Mean Absolute Percentage Error (MAPE) 

is used to assess the accuracy. 

In addition, Jain (2014) explains the importance of their study by first noting that consumers 

became more demanding and less loyal due to the previous, and second, that the product life 

cycle had shortened. The central gap in forecast accuracy shows that Food and Beverages 



PhD Thesis ï Carlos Eduardo Rodr²guez Calder·n ï April 2026 

     96 

 

recorded a 9.5% MAPE for a 1-month aggregated forecast, while all combined industries 

recorded a 37.7% MAPE for a 1-year forecast at the SKU level. 

One observation is that aggregated forecasts might require a similar unit for a proper 

comparison. It is unclear if they use item units for the aggregated forecast or currency, which 

might be more suitable for proper aggregation, as products might have different presentations 

and volumes. 

In contrast, our recent study (see Figure 18) shows that only 13% of our respondents are 

dissatisfied with their forecast. We can infer that one reason is forecast accuracy; however, 87% 

or more are at least slightly satisfied (or more satisfied) with their forecast production. 

3.8 Summary 

This chapter presents the survey developed for this study, its sections, and findings, and 

compares them to a similar survey from a decade ago. 

Practitioners have reduced reliance on judgemental methods, turning to algorithms that 

combine (moving) averages, exponential smoothing, and regression, with half of respondents 

adopting machine learning. However, they also report moderate satisfaction with the forecast, 

opening the opportunity for academia to increase it with new methods, algorithms, and 

software. 

Over the past decade, forecasters have recognised key data, such as past demand, prices, 

promotions, and stockouts, as essential for predicting. The most common tools are 

spreadsheets, with forecasting modules in ERP systems following. About half of the 

respondents have never used AI tools. Currently, the role is less exclusive, with teams typically 

comprising fewer than 10 demand planners, and the forecaster role is often combined with 

other duties. 
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The survey confirms that average based methods (and regression) remain central to practice 

and that practitioners value interpretability and traceability, particularly when forecasting 

promotions. At the same time, there is interest in more powerful, data driven approaches, 

provided they remain understandable and manageable. Motivated by these findings, Chapter 4 

investigates kNearest Neighbours (kNN) as an óintelligent averagingô method for multivariate 

regression in retail demand forecasting, with a specific focus on how pre processing choices 

affect its performance and interpretability. 
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Chapter 4. k-Nearest 
Neighbours Multivariate 

Regression in Demand 

Forecasting, and the impact of 

pre-processing. 

 

4.1 Introduction 

In the previous chapter, we presented the voice of the demand planner, their preferred method, 

inputs and software. One observation is the emerging interest in machine learning and artificial 

intelligence solutions. However, it is also interesting to see their preferences and basic methods, 

such as averages and regression. 

However, the concept of averages is not new; past events are likely to recur under similar 

conditions, and we can apply a regression (to the mean) to forecast future events. In our survey, 

we observed that demand, price, and discount are the most frequently used inputs; therefore, it 

is reasonable, and even intuitive, to expect that future demand can be approximated by 

examining demand when similar values for these features appear in the recorded data. 

In this context, k-NN emerges as an alternative for predicting future situations using only a 

subset of data corresponding to those situations. As a machine learning method, it also offers 

the advantage of enabling tracing of results for further inspection by demand planners. These 
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local and case-based characteristics of k-NN make it unique among other machine learning 

algorithms. 

In this chapter, we introduce the k-NN algorithm through a case study in promotional 

forecasting, and we examine the effects of basic preprocessing options on neighbour selection 

and prediction. 

Given the surveyôs evidence that planners prefer average based and interpretable methods, we 

explore kNearest Neighbours regression as a natural extension of simple averages. By 

averaging only over the most similar historical observations, kNN retains the intuitive appeal 

of averaging while adding flexibility to capture promotional patterns and other nonlinear 

effects. 

4.2 A literature review on k-NN and its use for regression and 

retail (and promotional) forecasting 

4.2.1 k-NN literature in Retail Forecasting and its main applications. 

The literature on k-NN applications in promotional retail forecasting is scarce, particularly for 

direct applications of the algorithm to predict sales or demand. Initial attempts to connect k-

NN potential with retail forecasting only considered it a classification, but not a predictor (Ding 

& Parikh, 2004). Still, it was in the last decade when research became interested in using k-NN 

for demand forecasting, first focusing on time series, e.g. energy cost (Zagar, et al., 2015), 

energy demand (Al-Qahtani & Crone, 2013; Kim, et al., 2018), new product forecasting 

(Ekambaram, et al., 2020) and finally, sales using promotional data (Aguilar-Palacios, et al., 

2019). Nevertheless, we found fewer than ten k-NN applications despite the claim that this 

algorithm has been used for prediction (Arif, et al., 2019) and no subsequent work by these 

researchers.  
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For a broader literature revision, we use the Web of Science with the search ók-NNô or óNear* 

Neighb*ô on the title, which results in more than 10 thousand papers, mostly related to 

classification or clustering applications. We also understand that this search can be incomplete 

because of the terms or categories (Fildes, et al., 2021). Nevertheless, it brings the research's 

relevance up to date. Of the 10196 papers returned on k-NN (according to the Web of Science), 

3916 are related to classification or clustering, 510 to regression, 66 to time-series regression, 

and 81 to retail, sales, or demand forecasting. This does not guarantee that all those topics are 

treated or solved exclusively using k-NN, but it does indicate that k-NN has been used at some 

point in the process. We observe that none included promotional forecasting, reflecting a gap 

in the literature. Additionally, a recent survey (Seyedan & Mafakheri, 2020), reports only three 

k-NN demand forecasting applications. 

Finally, we find that despite the broader k-NN application for classification or clustering in 

several areas, e.g. biology (Chou & Shen, 2006), pharmacology (Zheng & Tropsha, 2000), 

forest monitoring (Franco-Lopez, et al., 2001), medicine, chemistry or biology (Li, et al., 2001; 

Kowalski & Bender, 1972; Vrooman, et al., 2007; Beckonert, et al., 2002; Murphy, et al., 2009; 

Kauffman & Jurs, 2001; Zheng & Tropsha, 2000), also mechanics (Lei & Zuo, 2009). However, 

there is still a gap regarding the requirements for using the algorithm to obtain accurate results 

or to sustain error levels over time. 

4.2.2 k-NN application related to Time Series regression and Retail 

Forecasting 

Although k-NN applications are not primarily related to numerical forecasting, isolated 

applications for time series prediction can be found. We observe an emerging interest in 

extending k-NN capabilities to Time Series regression and recent retail forecasting. For 

instance, some applications use time series for numerical prediction with data modelling, such 

as linear regression (Velmurugan & Indhumathy, 2020). There is also a similar approach to 
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linear regression, including lagged values as explanatory features (Gimeno Illa, et al., 2004), 

special days (Al-Qahtani & Crone, 2013) or even an autoregressive or órecursiveô approach 

(Mart²nez, et al., 2017). These separate applications reveal an opportunity for k-NN regression. 

A second observation is that k-NN can capture data variabilities over time on different 

frequencies. E.g., hourly (Oliveira & Boccelli, 2017), half-hourly (Li, et al., 2017), and daily 

(Valgaev, et al., 2016; Valgaev, et al., 2017; Al-Qahtani & Crone, 2013). This suggests that k-

NN can deal with one of the main time series components: seasonality, if present. 

When observing the Pre-processing rules for these limited applications, some include data 

normalisation: range, mean or variance (Gimeno Illa, et al., 2004); outlier removal, Box-Cox 

transformation for multiplicative seasonality; also lag-1 differencing to remove trend and lag-

n for seasonality or seasonal index subtraction (Mart²nez, et al., 2017). Feature pre-processing 

also considers feature selection and adding calculated features based on existing ones (Zhao, 

et al., 2006). Nikolopoulos (2010) proposes weighted neighbours to predict the impact of 

unexpected events on time series. Still, this step is not mandatory to get competitive results 

over other algorithms despite the featureôs different range, e.g., in time series regression for 

power demand (Al-Qahtani & Crone, 2013). 

Other approaches are based on time series patterns, e.g., exact indexing of dynamic time 

warping (Keogh & Ratanamahatana, 2005) or external regressors, which also have scarce 

literature. For instance, an application for weather prediction (Rajagopalan & Lall, 1999) 

considers an 11-dimensional feature vector, using six variables (e.g. warmness, wind and 

humidity) for the current day and five from the preceding one to predict the weather. This 

application ignores seasonal variations but includes pre-processing and post-processing steps 

using the calendar dayôs mean and standard deviation. 
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4.2.3 k-NN in retail or promotional forecasting. 

Seyedan and Mafakheri (2020) report three applications of k-NN for retail in their survey. 

Nevertheless, two of these (Punam, et al., 2018; Gaur, et al., 2015) use k-NN for classification 

but not for prediction, and the third one to predict sporadic demand using lagged vectors from 

the same time series and weighted averages (Nikolopoulos, et al., 2016).  

A recent application of k-NN to predict promotional sales (Aguilar-Palacios, et al., 2019) 

checks endogeneity and collinearity on the data, assuming that promotions have similar 

characteristics when recording similar sales. Nevertheless, this application skips the discussion 

about pre-processing but implements feature weights based on the inverse distance between 

promotional sales. In addition, they perform cross-validation with 2 to 15 neighbours, selecting 

the one that minimises forecast error. Finally, the global number of neighbours is calculated as 

the average of the individual neighbours. Their assessment considers the root mean square of 

the errors (RMSE) and the mean absolute percentage error (MAPE). 

4.2.4 Data pre-processing for Machine Learning. 

Machine learning (ML) use has increased considerably in the current century, and its 

application typically involves some common initial steps, regardless of the algorithm. Two 

initial steps, which are data extraction and manipulation or data pre-processing (LôHeureux, et 

al., 2017), have an impact on the algorithm training and accuracy. Nevertheless, ML research 

focuses more on the algorithm than on data transformation (data pre-processing) or data 

exploration (Fildes, et al., 2008; Hand, 2000) or if any, it is available for specific algorithms 

only. E.g., neural networks (Kourentzes & Crone, 2008).  

Non-forecasting k-NN applications typically use pre-processing techniques such as centring 

and scaling, but there is no discussion of why these techniques are necessary. We aim to confirm 

if this is also required for forecasting. The literature presents 44 papers on feature pre-
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processing, identified in the Web of Science using the search terms: ófeature pre-processingô or 

(ócentringô and óscalingô) and (óforecast*ô or ópredict*ô) and ómachine learn*ô. Despite none of 

them being directly related to demand or retail forecasting, but classification, there are several 

claims of the importance of feature pre-processing to refine the input data according to the 

problem domain (Dhahri, et al., 2019) using feature selection (Gjoreski, et al., 2016) or feature 

transformation (Olson & Moore, 2019) or both (Li, et al., 2018).  

For machine learning applications, feature vector pre-processing can improve performance 

(Bishop, 1995). Nevertheless, k-NN applications are scarce in the discussion. Still, they 

recognise it can affect predictive accuracy (Kunz, et al., 2016). When applied, it assigns the 

same importance to each variable (Dawson & Wilby, 2001) or control the variance by using it 

to rescale the variables (Wu, et al., 2009; Gertheiss & Tutz, 2009). On the other hand, research 

seems to focus on distance calculation (Chen & Shah, 2018) or performance (Mateo, et al., 

2010). We observe that a proper analysis of data pre-processing and its connection with k-NN 

predictions is missing. 

Nevertheless, we also find that ófeature pre-processingô has other applications among 

researchers. It could refer to new feature calculations (Aguilar-Palacios, et al., 2019) or feature 

selection, which is considered a óusualô procedure to improve forecast accuracy by eliminating 

irrelevant features in the forecasting model (Zhao, et al., 2006) or more object-oriented 

transformation. E.g. seasonal time series transformation to get stationary ones (Mart²nez, et al., 

2017).  
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4.3 k-Nearest Neighbours for Regression 

4.3.1 The k-Nearest Neighbour (k-NN) Algorithm  

k-Nearest Neighbours (k-NN) is a machine learning algorithm primarily used for classification 

problems with unknown data distributions (Fix & J. L. Hodges, 1951). We aim to present the 

k-NN regression algorithm, defining the necessary elements for prediction while avoiding the 

creation of an abstract model, as the algorithm does not require one. 

We modify a version from Lantz (2013) to describe the algorithm. Let us consider the following 

training data: Ὀ ὼȟώ ȟȣȟὼȟώ  where N is the number of input/output pairs. ώ is the 

output/label, and ὼ is a vector with n attributes or dimensions (discrete or continuous). Let us 

define ὼ  as the mth feature of ὼ. Regarding the output ώ, it can be discrete or continuous. 

Let us choose a distance function to define proximity between pairs or between any new 

observation and the set. E.g. Euclidean (see Equation 1) or Mahalanobis (see Equation 2), 

which is scale-invariant (McLachlan, 1999). 

ὨὼȠὼ ὼ ὼ Ø Ø  

Equation 1: Euclidean Distance 

ὨὼȠὼ  ὼ ὼ Ὓ Ø Ø  

Equation 2: Mahalanobis Distance (S: covariance matrix) 

The distance function might be chosen depending on the feature types and variability. E.g., 

Jaccard, Manhattan (or L-1 Norm) are recommended for categories or binary variables. It is 

also possible to use additional information when calculating the distance, e.g., by adding 

weights to the features, by using the inverse of the distance value to combine class labels 

(Franco-Lopez, et al., 2001). One advantage of choosing a proper distance metric is 

automatically excluding features with little or no relevance (Ripley, 1996, p. 197).  
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The next step is to define a finite number (k) of elements from D to calculate a prediction. Let 

us define ὼᶻ as a case to predict. By using the selected distance function d, we can choose k 

cases such as: ὼȟώ ᶰὈᶻȟὈᶻṖὈ, where the minimal distance to ὼᶻ: ὨὼᶻȠὼ 

ὨὼᶻȠὼ ȟᶅ ὭȟὮ  ὼȟώ ᶰὈᶻȟὼȟώ ᶱὈᶻẒᶰὈ. Finally, the prediction is calculated as an 

arithmetic function of the output (ώ) of the chosen subset. E.g., using a simple average (see 

Equation 3). 

ώz
Вώ

Ὧ
ὼȟώ ᶰὈᶻ 

Equation 3: prediction with a simple average using the k-Nearest Neighbours 

 

One consideration is that the distance calculation is affected by each feature range and scale. 

Because of that, before calculating predictions with k-NN, it is usual to scale the features to 

homogenise their range and importance; a standard procedure is to normalise the variables. 

Finally, regarding the meta parameter (the choice of k), it is usually chosen a priori, but there 

is a trade-off between large and small values; larger values of k result in smoother decision 

boundaries that could underfit: a neighbourhood may include several points from different 

classes. On the contrary, smaller values could lead to several small neighbourhoods and 

overfitting, with more sensitivity to noise (Lantz, 2013).  

4.3.2 Pre-processing in k-NN 

Machine learning algorithms require high-quality, properly formatted data for training. This 

activity is commonly called feature pre-processing and might combine feature deprecation, 

cleansing, and data transformation. In particular, for k-NN, because of the distance 

computation, which is performed in the feature space, choices about scaling and feature 

selection have a significant impact on which observations are considered óthe nearestô and on 
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the subsequent predictions. Prior work for classification and regression shows that appropriate 

scaling and feature selection substantially improve performance, while naµve use of 

untransformed features can lead to unstable and misleading results (Vikri, et al., 2026; Gunadi 

& Rachmawati, 2024; Bhardwaj, et al., 2018; Mart²nez, et al., 2017). 

Empirical research shows that k-NN is highly sensitive to the scale of the input variables 

because distances are proportional to the numerical range of the input variables. Nevertheless, 

for k-NN classification, min-max and z-score scaling significantly improve accuracy regarding 

unscaled data, and scaling often has a larger effect than alternative distance weightings. 

Therefore, scaling is a prerequisite for meaningful neighbour identification when working with 

k-NN (Bhardwaj, et al., 2018; Vikri, et al., 2026). 

Feature preprocessing might also consider weighted feature scaling, rescaling features 

according to an estimated importance to improve k-NN prediction performance, adding more 

or less weight to some features when computing distances. This is recommended when features 

are heterogeneous (continuous, counts, dummies) and they do not share a common range 

(Bhardwaj, et al., 2018). 

This approach is also relevant for time series regression with k-NN. Mart²nez, et al. (2017) 

observed that k-NN relies on distances in the lagged-features space, and transformation and 

scaling of the inputs are part of the design process. Their empirical results show that 

competitive forecasts are obtained after adequate pre-processing of lagged series, reinforcing 

the k-NN classification finding in the forecasting context. 

Because of its non-parametric and distance-based nature, k-NN is also affected by the ócurse 

of dimensionalityô; irrelevant features might make all points appear similarly distant. In this 

context, k-NN has been used as an evaluation tool for high-dimensional feature selection with 

a contribution to accuracy, robustness and computational efficiency (Gunadi & Rachmawati, 
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2024). Nonetheless, k-NN might also yield better classification results when the importance of 

removing redundant or low-value predictions is underscored before its use (Silfana & Barata, 

2024).  

Additional techniques for filtering features might include revising correlations or predefining 

key measures based on the business nature. In time series regression, we can treat lag selection 

(Mart²nez, et al., 2017) as an ad hoc feature selection procedure tailored to time series. 

In this thesis, we assume that continuous predictors should be rescaled so that no single variable 

dominates the distance due to its range. In addition, feature selection, starting with the removal 

of highly correlated variables, is mandatory before performing regression. Finally, we consider 

evaluating whether adding lag structures might improve neighbour selection. 

4.3.3 Case Study 

We use a dataset from a manufacturing company specialising in household products. The 

dataset comes from a previous study (Trapero, et al., 2015). It includes weekly sales for 60 

items. Each item has a different history length, varying from 53 to 148 weeks. We observe that 

active promotions raise sales (see Table 15) even though these are active in less than 20% of 

the dataset. Figure 55 presents sales for a particular product and the impact of promotions with 

different lengths and discounts. 

  Type of week 

Without Promotions With Promotions 

Average of Discount % 0% 22.40% 

Average of Sales 758.6 1410.3 

Standard Deviation of Sales 701.9 1274.2 

Total Weeks with significant sales 6376 (84%) 1171 (16%) 

Table 15: Descriptive Statistics of the used dataset 
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The dataset includes nine columns: (i) Week of the year; (ii) Item code; (iii) Sales unit; (iv) 

Promotion indicator (y/n); (v) Days the promotion ran in that week; (vi) On feature display 

indicator (y/n); (vii) On-shelf display indicator (y/n); (viii) Price Discount and (ix) Product 

category. 

To maximise the data's potential, we add additional columns using the original information: 

lagged and lead variables of promotions, discounts, cumulative promotions, promotion 

progress (e.g., if they last more than a week), and other indicators like the beginning (or the 

end) of a promotional cycle for that item.  

 

Figure 55: Weekly sales and promotional discount for an individual case 

The dataset is split into training and test sets to evaluate the models. The training set consists 

of 118 or fewer weeks, depending on the available history of each item. The test set is fixed at 

30 weeks and evaluated using 14 rolling origins. Some items will consider variable-size 

training data, as the test set will be consistent in all cases. By using rolling origin, we expect to 

observe the robustness and stability of the forecast. The training data moves to the right for 

each origin, including a new observation, producing a set of 15 predictions for which error 

metrics are calculated. 
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The individual case at Figure 55 shows the promotional dynamics in item sales; some 

promotions affect sales, and sales can exhibit similar behaviour during non-promotional weeks. 

4.3.4 Experiment Design 

We present four steps (see Figure 56) to evaluate k-NN predictions and their sensitivity to pre-

processing. The first step performs initial data pre-processing, creating the feature vector for 

each item. The second step alternates between the steps of two standard pre-processing options 

using the R caret package (Kuhn, 2008). The third step creates multiple results for each item 

using rolling origin, and the final step assesses the performance of each pre-processing option. 

 

Figure 56: A proposed methodology for prediction with k-NN 

 

We extend the original dataset from five to 34 features using time and promotional attributes, 

which is typical for promotional forecasting (Fildes, et al., 2021). The extended dataset includes 

the following: length of the promotion, number of promotional weeks (for each cycle), an 

indicator of the first week and last week of a promotional period, an indicator of an upcoming 

promotion for the following week or if one ended the week before, an indicator of odd or even 

week of a promotional cycle, promotional cycle progress (from 1 to 5), week of the month, an 

indicator of complete weeks with promotions (seven days), a counter of full-promotional weeks 

for each cycle, cumulative discount per weeks for each promotional cycle and a couple of 

ωData depuration:

ωElimination of highly correlated 
(or constant) columns.

ωThe feature vector is created for 
each item.

Initial data pre-processing

ω7 Feature transformation options:

ωno transformation, z-score and 
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ωThree choices: Centring, Scaling, 
Centring & Scaling.
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special dates. Because of the number of added variables, we consider that a potential 

collinearity effect can occur between the features during promotional periods (Trapero, et al., 

2015). Therefore, we apply an initial pre-processing step to remove constant or highly 

correlated (” πȢωψ) features from the training set (removing the last 29 observations for each 

item). 

With a depurated dataset for each item, we apply seven feature transformations, including 

feature translation (Centring) and resizing (Scaling), using z-scores and Min-Max scaling. We 

split each change into three cases: only the translation of the feature (Centring), the division by 

range, its standard deviation (Scaling), or both. These combinations result in three cases for z-

scores and three more for Min-Max, with an extra one for no transformation. The selected 

transformation (from the seven options) is simultaneously applied to all the features. 

After each transformation, the caret package selects the optimal number of neighbours (k<30) 

for each item and pre-processing combination. The choice of k is calculated using three 

repetitions of 10-fold cross-validation with three repetitions over the training data. The number 

of neighbours is used for the next step. 

To assess the results, we evaluate each prediction on the test sample using Rolling Origin (RO) 

with up to 15 origins per test data sample (29 weeks) for each origin and item. The purpose is 

to evaluate the stability of changes in the k-NN forecast as the amount of training data 

increases. Four different error metrics perform this evaluation: Mean Absolute Scaled Error 

(MASE) (Hyndman & Koehler, 2006), Mean Absolute Scaled Error (sMAPE), Root Mean 

Squared Error (RMSE) and Mean Error (bias) compared to other algorithms: Linear 

Regression, Naµve, ARIMA and Exponential Smoothing. We consider these error metrics 

widely used by the forecasting environment, which can lead to certain conclusions. 



PhD Thesis ï Carlos Eduardo Rodr²guez Calder·n ï April 2026 

     111 

 

Finally, we conduct an experimental analysis to assess the effect of the pre-processing 

transformation, specifically centring vs scaling. 

4.3.5 New Features 

Promotional data includes information about promotions, discounts, and features such as shelf 

presence and display. We defined additional variables, such as lagged and lead sales variables, 

as promotions might affect consumer behaviour for non-promotional periods (van Heerde & 

Neslin, 2017). Besides, we consider seasonal factors and special dates where sales affect all 

items. Additional features are time-related: year, week of the month, the total length of current 

promotions, the first and final week of a promotion, the week before and after a promotion, 

promotion progress on a scale of 1 to 5, whole-week promotions, and special dates. Other 

features are related to discounts and time: the total discount applied for the promotion and the 

lagged discount. Also, sales by day is a defined function that calculates the average sales for 

weeks during which a promotion runs for less than 7 days. Including all these features helps k-

NN capture more complex interactions in the sales data (Ramanathan & Muyldermans, 2010). 

With this extended dataset, which includes different feature types, we observe the effect of 

Centring and Scaling on the forecast. Feature types are binary (e.g., lagged variables), scalar 

(e.g., promotion progress, ranging from 1 to 5), and continuous (e.g., average sales for non-7-

day promotion weeks). 

4.3.6 Feature Pre-Processing 

We investigate two pre-processing methods: Min-Max (see Equation 4) and z-score (see 

Equation 5), by splitting each transformation by only performing Centring (translation to the 

minimum or the mean) and Scaling (dividing by the range or the standard deviation). 
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Pre-processing, also called normalisation, is a standard practice for standardising features and 

detecting similarities. E.g. artificial neural networks require pre-processing, centring and 

scaling to perform pattern recognition (Lecun, et al., 1998). By reducing the range of each 

feature, k-NN will use the feature set homogeneously, i.e., every feature will be treated with 

the same importance. However, this homogenisation will depend on the selected method and 

the range or standard deviation. For instance, binary features or features with a slight standard 

deviation will be unaffected by a Min-Max transformation but enlarged after z-score 

standardisation. 
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Equation 4: Min-Max normalisation (Lantz, 2013) 
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Equation 5: z-score standardisation (Lantz, 2013) 

4.3.7 Models 

k-NN regression is modeless; however, the optimal number of neighbours (k) is selected 

individually for each item and pre-processing option using 10-fold cross-validation with 3 

repetitions over 1-30 neighbours. After the experiment, we concluded that this upper boundary 

could be narrowed.  

Each item will consider a different subset of features (after removing redundant ones) and an 

optimal number of neighbours for each pre-processing type. Our experiment uses R with the 

caret package, using Euclidean distance for k-NN. 
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4.3.8 Evaluation 

For our experiment, we chose metrics used by practitioners and academics (MASE, sMAPE, 

Mean Error). Furthermore, we believe evaluating each rolling origin forecast benchmark based 

on other algorithms is necessary. We calculate the average relative efficiency for each 

combination of k-NN forecast pre-processing and algorithms that require recent observations 

to produce a forecast (Naµve, Exponential Smoothing with automatic parameters, and ARIMA 

with automatic parameter calculation). The objective is to evaluate k-NN sensitivity to pre-

processing. 

MASE checks the accuracy of the algorithm regarding the Naµve method. Let ὣ denote the 

observation at the time ὸ and Ὂ denote the forecast of ὣ. Then, the forecast error is defined as 

Ὡ  ὣ Ὂ. The scaled error is defined as in Equation 6, and the Mean Absolute Scaled Error 

(MASE) = άὩὥὲȿήȿ. 

ή Ὡ
ὲ ρ

В ȿὣ ὣ ȿ
 

Equation 6: scaled error 

The symmetric mean absolute percentage error (sMAPE) is defined in Equation 7. 
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Equation 7: sMAPE (Makridakis & Hibon, 2000) 

Bias is calculated as the average amount by which actual values are more significant than 

predicted (see Equation 8). Despite being an unscaled error, it will allow us to see if a tendency 

changes after each transformation. 

Average Relative evaluation is calculated using the geometric mean because of the 

homogeneous treatment of relative changes (Davydenko & Fildes, 2013). It could be applied 

to different error metrics. Let us take for instance, MAE, the mean absolute error (see Equation 
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9); it is possible to define AvgRelMAE as in Equation 10, where ά is the number of time series, 

ὲ the number of observations of the ith time series, ὔ В ὲ, ὓὃὉis the mean absolute 

error between actual values and k-NN forecast for series i, and ὓὃὉ is the mean absolute error 

between actual values and the statistical forecast from a univariate algorithm for series i,  

ὄὭὥί
ρ

ά
ώ ώ  

Equation 8: Mean Error or Bias 
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Equation 9: Mean Absolute Error (MAE) 
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Equation 10: Average Relative MAE 

Using the geometric mean provides a fair benchmark for comparing k-NN and other algorithms 

across versions of the test sample when using the rolling origin. One advantage of average 

relative error metrics is that results are less susceptible to outliers and can confirm any prior 

result from other metrics. 

4.4 Experimental Results 

To illustrate the findings, we will discuss the results for an individual case and the results for 

the 60 products. Forecast variations are observed across the rolling origin results. 
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4.4.1 Results for the Individual Case 

We begin presenting results for a single item (similar to the case presented on Figure 55. ) on 

k-NN regression for sales when using feature transformation or not. 

We selected a particular item from the dataset that records 148 weeks of sales, of which 50 are 

promotional. Promotional discounts vary from 21% to 25%, and promotional sales are between 

240 and 3960. In non-promotional weeks, sales range from 120 to 3120 units. 

Table 16: Summary of results for the individual case (random item) 

k-NN sMAPE MASE ME 
 

Centring 

 

NO z-score Min-

Max 

NO z-score Min-

Max 

NO z-score Min-Max 

 Scaling          

k-NN 

NO 0.373 0.372 0.378 0.877 0.872 0.897 -555.886 -556.111 -555.094 

z-score 0.300 0.306  0.589 0.609  -78.692 -95.504  

Min-Max 0.303  0.300 0.624  0.595 -99.461  -141.314 

Lin Reg 0.333   0.636   21.523   

Arima  0.340 
 

 0.738 
 

 -558.454   

ES 0.436 
 

 1.010 
 

 -660.300 
 

 

Naive 0.591 
 

 1.215 
 

 -425.600 
 

 

 

We find that k-NN outperforms AutoArima, AutoES and Naµve for this individual case when 

using only z-score scaling transformation (see Table 16). However, we focus on only three 

situations combining Centring and Scaling simultaneously: first, when features have no 

transformation; second, with Min-Max; and finally, with Caret embedded options (z-score). 

A k-NN regression without transformation (see Figure 57) chooses four neighbours for 

prediction, sMAPE = 0.373 and negative Bias = -556, presenting an average over the forecast 

for all origins. By nature, k-NN cannot capture a trend component; this is evident in the 

predictions, which show almost no change between promotional and non-promotional periods. 

Min-Max transformation (see Figure 58), better captures the promotional effect (sMAPE = 

300% and Bias = -141) and yields better results than performing k-NN regression without 

feature transformation. 
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Finally, with z-score transformation (see Figure 59), we have a final set of results with the 

lowest error (sMAPE = 0.300 and Bias = -79) with a larger number of neighbours (k=21). The 

forecast returns to the mean and becomes more stable for non-promotional periods with 

different origins. 

Using k-NN with no feature transformation (Figure 57) produces a similar range of predictions 

for promotional and non-promotional weeks (weeks with no discount). After feature pre-

processing, the forecast performs a better fit for promotional and non-promotional weeks 

separately. The forecast (see Figure 58) captures the promotional effect. However, the result is 

also dependent on the choice of k. E.g., the z-score transformation (see Figure 59) chooses 

k=21, yielding an almost constant value for predicting non-promotional periods.  

 

Figure 57: k-NN regression (15 origins) with no transformation over features (k=4) 

Results for an individual case suggest that z-score and Min-Max can compete, with more 

contribution to scaling than centring, and that Min-Max (with centring and scaling) performs 

better than z-score (only scaling). 
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In addition, we consider that the z-score transformation will differ from the Min-Max in terms 

of range. For instance, the Min-Max transformation ensures every feature range is in the [0,1] 

interval. On the other hand, a z-score can yield different results when the standard deviation is 

less than 1, making the transformed variable's range larger than before.  

 

Figure 58: k-NN regression (15 origins) with Min-Max transformation over features (k=5) 

 

Figure 59: k-NN regression (15 origins) with Caret (z-score) transformation over features (k=21) 
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This effect can enlarge the importance of binary variables (e.g., the promotional indicator) 

when computing nearest neighbours. 

4.4.2 Centring vs Scaling 

To answer the previous question, we begin evaluating the importance of each transformation 

in terms of the use or omission of Centring (feature translation) and Scaling (range 

transformation) with the selected methods. 

Table 17: Evaluation of centring and Scaling for 60 items. 

Scaling Centring NO z-score Min-Max 

NO  sMAPE 0.491 0.491 0.491 

 MASE 0.978 0.972 0.977 

 MAE 335.993 333.731 335.699 

 ME -103.361 -99.750 -103.948 

 RMSE 419.649 415.694 418.648 

z-score  sMAPE 0.475 0.476 
 

 MASE 0.919 0.928 
 

 MAE 308.756 313.461 
 

 ME -63.792 -65.020 
 

 RMSE 384.326 394.731 
 

Min -Max  sMAPE 0.476 
 

0.475 

 MASE 0.926 
 

0.916 

 MAE 312.452 
 

308.596 

 ME -64.797 
 

-65.774 

 RMSE 392.728 
 

381.923 

 

Table 18: ANOVA table for MASE 

 Df Sum Sq 

Mean 

Sq F value Pr(>F)  
Centring 2 0.23 0.1132 0.7053 0.49398  

Scaling 2 4.69 2.3471 14.626 4.60E-07 ***  

RO Sample 1 0.47 0.4698 2.9278 0.08712 . 

Item 1 8.15 8.1509 50.7914 1.14E-12 ***  

Residuals 6293 1009.88 0.1605    
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A summary of the results using unscaled errors (Table 17) indicates that the Min-Max 

transformation is the optimal choice for this case. The main observation is that Scaling affects 

the errors more significantly than Centring. Centring combined with Scaling presents a minimal 

improvement in accuracy. We claim that Scaling is mandatory to reassign feature importance 

and generate a new set of features regarding no transformation. However, if choosing the Min-

Max transformation, the complete modification (removing the mean and dividing by its range) 

is required for optimal performance.  

To confirm our assumptions, we analyse the results by observing the analysis of the variance 

(see Table 18) for MASE based on the complete results by item using rolling origin with 

different combinations of centring and scaling. We find statistical evidence that MASE results 

are affected by the Item data and the Scaling transformation. There is no evidence that changes 

in Centring, or the Rolling Origin sample, affect the outcome. 

In addition, we perform Tukeyôs óHonest Significant Differenceô (Yandell, 1996) over MASE, 

focusing only on the changes when scaling. The confidence intervals reveal no significant 

difference between the two scaling options. Still, if applied, any of these options positively 

impacts the accuracy and results regarding no transformation (see Figure 60). Repeating the 

same test for Centring reveals no statistical evidence of changes in using any centring option 

(see Figure 61). A complete evaluation of the Centring and Scaling options is visible in Table 

19. 
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Figure 60: Tukey HSD interval results for Scaling 

 

 

Figure 61: Tukey HSD interval results for Centring 

 

Table 19: Tukey HSD interval results for Centring & Scaling 

Term Contrast Null.value Estimate Conf.low Conf.high Adj.p.value 

Centring NO-Min-Max 0 -0.00516 -0.0337 0.0234 0.90600 

Centring z-score-Min-

Max 

0 0.00930 -0.0220 0.0406 0.76600 

Centring z-score-NO 0 0.01450 -0.0141 0.0430 0.46100 

Scaling NO-Min-Max 0 0.05360 0.0250 0.0822 0.00003 

Scaling z-score-Min-

Max 

0 -0.00150 -0.0328 0.0298 0.99300 

Scaling z-score-NO 0 -0.05510 -0.0837 -0.0265 0.00002 
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4.4.3 Scaling matters for the promotional case 

In our case study, features are measured on different scales: raw sales volumes, discount 

percentages, binary promotion flags, and other indicators in the wholesale/retail context. In 

distance-based methods such as k-NN regression, unscaled high-variance features (e.g., sales 

or price) dominate the (Euclidean) distance computation, while other variables with low 

variance (promotion dummies, on-shelf flag, and others) contribute less. This can lead the 

algorithm to treat as ósimilarô two or more weeks of sales with comparable discounts but 

different promotional configurations, undermining the goal of learning from past but similar 

promotions. 

In this work, we observed that appropriate scaling, in this case the Min-Max transformation, 

restores a more balanced representation, allowing promotion- and display-related variables to 

influence neighbour selection in line with their causal relevance rather than their raw 

magnitude. In the promotional context, this is not only convenient with respect to the range of 

each numerical feature but also a modelling choice with substantial impact on the selection of 

the best candidates for prediction: it encodes the judgement that promotion status, discount, 

and display features should matter in defining similarity among previous cases. 

Another observation is that the Min-Max transformation performs better than the z-score 

transformation. We observe that this is because of the nature of some variables; the z-score has 

a different impact on binary variables, increasing their weight as these are naturally bounded 

by a range of 1, so a division by the standard deviation has a different effect than a Min-Max 

transformation, increasing its weight more than standardising it. Scaling, as a feature-weighting 

method, requires a way to equalise the importance of all variables. 

Min-Max ensures that all binary variables retain their original values and ranges and allows 

other continuous variables to be mapped to the same range, unlike the z-score. This means, for 
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instance, that changing a product on the shelf from 0 to 1 has a distance effect comparable to 

moving from the minimum to the maximum discount, which more closely reflects the intended 

semantics of similarity among promotional features. An additional minor aspect is that the 

transformation might appear more natural and easier to explain in terms of the transformed 

value, leaving the features invariant when binary and showing the value divided by its range 

for other features, rather than a divided by a concept such as the standard deviation, which 

might be not easy to digest by practitioners who do not compute this value regularly. 

4.4.4 Benchmark over Statistical Algorithms 

To finish the experiment, we consider it necessary to evaluate k-NN performance vs other 

statistical algorithms. The purpose is to assess whether k-NN can be used for promotional retail 

forecasting by comparing its performance with other options. We consider the best pre-

processing option for k-NN (Min-Max centring and scaling) and four algorithms: Linear 

Regression using the same feature vector, ARIMA , also ES using automatic feature selection 

and Naµve. In addition, results are computed for promotional and non-promotional weeks. 

Table 20: Average Relative Errors (k-NN vs other algorithms) 

Data selection k-NN vs Average Relative Error 

sMAPE MAE  RMSE Abs. Err. 

All Weeks AutoArima 1.048 1.054 1.050 1.403 

AutoES 1.056 1.084 1.070 1.731 

LR 0.896 0.874 0.858 0.959 

Naive 0.949 0.979 0.936 0.938 

Non  

Promotional 

Weeks 

AutoArima 1.007 1.001 1.000 1.196 

AutoES 1.015 1.033 1.025 1.549 

LR 0.902 0.895 0.885 0.963 

Naive 0.919 0.945 0.900 0.957 

Promotional  

Weeks 

AutoArima 1.159 1.211 1.176 1.968 

AutoES 1.228 1.328 1.267 2.119 

LR 0.680 0.657 0.624 0.803 

Naive 1.083 1.159 1.058 1.208 
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The evaluation is performed by comparing each prediction for each origin vs the one produced 

by each selected algorithm. After using the geometric mean of the average relative errors (Table 

20) for sMAPE, RMSE and MAE, k-NN presents competitive results regarding Linear 

Regression with the same extended dataset, but it does not outperform univariate algorithms.  

The main observation is that regression methods (k-NN and Linear Regression) cannot compete 

with time-series algorithms at this stage, so we evaluate additional feature selection steps for a 

future experiment. A final observation is that k-NN outperforms Linear Regression for 

promotional periods. 

In this case, we evaluate a promotional case that leverages the advantages of regression-based 

time-series algorithms: using only time and planned promotional data, without requiring 

information about recent past sales to produce a forecast. Some marketing companies prepare 

an annual plan with detailed information on promotions and other marketing strategies, which 

k-NN can leverage to support demand planning. 

Finally, it is possible to check the relative error distribution that appears consistent for global 

data and non-promotional periods, but with more considerable uncertainty for promotional 

ones (see Figure 62). Promotional weeks comprise 16% of the dataset, and k-NN predictions 

are required to reduce forecast uncertainty and identify forecasting opportunities. k-NN 

outperforms linear regression after removing highly correlated features. Still, further steps, 

such as AIC-based stepwise selection, can improve linear regression models. 
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Figure 62: Relative error distribution for k-NN vs (other algorithms) for  

G=global data, N=Non-Promotional Weeks and P = Promotional Weeks 

 

4.5 Summary 

In this chapter, we evaluate the impact of feature pre-processing on a specific k-NN approach 

for retail forecasting. The literature on k-NN states that, by design, it uses preprocessing by 

default, with the most common options being z-score and Min-Max transformation. This 

research follows a similar approach, using these two typical transformations for the regression 

application, understanding the contribution of each option, and separating the centring and 

scaling phases. 

It is observed that accuracy is sensitive to feature scaling and the selected distance metrics, 

despite the latter not being covered in this thesis. It is also possible to understand the different 
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effects of scaling methods, depending on variable type, and their impact on the selection of the 

number of neighbours. 

Scaling features is a mandatory step in k-NN, and in this case, the Min-Max transformation 

provides complementary accuracy. We observe that this transformation preserves binary 

variables. Nevertheless, our post hoc experimental analysis reveals no statistical evidence that 

the results differ between the two scaling methods. 

Feature pre-processing involves feature transformation and selection, with the latter process 

also applied by removing highly correlated features. However, additional steps can remove 

irrelevant (or rescale more relevant) features. Scaling results suggest that assigning different 

feature weights affects the k-NN forecast. On the other hand, the errors obtained with time-

series algorithms make it possible to expand the experiment by adding or changing features, 

e.g., including autoregressive sales features to capture the sales pattern before or after a 

promotion. Some k-NN applications (Al-Qahtani & Crone, 2013) have successfully applied 

this approach to non-retail forecasting. 

Another contribution relates to noise handling: the error distribution indicates that a k-NN 

forecast remains largely stable during global and non-promotional periods despite the rolling 

origins and combinations of the setôs limits for the optimal k search.  

The results suggest that k NNôs performance depends not only on standard pre processing but 

also on how temporal information and promotional history are encoded in the feature vector. 

This motivates a deeper investigation of auto regressive features and the selection of the 

neighbourhood size k when forecasting promotional retail demand. Chapter 5 focuses on these 

aspects. 
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Chapter 5. Auto-regressors on 

the Feature Vector for k-NN 

Retail Promotional 

Forecasting 

5.1 Introduction 

Chapter 4 presented kNN regression as a viable, interpretable alternative to classical methods 

when appropriately pre processed. However, its success in promotional retail forecasting likely 

depends on how past observations are represented, particularly which lags and promotional 

events are encoded, and on the choice of neighbourhood size k. This chapter investigates these 

design choices in detail for promotional demand forecasting, noting that predictions for 

promotional weeks are less accurate than those for non-promotional weeks.  

In this chapter, we complement our findings on feature transformation by observing that scaling 

is more relevant than centring, and we answer the final question of whether extending the 

feature vector with lagged time-series values can improve predictive accuracy. There is 

evidence that the meta-parameter k can be determined by using an autoregressive vector with 

the length of a pattern that can be observed or repeated in the past (Al-Qahtani & Crone, 2013). 

For this experiment, we include an autoregressive vector to extend the dataset and vary k, the 

number of observed promotion cycles, based on the data. A promotion cycle lasts one or several 

weeks and includes an active promotion. 
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This chapter continues analysing the same dataset, with particular attention to data 

preprocessing and its impact on the forecast. We analyse 60-item data with limited information 

about promotions, including five descriptive variables that will form a summarised feature 

vector. 

We begin by adding lagged versions of each variable to the feature vector, varying the lag 

length each time. The next step removes the binary variables, which may be highly correlated 

with the discount. We identify the optimal set of lagged variables, fix the number of lags, and 

vary the step lags. Let us take t as the number of lags that minimises the error. We assume that 

t is enough to detect the necessary sales pattern. Thus, we shift the t lag into the past, 

recognising that recent lagged data may be difficult to include or approximate in a long-term 

forecast, which is typical in promotional forecasting. 

The next part of the experiment involves varying the optimal k across different intervals and 

lags; we examine whether k-NN can compensate for the lack of cases by reducing the number 

of neighbours when more lagged data are included. Finally, we fix the number of neighbours 

for each case using the number of observed promotional periods, adding lagged data of 

different sizes. We analyse whether it is possible to predict promotions more efficiently using 

only past promotional-cycle data and lagged data. 

For error assessment, we use sMAPE as the error metric. However, we also assess the average 

bias (Mean Error) by analysing the promotional and non-promotional periods separately. 

The remainder of the chapter is organised as follows. Section 5.2 discusses the use of lagged 

data. Section 5.3 presents the experiment design. Section 5.4 reports the results, Section 5.5 

presents benchmarking against other algorithms, and Section 5.6 provides a summary. 
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5.2 Promotional forecasting with lagged data 

In promotional forecasting, demand usually follows a short-life pattern: a pre-promotion 

plunge, in-promotion spike, usually related to stockpiling, and post-promotion descent 

followed by recovery. This pattern suggests that the most relevant history for forecasting 

promotional sales lies in the last one or two periods, especially when promotions are short and 

repeated. Machine learning applications for promotions (including tree-based approaches) 

regularly use lagged sales and causal variables to capture these dynamics (Hewage, et al., 

2025). 

When most changes occur quickly, short-lagged features can capture the main dynamics. 

Empirical work on retail promotions shows that the main promotional and post-promotional 

effects are concentrated within a few weeks: a spike during the promotion and a short post-

promotional plunge that returns to baseline. It is expected that the first and second lags of 

demand already encode the baseline plus the immediate impact and very short-term continuity 

or change, which also applies to similar methods such as ARIMA models, while reducing the 

risk of overfitting. 

Regression and ARIMAX models usually consider promotion dummies, price and display 

variables. In these models, lagged sales terms are introduced to capture short-term dynamics 

(promotional effects and post-promotional changes). Empirical applications using weekly data 

for supermarket SKUs often restrict autoregressive and distributed lag orders to low values (no 

more than 2 lags) when there is no strong evidence of seasonal cycles, relying more on 

promotion indicators. The risks of adding excessive lags inflate forecast error variances and 

degrade out-of-sample performance. Therefore, promotional indicators and a small set of short 

lags are generally more robust than rich high-order polynomials (Chen, 2024; Ma, et al., 2016). 
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Although k NN is non parametric, its behaviour with lagged inputs mirrors some of the same 

trade offs seen in regression and ARIMA models. In time series k NN approaches such as those 

implemented in the tsfknn package (Mart²nez, et al., 2017). Each observation is represented by 

a vector of lagged values, and neighbours are found in this lag space. Using a small number of 

recent lags focuses the distance metric on the immediate local shape of demand (level plus 

short term trend) around promotions, which is exactly where most predictive information 

resides in non seasonal, promotion driven series 

By contrast, introducing many lags, especially when there is no genuine seasonal pattern, 

rapidly increases dimensionality and sparsity, weakening the discriminative power of distance 

measures and making the method sensitive to noise in distant history. Moreover, if promotions 

are irregularly scheduled, distant lags will often correspond to a mixture of promotional and 

non promotional weeks, providing a poor basis for identifying truly comparable past situations. 

For k NN promotional forecasting, it is therefore methodologically consistent with the 

regression and ARIMA literature to prioritise short, contiguous lags (e.g., one or two weeks) 

combined with explicit promotional and calendar features, and to avoid long, uninterpretable 

lag structures when no stable seasonality is present (Rigopoulos, 2022). 

In addition, the effect of a promotion on sales typically evolves over a few weeks rather than 

remaining constant. The impact of promotions records a ópromotion bumpô in the first week (or 

days), driven by brand switching, increased purchase incidence, and stockpiling, followed by 

a short phase in which the elevated household inventory position sustains additional sales 

momentum before purchases decelerate as inventories are drawn down. Panel-data analyses of 

stockpiling further indicate that as consumers accumulate inventory during a promotion, their 

subsequent purchase incidence decreases because needs are temporarily satisfied, and some 

consumers strategically wait for the next attractive deal. For wholesalers, and also some retail 
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categories with large pack sizes or high storability, this pattern can be even more pronounced: 

a strong first week lift, one or two weeks of residual momentum as downstream customers 

adjust their stocks, and then a marked decline once inventory positions have been rebalanced 

(Ailawadi, et al., 2007). These findings reinforce the case for using only short lags of sales in 

promotional forecasting models (especially in k-NN formulations) because the key dynamic 

adjustment to a promotion (build-up, momentum, and subsequent decline after stock 

satisfaction) unfolds over a limited horizon and is unlikely to be captured more accurately by 

distant lags unless seasonality is present. 

5.3 Experiment Design 

5.3.1 Proposed Method 

In k-NN time series forecasting, each observation is represented (or augmented) using a feature 

vector of lagged values ώ ȟώ ȟȣ , and the future value is predicted from the neighbours 

with similar recent histories.  

We propose an experiment to evaluate the sensitivity of a selected error metric (sMAPE) to 

changes in the dataset and the number of neighbours. For promotional sales, using a limited 

number of lags focuses the distance metric on the recent shape of demand that is most predictive 

of the upcoming promotional period (Aguilar-Palacios, et al., 2019). 

The number of neighbours (k) is chosen using cross-validation to minimise the root mean 

squared error (RMSE). Nevertheless, when changing this number, we need to identify how 

sensible the promotional or non-promotional forecast is. k-NN computes a forecast based on 

the average sales of k promotional and non-promotional weeks indiscriminately. However, we 

assume that promotional and non-promotional weeks might need different treatments. 
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In this experiment, we use only the original dataset to compute accuracy, without adding any 

computed features beyond some lagged values. Nevertheless, this raises the question of how 

many auto-regressors are required to improve accuracy and how this affects long-term 

predictions. To enhance the algorithm's operability for retail promotional forecasting, we will 

assess whether k can be selected via cross-validation, for instance, using an intuitive approach 

based on observed past promotion cycles. 

  

Figure 63: An alternative approach involves considering several neighbours based on past promotional cycles to predict 

new ones. 

We organise the experiment as follows: we use the original features from the promotional 

(original) dataset, adding only lagged values for the provided features. As observed in Chapter 

4, the dataset exhibits no seasonal or trend patterns; therefore, the five features enable 

predictions without omitting essential time-series components.  
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Figure 64: A proposed procedure to add and test lagged data to the feature vector 

 

Our experiment, however, proposes four steps to test lag/lead data and its effect on forecasting 

(see Figure 64): 

Using the original dataset, we add lagged variables to each element of the feature vector, i.e., 

sales from AR(1) to AR(15) and lagged promotional indicators for the same periods. However, 

as some of the provided features are binary flags (1 or 0), we use only continuous lagged 

variables to avoid autocorrelation from lag 1 to lag i (i=1..15). 

After identifying the optimal number of lagged variables, we will slide the AR variables across 

the available periods to determine whether the time-series pattern can be identified using 

minimal lagged data. 

Finally, we fix the number of lagged data points at a specified value and then include future 

marketing data (lead data) for the next 1, 2, or more periods.  

5.3.2 Case Study 

We continue using the dataset used in a previous study (Trapero, et al., 2015), which includes 

weekly sales for 60 items. Each item has a variable sales history, ranging from 53 to 148 

observations. Again, the main effect is the impact of promotions on sales (see Table 15); despite 

these being active in less than 20% of the periods. 

ωUse of lagged data

ωAdding xt-1 to xt-15

ωBinary variables are ommitted to 
prevent autocorrelation.

Extending the feature 
vector

ωHow many and how far?

ω1. Search optimal ones: xt-1 to xt-k
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Two relevant aspects of the dataset are the number of promotional cycles and the number of 

weeks a promotion may last. A single product might have up to 8 promotional cycles (see 

Figure 65). However, more than 50% of the items have one or two promotional cycles. 

Another important aspect is the number of weeks a promotion might last (see Figure 66). 

Promotions might run from 3 to 13 consecutive weeks. However, 49.4% of all promotional 

cycles (156) last 7 weeks. We consider that this information will affect the decision on the 

optimal number of lags to use in the feature vector.  

 

Figure 65: Distribution of items by the number of promotional cycles 

We also explored the number of weeks an item can be continuously available without 

promotions. We found that a product might wait up to 111 weeks before a promotion returns. 

Figure 67 shows the distribution of contiguous non-promotional weeks until the product returns 

to promotion (or has its first promotion). There is no predominant pattern; however, 80% of 

the items are not on promotion for over 54 weeks. 

The data variables for this study included: (i) Week of the year; (ii) Item code; (iii) Sales unit; 

(iv) Promotion indicator; (v) Days the promotion ran in that week; (vi) On feature display 
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indicator; (vii) On-shelf display indicator; (viii) Price Discount and (ix) Product category. We 

ignore the product category in this experiment. 

For all products, promotions influence sales (see Figure 63 for an item example). The training 

set comprises 118 or fewer weeks, depending on the available observations for each item. For 

this experiment, the test set is fixed to 30 weeks and will be evaluated using 14 rolling origins. 

By using a rolling origin, we expect to observe the forecast performance. The training data 

shifts to the right for each origin, including a new observation, yielding 15 predictions for 

which error metrics are computed. 

 

Figure 66: length of promotional cycles (in weeks) 
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Figure 67: length of non-promotional cycles (in weeks) 

We conduct this experiment using the caret package in R (Kuhn, 2008). Chapter 4 showed that 

min-max transformation (see Equation 5) is the best option for feature preprocessing in this 

case, so we adopted this transformation for the experiment. Choosing this transformation scales 

all features to the same range, leaving binary variables unaffected. 

After each transformation, the caret package selects the optimal number of neighbours (1 Ò k 

Ò 30). This number is calculated using three 10-fold cross-validation repetitions. Also, forecast 

errors are computed for each item in the out-of-sample set: Mean absolute-scaled error 

(sMAPE).  

5.3.3 Evaluation 

For our experiment, we consider an error metric (sMAPE) compared to other algorithmsô 

forecasts: Naµve, Exponential Smoothing with automatic parameters and ARIMA with 

automatic parameter calculation. The objective is to identify the best combination of lagged 

features and the number of neighbours (k). The symmetric mean absolute percentage error 

(sMAPE) was defined in Equation 7. 
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Using sMAPE, we can assess forecast accuracy relative to actual values. sMAPE constrains 

error between 0% and 200% and avoids issues arising from potential zeros in the data. In 

addition, we also check if there is a tendency to over- or under-forecast (bias) in the long term, 

which will be evaluated using the Mean Error (see Equation 8). 

We acknowledged that sMAPE is widely recognised for its historical use. E.g., in forecasting 

competitions (Makridakis, et al., 2020), but its theoretical properties are sometimes 

unsatisfactory, particularly the asymmetry and instability when actuals or forecasts are zero or 

near zero due to the denominator. We are also aware that this could bias model selection if sales 

are low or intermittent (Chen, et al., 2017).  

ὃὺὫὙὩὰ ὶ  ȟὶ
ίὓὃὖὉ

ίὓὃὖὉ
 

Equation 11: Average Relative sMAPE 

We also understand that the error metrics can vary from item to item, depending on the data 

size and the number of promotional cycles for each. Some algorithms can perform better under 

certain circumstances. E.g. it is very likely to predict promotions with more accuracy when 

there are four or five promotional cycles for training. However, as we are also required to 

compare k-NN vs other algorithms, we find it necessary to use an Average Relative evaluation. 

Average Relative evaluation is calculated using the geometric mean because of the 

homogeneous treatment of relative changes (Davydenko & Fildes, 2013). For this experiment, 

we present the AvgRelsMAPE as in Equation 11, where ά is the number of time series, ὲ the 

number of observations of the ith item, ὔ В ὲ, ίὓὃὖὉis computed using the k-NN 

forecast for item i, and ίὓὃὖὉ is computed with the statistical forecast from a univariate 

algorithm for the i item. 
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5.3.4 New Features 

The dataset describes weekly sales using a promotion indicator, discounts, and additional 

features such as shelf presence and display presence. We add lagged features of these variables, 

considering that promotions might have a dynamic effect on consumer behaviour for non-

promotional periods (van Heerde & Neslin, 2017). We develop 15 versions of the dataset by 

adding an AR(i) vector (ρ  Ὥ ρυ. We look to include the sales pattern by adding features 

that contribute to capturing more complex interactions in the sales data (Ramanathan & 

Muyldermans, 2010). 

5.3.5 Feature Pre-processing 

The original feature vector undergoes three preprocessing steps. First, we remove redundancy 

by eliminating highly correlated features (ɟ Ó 0.98) or constant values. Second, we include a 

set of lagged features that will vary from lag one to more, and finally, the data transformation 

using Min-Max (see Equation 4) for all the feature vectors (excluding sales, the response 

variable). 

5.3.6 Models 

k-NN regression is modeless; however, the optimal number of neighbours (k) is selected for 

each item and preprocessing option using 10-fold cross-validation with 3 repetitions, with k 

ranging from 1 to 30.  

Each item will consider a similar set of features with variations on the number of lagged 

elements. Our experiment uses the caret package, which relies solely on the Euclidean distance 

for k-NN. 
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5.4 Experiment Results 

To illustrate the findings, we will discuss the results for an individual case and the results for 

the 60 products. Forecast variations are observed across the rolling origin results. 

5.4.1 Complementing the dataset with lagged variables of different 

extensions. 

Adding lagged variables helps k-NN identify similar values (neighbours) and changes in sales 

over the past weeks. Before the experiment, we expected that including a large number of 

lagged variables would yield more accurate and efficient identification of the neighbours. 

Nevertheless, we observe that only two lags are enough to capture sales dynamics in any 

situation (see Table 21). We understand that having information about what occurred in the 

previous couple of weeks and adding it to each sales record is sufficient to identify the best set 

of similar cases (neighbours) to compute a prediction for each item. 

Using limited lagged data minimises error across both promotional and non-promotional 

weeks, improving accuracy when predicting promotional weeks. A second observation is that 

increasing the number of lagged weeks in the feature vector increases overall error, suggesting 

that further revision of the evolution of sales and promotional variables over the weeks may 

not be necessary to identify the optimal set of similar cases in the past.  

Including only the first lag is also not recommended. When isolating the error recorded for 

promotional periods, we find that a second local minimum (sMAPE = 44.3%) is found when 

selecting seven lags (ὼ ȟȣȟὼ ), not so far from the optimal choice (sMAPE = 44.3%) using 

only two lags (ὼ ȟὼ ). The connection of the seven lags corresponds to the typical length 

of a promotion in this dataset. However, only two lags are enough to capture the pattern (see 

Figure 68). In any case, our findings are constrained by the nature of this dataset; we are limited 

to the characteristics of the promotions as defined. Nevertheless, our results indicate that two 
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lags are sufficient to capture the pattern, whether during promotional or non-promotional 

periods. 

In this case, the second local minimum found with seven lags of the six explanatory variables 

suggests evidence in favour of longer lag structures. However, closer inspection of the 

promotional calendar reveals that almost half of the promotions in our data last exactly seven 

weeks. As a consequence, for these cases, all binary promotion-status variables remain equal 

to one over the entire seven-week window, so that the corresponding lagged feature vectors for 

different weeks within the same promotion are nearly identical (despite some variations on the 

discount). In this situation, the k-NN algorithm tends to select neighbours that are effectively 

different positions of the same-length promotions, artificially improving the in-sample fit 

without necessarily enhancing the model's ability to generalise to distinct future promotions. 

Therefore, we interpret this second local minimum as an artefact of the specific promotion 

duration pattern, rather than substantive evidence that distant lags beyond the short-run 

dynamic window are beneficial. In line with the econometric/time-series literature on 

promotion effects, we retain a parsimonious short-lag specification as our preferred design, and 

treat such higher-order minima as context-dependent and not robust targets for model selection. 

Table 21: Average sMAPE 

Dataset includes lagged variables (Promo, Days, Feature, Shelf, Discount and Sales) from Xt-1 to Xt-i 

i Global Non-Promotions Promotions 

1 46.1% 45.4% 46.2% 

2 45.1% 45.1% 43.2% 

3 45.8% 45.6% 45.0% 

4 46.6% 46.5% 46.1% 

5 46.7% 46.5% 46.0% 

6 46.4% 46.0% 46.7% 

7 46.5% 46.2% 44.3% 

8 46.9% 46.6% 45.8% 

9 47.2% 46.5% 47.6% 

10 47.8% 47.4% 46.9% 

11 47.3% 46.6% 47.0% 

12 47.3% 46.6% 46.4% 
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i Global Non-Promotions Promotions 

13 47.8% 47.0% 48.3% 

14 47.7% 47.2% 46.7% 

15 47.7% 47.1% 46.5% 

 

 

Figure 68: Changes in Average sMAPE when adding lags Xt-1 to Xt-i for all the variables (including Sales). 

 

Results for an individual item 

A randomly selected individual item, along with its k-NN forecast for each origin, illustrates 

how the algorithm systematically forecasts promotional and non-promotional weeks 

differently. The information provided for the previous two weeks is also relevant for replicating 

the gradual decrease in sales in the following weeks and any limited increase in sales, based on 

evidence and information from previous promotional cycles. An example of this evolution in 

the forecast is available in Figure 69 when using only two lags of the complete dataset 

(including lagged sales). 

In addition, the rolling origin effect shows some consistency in the forecast, as the most robust 

neighbours remain unaffected by recent data, an effect unlikely to be produced using univariate 

algorithms. 
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Figure 69: Example of results for the individual case (random item) 

5.4.2 Original dataset and lagged variables (excluding all binary ones) 

Some promotional variables are highly correlated (see Table 22), and one of the binary ones 

(Feature) is used in less than 20% of promotions (see Table 23). We consider that removing all 

binary variables and leaving only the discount as a descriptor could help to avoid redundancy.  

In this section of the experiment, we remove all lagged binary variables, leaving only the 

continuous ones to focus on better neighbours, as they should match on previous duration (in 

days) and only on similar discounts. 

Table 22: Correlation Matrix for the dataset variables: continuous (c) or binary (b) 

  Promo Days Feature Shelf Discount 

Days (c) 95% 
    

Feature (b) 39% 36% 
   

Shelf (b) 99% 94% 33% 
  

Discount (c) 88% 84% 35% 87% 
 

Discount > 0 96% 92% 33% 95% 92% 
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Table 23: Summary of values for promotional weeks (1197 promotional weeks in total) 

 
Feature Shelf Discount >0 

Total Records 209 1167 1113 

% Promotional Weeks 17% 97% 93% 

 

Table 24: Average sMAPE 

Dataset includes lagged variables (Days, Discount and Sales) from Xt-1 to Xt-i 

i 

Average sMAPE 

All periods Non-promotional periods  Promotional periods 

1 46.0% 45.3% 46.4% 

2 45.2% 44.9% 44.4% 

3 45.6% 45.1% 45.0% 

4 46.0% 45.6% 46.2% 

5 46.1% 45.6% 46.5% 

6 46.3% 45.9% 46.7% 

7 46.9% 46.6% 46.8% 

8 47.0% 46.6% 47.9% 

9 47.1% 46.4% 47.4% 

10 47.8% 47.0% 48.3% 

11 47.5% 46.7% 47.8% 

12 47.7% 46.9% 47.3% 

13 47.7% 46.8% 47.5% 

14 48.1% 47.5% 47.5% 

15 47.8% 47.3% 47.3% 

 

 

Figure 70: Changes on Average sMAPE when adding lags Xt-1 to Xt-i for only Discount, Days and Sales 
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We observe that the accuracy gets compromised by removing these lagged variables (see Table 

24 and Figure 70). We can confirm again that using only two sets of lagged variables (with 

one- and two-step lags) minimises the error. Using lag t-1 and t-2 minimises the error compared 

to any other case. 

5.4.3 Fixing lagged data to two lags but evaluating different step-lag. 

We believe that using only two lags (of the provided features) is enough to assist k-NN in 

capturing the sales patterns (and a change of trend) to get the maximum possible accuracy. 

Nevertheless, we are concerned that a long-term forecast might be neglected in a practical 

setting due to the absence of lagged sales (t-1 and t-2). 

We fix two sets of continuous lagged data while simultaneously using a different step lag. E.g., 

t-2 and t-3 or t-5 and t-6. (Figure 72 shows all possible scenarios). We explore whether there is 

an additional way to include two consecutive lagged variables (with different step-lags) that 

can further reduce the average error. The results (see Table 25) shows that using a different set 

of lagged data than Xt-1 and Xt-2 does not improve the forecast accuracy. 

The only finding is that the error finds another local minimum when using Xt-7 and Xt-8 (see 

Figure 71), which suggests that knowledge from 7 and 8 weeks earlier (two months earlier) 

might also help predict promotions, given the typical promotion duration (seven weeks for 

almost 50% of those). On the other hand, the non-promotional forecast does not gain any 

accuracy from this change. Minimal error is likely to be obtained when using recent lagged 

data. Including older data in the feature vector renders predictions impractical. 

5.4.4 An evaluation of different lags, changing the number of neighbours 

In a final experiment, we examine a possible trade-off between using cross-validation with 

alternative boundary settings to select k and combining different lags from Xt-1 to Xt-i (i = 1..15). 
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Table 25: Average sMAPE 

The dataset includes lagged variables (Days, Discount and Sales): Xt-i and Xt-i-1 

i  Global Non Promotions Promotions 

1 45.2% 45.1% 44.1% 

2 46.8% 46.4% 46.6% 

3 48.5% 48.3% 47.6% 

4 48.8% 48.1% 50.0% 

5 49.2% 48.4% 49.6% 

6 49.4% 49.3% 49.2% 

7 48.3% 48.3% 45.4% 

8 48.1% 48.1% 45.9% 

9 48.0% 47.8% 47.1% 

10 47.9% 47.1% 48.1% 

11 47.3% 46.9% 47.8% 

12 47.5% 46.5% 49.5% 

13 47.1% 46.4% 48.3% 

14 47.4% 46.7% 48.2% 

 

 

Figure 71: Changes in Average sMAPE when sliding only two lags, Xt-i and Xt-i-1, for i=1..14 (including Sales). 

 

First, increasing the search interval for the optimal number of neighbours beyond 30 is 

redundant. The second observation is that adding more lags to the feature vector does not 

improve performance for either promotional or non-promotional weeks. We find that the best 
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largest. We find this helpful information as promotional items might require a different number 

of neighbours. 

i xt xt-1 xt-2 xt-3 xt-4 xt-5 xt-6 xt-7 xt-8 xt-9 xt-10 xt-11 xt-12 xt-13 xt-14 xt-15 

1 Ȅ Ȅ Ȅ              
2 Ȅ  Ȅ Ȅ             
3 Ȅ   Ȅ Ȅ            
4 Ȅ    Ȅ Ȅ           
5 Ȅ     Ȅ Ȅ          
6 Ȅ      Ȅ Ȅ         
7 Ȅ       Ȅ Ȅ        
8 Ȅ        Ȅ Ȅ       
9 Ȅ         Ȅ Ȅ      
10 Ȅ          Ȅ Ȅ     
11 Ȅ           Ȅ Ȅ    
12 Ȅ            Ȅ Ȅ   
13 Ȅ             Ȅ Ȅ  
14 Ȅ              Ȅ Ȅ 

Figure 72: Using two lags (xt-i and xt-i-1) with different steps in addition to xt (except sales) 

Any combination of neighbours and lagged data for non-promotional predictions shows a 

negative bias (see Table 28); increasing the set of lagged features and the number of neighbours 

simultaneously is not recommended. We find that k-NN tends to over-forecast non-promotional 

weeks. However, this does not happen for promotions. 

Table 26: Average sMAPE for different intervals for the choice of k and lagged data (from Xt-1 to Xt-i) for Non-Promotional 

items 

 Max k allowed (Non-Promotional weeks) 

i 5 10 15 20 25 30 40 

1 48.3% 47.3% 46.8% 46.7% 46.5% 45.4% 46.2% 

2 47.7% 46.7% 46.0% 45.7% 46.1% 45.1% 45.9% 

3 48.3% 46.8% 46.5% 46.0% 46.0% 45.6% 46.0% 

4 48.5% 46.6% 46.7% 46.5% 46.4% 46.5% 47.0% 

5 49.0% 46.6% 46.3% 46.5% 46.6% 46.5% 46.4% 

6 49.0% 47.1% 46.9% 46.4% 46.6% 46.0% 46.9% 

7 49.0% 47.7% 47.0% 47.2% 47.2% 46.2% 47.0% 

8 49.2% 47.6% 47.0% 46.8% 46.6% 46.6% 47.1% 

9 49.0% 46.8% 46.7% 46.8% 47.3% 46.5% 47.2% 

10 49.6% 47.3% 47.1% 47.0% 47.5% 47.4% 47.4% 

11 49.8% 47.7% 47.0% 47.1% 47.1% 46.6% 46.6% 

12 49.4% 47.2% 47.2% 47.1% 46.8% 46.6% 46.6% 

13 49.3% 47.6% 47.0% 47.3% 47.0% 47.0% 46.9% 

14 49.4% 47.2% 47.3% 47.3% 47.2% 47.2% 47.2% 

15 49.7% 47.3% 47.4% 47.7% 47.1% 47.1% 47.0% 
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Table 27: Average sMAPE for different intervals for the choice of k and lagged data (from Xt-1 to Xt-i) for Promotional items 

 Max k allowed (Promotional weeks) 

i 5 10 15 20 25 30 40 

1 49.0% 48.3% 47.9% 47.7% 46.8% 46.2% 46.8% 

2 48.1% 46.6% 45.7% 45.6% 45.3% 43.2% 45.0% 

3 51.6% 49.5% 48.0% 47.5% 46.9% 45.0% 47.0% 

4 53.2% 49.6% 47.6% 47.9% 47.7% 46.1% 48.3% 

5 50.8% 47.5% 45.9% 46.6% 45.9% 46.0% 45.2% 

6 51.0% 47.5% 47.6% 46.6% 47.7% 46.7% 46.2% 

7 50.0% 48.7% 46.0% 46.7% 46.4% 44.3% 45.8% 

8 51.1% 47.4% 46.9% 46.5% 46.0% 45.8% 46.3% 

9 49.8% 48.3% 46.5% 45.4% 46.3% 47.6% 46.0% 

10 51.9% 48.7% 47.3% 47.7% 47.8% 46.9% 47.5% 

11 52.9% 50.5% 48.8% 48.4% 48.4% 47.0% 46.2% 

12 52.9% 49.5% 49.5% 48.0% 48.1% 46.4% 47.6% 

13 51.8% 50.1% 48.6% 48.9% 48.3% 48.3% 46.3% 

14 50.6% 50.0% 49.2% 49.0% 48.5% 46.7% 47.1% 

15 51.5% 48.8% 48.4% 49.7% 46.5% 46.5% 48.1% 

 

Table 28: Average Bias (Mean Error) Average sMAPE for different intervals for the choice of k and lagged data (from Xt-1 to 

Xt-i) for Non-Promotional items 

 Max k allowed (Non-Promotional weeks) 

i 5 10 15 20 25 30 40 

1 -73.2 -73.3 -73.0 -75.6 -74.6 -65.7 -70.6 

2 -75.6 -71.6 -68.7 -71.6 -70.4 -70.8 -70.4 

3 -82.3 -84.5 -80.3 -82.5 -86.3 -79.6 -86.8 

4 -81.0 -78.8 -82.2 -86.8 -84.5 -79.2 -87.0 

5 -85.7 -86.2 -79.2 -88.4 -85.1 -86.0 -83.5 

6 -82.0 -77.5 -78.9 -78.3 -84.7 -81.5 -80.6 

7 -72.1 -74.6 -79.7 -82.0 -82.5 -76.3 -82.8 

8 -64.8 -70.5 -74.2 -77.3 -78.5 -77.1 -77.8 

9 -60.4 -64.4 -69.7 -71.3 -75.3 -75.7 -80.1 

10 -62.9 -67.8 -77.5 -79.0 -82.0 -82.2 -82.6 

11 -68.5 -81.0 -87.1 -89.2 -88.6 -89.3 -87.3 

12 -71.3 -77.7 -89.0 -86.5 -88.9 -85.0 -89.5 

13 -79.7 -90.4 -95.8 -100.6 -97.7 -97.8 -100.3 

14 -74.6 -86.6 -97.1 -102.3 -95.7 -108.3 -101.6 

15 -84.2 -96.2 -103.5 -110.7 -97.0 -109.6 -103.7 

 

Promotional forecasting using k-NN exhibits a particular behaviour: a positive bias emerges as 

the number of neighbours or the sets of lagged features increases. Opposite bias for promotional 

and non-promotional weeks might result from using combined information (item data). k-NN 
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assumes that promotional data must be used even when a promotion is inactive in those weeks, 

resulting in an unnecessary but high forecast, whereas the opposite occurs when a promotion 

is enabled. Both situations are unwanted, and we propose an approach for the promotional 

scenario. 

 

Table 29: Average Bias (Mean Error) Average sMAPE for different intervals for the choice of k and lagged data (from Xt-1 to 

Xt-i) for Promotional items 

 Max k allowed (Promotional weeks) 

i 5 10 15 20 25 30 40 

1 -0.4 14.9 36.0 46.5 59.0 56.4 66.5 

2 -5.2 51.3 62.7 68.0 66.7 88.9 76.5 

3 8.4 30.1 45.2 49.7 72.4 73.5 73.0 

4 -4.6 27.0 45.9 53.3 94.8 65.1 63.9 

5 16.8 26.6 50.2 69.7 61.1 55.5 67.2 

6 18.8 35.8 42.9 51.5 49.8 43.4 67.1 

7 13.8 36.8 50.8 39.9 47.6 68.7 49.0 

8 22.6 48.3 61.6 67.0 72.2 73.9 63.4 

9 26.0 33.5 61.3 57.2 52.7 55.9 61.7 

10 28.5 36.5 61.6 67.7 59.7 84.5 52.3 

11 40.8 57.9 68.5 60.5 64.2 76.5 76.9 

12 43.9 54.9 55.0 60.7 54.7 75.5 74.8 

13 36.7 61.7 66.2 59.4 67.3 52.5 72.9 

14 29.8 39.3 51.7 47.8 61.5 48.5 54.6 

15 40.9 40.3 36.5 50.6 73.9 70.1 87.3 

 

5.4.5 Fixing the number of neighbours based on observation. 

In Figure 63, we observed a finite number of promotional cycles in the past for a single item. 

In this part of the experiment, we believe k-NN should consider this number when selecting 

the number of neighbours when predicting promotional weeks. 

We introduce the following change: for each item, the number of neighbours is fixed to the 

number of promotional cycles, using the value calculated by cross-validation only if the 

number of cycles is zero. We expect an improvement by setting the number of neighbours. Still, 

this experiment reveals that predicting promotions requires considering additional information, 
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whether or not a promotion is involved. We observed that one reason is that some cases exhibit 

a ópromotionalô sales pattern, where no promotions were enabled during these weeks. 

Nevertheless, the results show that limiting the number of neighbours to the promotional cycles 

has no effect, and the best approach is to use cross-validation to find the optimal k. 

The results (see Table 30) present more significant errors regarding the best option (43.2% 

sMAPE). 

5.4.6 Adding future data to the feature vector (in addition to lagged data). 

The final part of the experiment evaluated the use of future data in the dataset. We propose 

using a feature vector that observes past data (lags 1 and 2, including sales) and all available 

future data to achieve optimal accuracy. We know sales availability is not available in advance, 

but marketing decisions are available with some lead time and can be incorporated into the 

feature vector. 

Table 30: Average sMAPE 

The dataset includes lagged variables (Days, Discount and Sales): Xt-i and Xt-i-1 

i Global Non Promotions Promotions 

1 50.4% 50.1% 51.3% 

2 52.3% 51.8% 53.1% 

3 52.4% 52.2% 55.0% 

4 52.7% 52.6% 55.0% 

5 52.8% 52.9% 53.5% 

6 53.2% 53.2% 53.7% 

7 52.7% 52.8% 54.1% 

8 52.6% 52.5% 54.5% 

9 53.2% 53.0% 53.7% 

10 53.1% 53.0% 54.0% 

11 53.6% 53.5% 53.9% 

12 53.4% 53.3% 54.2% 

13 54.1% 54.1% 54.3% 

14 54.4% 54.3% 54.2% 

15 54.2% 54.1% 54.6% 
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Adding future data on the explanatory variables should complement the identification of sales 

patterns, enabling us to determine whether the promotion remains active in future weeks. We 

decided to test up to 4 weeks in advance, testing sequentially. Nevertheless, in terms of 

accuracy (see Table 31), we do not observe a significant improvement in the error as it increases 

(for promotions) after adding each set of future data for all explanatory variables. There is 

minimal contribution for non-promotional weeks, but no improvement for promotions after 

complementing the feature vector with the upcoming decisions. 

Table 31: Average sMAPE 

Updated feature vector (Promo, Days, Feature, Shelf and Discount) from Xt-2 (w/Sales) to Xt+i (wo/Sales) 

i Global Non Promotions Promotions 

0 45.1% 45.1% 43.2% 

1 45.2% 44.9% 44.6% 

2 45.6% 45.2% 45.9% 

3 45.6% 45.3% 45.4% 

4 45.6% 45.3% 45.3% 

 

As there was no significant improvement, we consider the best scenario to use the feature vector 

with lagged data: t-1 and t-2 only. This result shows that lagged sales are mandatory for accurate 

predictions. Other informative features, such as on-shelf or promotional flags for future 

periods, might not have enough information to identify similar situations in the dataset, because 

there is no periodicity on when a promotion might occur again, despite a common length of 

seven weeks once started. 

5.5 Benchmark vs other algorithms. 

To evaluate k-NN performance, we used the same dataset to assess other algorithms. The final 

comparison reveals that k-NN offer better accuracy than statistical algorithms (on average), 

which extends for non-promotional periods only (see Table 32). 
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During promotional weeks, k-NN yields competitive results, but it is only similar to ARIMA 

models, whereas Exponential Smoothing generally shows greater accuracy on average. 

However, we understand that a more detailed assessment is possible after comparing each k-

NN result over the forecasting periods. 

Table 32: Average sMAPE 

k-NN vs other algorithms 

Algorithm/Method  Global Non 

Promotions 

Promotions 

AutoArima  46.5% 46.7% 43.2% 

AutoES 46.6% 47.0% 41.8% 

Naïve 51.2% 51.4% 50.8% 

S-Naïve 62.1% 60.9% 64.1% 

k-NN (Lag 2) 45.1% 45.1% 43.2% 

 

 

Figure 73: Average Relative sMAPE for k-NN vs Arima Models (automatic selection of parameters) 

As we understand, an average can be misleading if the distribution of the forecast metric is 

variable. We introduce the Average Relative sMAPE, which compares the forecast error at each 

origin with the corresponding forecast produced by a statistical algorithm (ARIMA or 

Exponential Smoothing). Compared to Arima forecasts (see Figure 73), k-NN offers slightly 

better accuracy across more than 50% of the rolling origins for overall predictions (up to 7% 

better sMAPE than ARIMA) and non-promotional cases (up to 9%). Nevertheless, compared 
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to Exponential Smoothing (see Figure 74), this relative improvement can reach up to 10% for 

non-promotional weeks. 

There is a pending task to outperform other algorithms during promotional weeks; these weeks 

account for 16% of the product lifetime, but sales can double during those periods (see Table 

15). Thus, we continue to look for ways to reduce errors during promotional weeks by learning 

from current results. 

 

Figure 74: Average Relative sMAPE for k-NN vs Exponential Smoothing Models (automatic selection of parameters) 

5.6 Summary 

In this experiment, we systematically used lagged data (auto-regressors with different lags) 

with varying compositions, combined with the choice of k, to predict retail data, including both 

promotional and non-promotional weeks. Cross-validation effectively identifies the optimal k 

when selecting a proper search interval (no more than 30 in our case study). 

We also find that k-NN requires information to identify the shape of the curve. In our example, 

using limited lagged data (only the two previous periods) returns competitive results and better 

sMAPE than excluding it. k-NN describes the shape of sales without requiring much older (or 

future) information, which reveals a connection with the behaviour of statistical algorithms. 
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However, a significant difference is that k-NN finds similar cases based only on sales patterns, 

including sales from two previous periods, regardless of whether they are recent, across the 

entire dataset. Furthermore, including future data (the future and potentially available 

marketing plan) in this experiment does not significantly improve the capture of the sales 

period's shape or forecast accuracy. 

Regarding the feature vector, we noticed that correlated features should be considered, as they 

may carry more weight in certain situations. For instance, having a promotional indicator, a 

feature indicator, and an on-shelf indicator all together in the feature vector provides more 

accuracy than leaving only the discount, which might resume the behaviour of the promotions. 

We consider feature weighting essential for future experiments. 

In the forecast assessment, we apply an average relative metric, utilising the geometric mean, 

which mitigates the impact of outliers. After comparing the results for each of the 15 rolling 

origins, we can confirm whether k-NN is better than other statistical algorithms and determine 

the improvement achieved with k-NN. 

A final observation is the prediction bias: k-NN produces higher forecasts than required for 

non-promotional weeks and lower forecasts than expected during promotional weeks. This 

suggests that k-NN may also require feature transformation for the observed variable in future 

experiments. E.g. a change in the sales vector. 
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Chapter 6. Conclusions 

6.1 Summary 

In this thesis, we begin by outlining current preferences, practices, and challenges faced by 

demand planners and forecasters. First, by reviewing the current literature on Demand Planning 

Surveys. The literature reveals academic interest in examining the evolution of current DP 

forecasting practices, with various motivations and dimensions. E.g., forecasting setup or 

management, familiarity with and satisfaction with forecasting techniques, and accuracy. 

However, they also criticise some surveys for being limited by small samples and by 

organisational and membership requirements for participation. Other surveys do not approach 

practitioners; instead, they utilise the current literature to understand demand planners from an 

academic perspective. However, the most notable aspects are the lack of continuity across those 

studies over time, the preference for simple tools, such as spreadsheets for forecasting, and the 

use of open-source tools like Python or R, with an interest in adopting Machine Learning 

methods in the last decade. 

The survey enabled the voice of the worldwide forecaster to understand current forecasting 

methods, their preferences, characteristics, and their demand for greater accuracy. It also 

complements our ability to observe the evolution of some of the answers over the past decade. 

Over the past decade, demand planners have consistently preferred basic and classic methods, 

such as averages and regression, with slow adoption of machine learning algorithms. These 

methods, both now and in the past, have consistently yielded moderate satisfaction with 

forecasts for more than a decade, presenting an opportunity for future researchers to develop 

new methods to enhance that satisfaction in terms of accuracy.  
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Regarding the second question, on the use of k-NN for retail promotional demand forecasting 

and its competitiveness relative to other algorithms, this thesis conducted an experiment using 

a large dataset of 60 items from a prior study. First, we introduced k-NN as a lazy learner, a 

machine learning algorithm characterised by its simplicity and flexibility, and discussed its 

applications and considerations for use (primarily for classification) across the literature 

review. Second, we found that k-NN can be used for demand forecasting; however, it is 

typically not used as the sole method, but rather as a component of a solution that combines 

multiple methods or algorithms, or is limited to classification. The extension of the algorithm's 

use is feasible, as evidenced by prior efforts to apply k-NN to retail forecasting. However, there 

is a lack of formal studies on how to prepare the data before using it as input to the algorithm, 

or on how to define the meta-parameters for regression prediction. 

Finally, for the final question on feature preprocessing and the incorporation of autoregressive 

features, we conducted two experiments on the same dataset. First, we found, on a case study, 

that Min-Max scaling was the most effective transformation for improving accuracy with a 

large number of features, including both binary and continuous variables, and demonstrated 

the capacity of k-NN without more complex transformations or calculated features. It has also 

shown that lagged values of the time series are effective, and that no more than two time-lagged 

values are necessary to produce a forecast, outperforming other algorithms such as linear 

regression, which is still one of the favourites in practice. 

To improve the accuracy of retail promotional forecasting, we present a revised k-NN 

regression for multiple-product scenarios. By focusing not only on techniques and results, this 

thesis compares the most commonly used, easy-to-implement feature preprocessing options 

that are likely to be adopted and understood by practitioners. 
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6.2 Limitations  

This study has two main limitations, related to time and budget constraints.  

First, the survey was limited to English-speaking respondents, and there were no incentives. Its 

dissemination was mostly on social media within the Forecasting community (LinkedIn), 

which might have limited the number of responses received during the survey's open period. 

This decision was based on discussions with academics and time constraints, as creating the 

survey in various languages had required more time and revisions to obtain the ethics approval. 

Nevertheless, the findings reflect the posture of current practitioners, who answered all 

questions and discarded those that remained incomplete by the time the survey closed. 

The second limitation concerns a restricted, unique dataset. Chapters 4 and 5 were developed 

using a single dataset, which may lead to biased results. However, the used dataset presents a 

challenging case for promotion planning, first because of the lack of information about the 

product or its categories, and second because sales increases are not always tied to a promotion 

on course, but rather occur before or after.  

Other limitations concern the selection of benchmark models and the chosen distance metric, 

including a pending discussion about predictive distributions that might complement the point-

forecast analysis. Nevertheless, this narrow focus enabled the experiment to expand to 

investigate the role of lag structure. Regarding scaling, this study used min-max scaling after 

an empirical comparison with an alternative transformation provided by the caret package. 

However, other scaling strategies of learned feature weights might further improve neighbour 

selection. Finally, the forecast accuracy was assessed using sMAPE in the final part of the 

experiment. Although sMAPE facilitates the presentation of results to practitioners, academics 

have observed some drawbacks, particularly for low-volume series. 
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6.3 Recommendations  

We propose that future research present these findings in journal papers, considering that this 

piece of work documents the research process and its main findings. Implementing the 

proposed methods in a production forecasting system would provide valuable evidence on 

organisational acceptance, integration with existing processes, and the impact on inventory and 

service level outcomes. 

Regarding the questionnaire, a multilingual version considering Chinese, Spanish, and Hindi, 

would be desirable, as these are also among the most widely spoken languages in the world 

(Zeidan, 2023). In addition, we encourage future generations of forecasting researchers to 

periodically repeat this study to continue analysing the evolution and extinction of algorithms 

and changes in forecasting practice, and to consider incentives for participants if possible.  

The k-NN experiments were limited by the use of a chosen package. To be used in companies, 

the code must be optimised. A new package development using R or Python is also 

recommended. 

It would be desirable to create a software package that provides complete traceability of a 

forecast, enabling the forecaster to analyse and tune the algorithm. This would also allow for 

the addition of other features not covered in this research, such as manually adding weights or 

proposing weights in the feature vector to increase the relevance of the most essential features. 

The final aim would be an automatic selection tool using pure k-NN or k-NN combined with 

other algorithms that might define the relevant feature vector (this research showed that the 

lesser the features, the more efficient and accurate the forecast), an automatic choice of k to 

overcome the dependence on cross-validation, and the benefits of adding a limited number of 

lagged data (this research suggests two lags only) to improve the forecast. Future work should 

also explore the creation of prediction intervals based on data volatility. 



PhD Thesis ï Carlos Eduardo Rodr²guez Calder·n ï April 2026 

     157 

 

References 

Aguilar-Palacios, C., Mu¶oz-Romero, S. & Rojo-Ćlvarez, J. L., 2019. Forecasting 

Promotional Sales Within the Neighbourhood. IEEE Access, Volume 7, pp. 74759 - 74775. 

Ailawadi, K. L., Gedenk, K., Lutzky, C. & Neslin, S. A., 2007. Decomposition of the Sales 

Impact of Promotion-Induced Stockpiling. Journal of Marketing Research, 44(3), pp. 450-

467. 

Allmon, C. I., 2013. Book review: Fundamentals of Demand Planning and Forecasting. 

International Journal of Forecasting, Volume 29, pp. 525-526. 

Al-Qahtani, F. H. & Crone, S. F., 2013. Multivariate k-nearest neighbour regression for time 

series data ð A novel algorithm for forecasting UK electricity demand. Dallas, 2013 

International Joint Conference on Neural Networks (IJCNN). 

Arif, M. A. I., Sany, S. I., Nahin, F. I. & Rabby, A. K. M. S. A., 2019. Comparison Study: 

Product Demand Forecasting with Machine Learning for Shop. Moradabad, India, 

Proceedings of the 2019 8th International Conference on System Modeling & Advancement 

in Research Trends (SMART-2019). 

Armstrong, J., 1994. Research on forecasting. International Journal of Forecasting, 10(3), 

pp. 471-472. 

Beckonert, O. et al., 2002. NMR-based metabonomic toxicity classification: hierarchical 

cluster analysis and k-nearest-neighbour approaches. Seattle, Washington, 8th International 

Conference on Chemometrics in Analytical Chemistry (CAC 2002). 

Beheshti-Kashi, S. et al., 2015. A survey on retail sales forecasting and prediction in fashion 

markets. Systems Science & Control Engineering, 3(1), pp. 154-161. 

Berman, B. & Thelen, S., 2004. A guide to developing and managing a well integrated multi

channel retail strategy. International Journal of Retail & Distribution Management, 32(3), 

pp. 147-156. 

Bhardwaj, C. A., Mishra, M. & Desikan, K., 2018. Dynamic Feature Scaling for K-Nearest 

Neighbor Algorithm. [Online]  

Available at: https://arxiv.org/abs/1811.05062 

[Accessed 21 February 2026]. 

Bishop, C. M., 1995. Neural Network for Pattern Recognition. 1st ed. New York: Oxford 

University Press. 

Bryer, J. & Speerschneider, K., 2016. Analysis and Visualization of Likert Based Items. 

[Online]  

Available at: https://github.com/jbryer/likert 

[Accessed 19 01 2025]. 



PhD Thesis ï Carlos Eduardo Rodr²guez Calder·n ï April 2026 

     158 

 

Chen, C., Twycross, J. & Garibaldi, J. M., 2017. A new accuracy measure based on bounded 

relative error for time series forecasting. PLoS ONE, 12(3). 

Chen, G. H. & Shah, D., 2018. Explaining the Success of Nearest Neighbor Methods in 

Prediction. Foundations and Trends in Machine Learning, 10(5-6), pp. 337-588. 

Chen, J., 2024. Advanced Analytics for Retail Inventory and Demand Forecasting. 

Transactions on Economics, Business and Management Research, Volume 10, pp. 113-119. 

Chou, K.-C. & Shen, H.-B., 2006. Predicting eukaryotic protein subcellular location by 

fusing optimized evidence-theoretic K-Nearest Neighbor classifiers. Journal of Proteome 

Research, 5(8), pp. 1888-1897. 

Cooper, L. G. et al., 1999. PromoCastÊ: A New Forecasting Method for Promotion Planning. 

Marketing Science, 18(3), pp. 301-316. 

Davydenko, A. & Fildes, R., 2013. Measuring forecasting accuracy: The case of judgmental 

adjustments to SKU-level demand forecasts. International Journal of Forecasting, 29(3), pp. 

510-522. 

Dawson, C. W. & Wilby, R. L., 2001. Hydrological modelling using artificial neural 

networks. Progress in Physical Geography: Earth and Environment, 25(1), pp. 80-108. 

Demidova, L. A., 2021. Two-Stage Hybrid Data Classifiers Based on SVM and kNN 

Algorithms. Symmetry, 13(4), pp. 1-32. 

Dhahri, H. et al., 2019. Automated Breast Cancer Diagnosis Based on Machine Learning 

Algorithms. Journal of Healthcare Engineering, Volume 2019, pp. 1-11. 

Ding, Q. & Parikh, B., 2004. A model for multi-relational data mining on demand 

forecasting. Nice, France, 13th International Conference on Intelligent and Adaptive Systems 

and Software Engineering. 

Divya, P. S. & Kumar, S. M., 2025. Predicting the retail products sales using K-Nearest 

Neighbourôs algorithm over random forest algorithm. Trichy, India, AIP Publishing. 

Ekambaram, V. et al., 2020. Attention based Multi-Modal New Product Sales Time-series 

Forecasting. California (USA), KDD '20: Proceedings of the 26th ACM SIGKDD 

International Conference on Knowledge Discovery & Data Mining. 

Ferber, R., 1955. Sales Forecasting by Sample Surveys. Journal of Marketing, 20(1), pp. 1-

13. 

Fildes, R. & Goodwin, P., 2007. Against Your Better Judgment? How Organizations Can 

Improve Their Use of Management Judgment in Forecasting. Interfaces, 37(6), pp. 570-576. 

Fildes, R. & Goodwin, P., 2007. Good And Bad Judgment In Forecasting Lessons From Four 

Companies. Foresight, Issue 8, pp. 5-10. 

Fildes, R., Goodwin, P., Lawrence, M. & Nikolopoulos, K., 2009. Effective forecasting and 

judgmental adjustments: an empirical evaluation and strategies for improvement in supply-

chain planning. International Journal of Forecasting, 25(1), pp. 3-23. 

Fildes, R., Goodwin, P. & ¥nkal, D., 2019. Use and misuse of information in supply chain 

forecasting of promotion effects. International Journal of Forecasting, 35(1), pp. 144-156. 



PhD Thesis ï Carlos Eduardo Rodr²guez Calder·n ï April 2026 

     159 

 

Fildes, R., Ma, S. & Kolassa, S., 2021. Retail forecasting: research and practice. International 

Journal of Forecasting, Volume in press. 

Fildes, R., Nikolopoulos, K., Crone, S. F. & Syntetos, ., 2008. Forecasting and operational 

-59(1), pp. 1150Journal of the Operational Research Society, research: a review. 

172.1  

Fildes, R., Schaer, O. & Svetunkov, I., 2018. Software Survey: Forecasting 2018. [Online]  

Available at: https://www.informs.org/ORMS-Today/Public-Articles/June-Volume-45-

Number-3/Software-Survey-Forecasting-2018 

[Accessed 04 April 2023]. 

Fildes, R., Schaer, O., Svetunkov, I. & Yusupova, A., 2020. Survey: Whatôs new in forecasting 

software?. [Online]  

Available at: https://doi.org/10.1287/orms.2020.04.05 

[Accessed 04 02 2024]. 

Fix, E. & J. L. Hodges, J., 1951. Discriminatory analysis, nonparametric discrimination: 

consistency properties. Randolph Field, Texas.: Tech. Rep. 4, USAF School of Aviation 

Medicine. 

Franco-Lopez, H., Ek, A. & Bauer, M., 2001. Estimation and mapping of forest stand density, 

volume, and cover type using the k-nearest neighbors method. Remote Sensing of 

Environment, 77(3), pp. 251-274. 

Gardner, M. J., 2022. Deal or No Deal: Sales Promotion Influence on Consumer Evaluation 

of Deal Value and Brand Attitude. Small Business Institute Journal, 18(2). 

Gaur, M., Goel, S. & Jain, E., 2015. Comparison between Nearest Neighbours and Bayesian 

Network for demand forecasting in supply chain management. New Delhi, India, IEEE. 

Gertheiss, J. & Tutz, G., 2009. Variable scaling and nearest neighbor methods. Journal of 

Chemometrics, Volume 23, pp. 149-151. 

Gimeno Illa, J. M., B®jar Alonso, J. & S¨nchez Marr®, M., 2004. Nearest-Neighbours for 

Time Series. Applied Intelligence, 20(1), pp. 21-35. 

Gjoreski, M., Gjoreski, H., Lustrek, M. & Gams, M., 2016. How Accurately Can Your Wrist 

Device Recognize Daily Activities and Detect Falls?. Sensors, 16(6), pp. 1-21. 

Green, K. C. & Armstrong, J. S., 2015. Simple versus complex forecasting: The evidence. 

Journal of Business Research, 68(1), pp. 1678-1685. 

Gunadi, I. G. A. & Rachmawati, D. O., 2024. A Comparative Study on the Impact of Feature 

Selection and Dataset Resampling on the Performance of the K-Nearest Neighbors (KNN) 

Classification Algorithm. Jurnal Nasional Pendidikan Teknik Informatika: JANAPATI, 13(2), 

pp. 419-427. 

Hall, P., Park, B. U. & Samworth, R. J., 2008. Choice of Neighbor Order in Nearest-Neighbor 

Classification. The Annals of Statistics, 36(5), pp. 2135-2152. 

Hand, D. J., 2000. Data Mining: New Challenges for Statisticians. Social Science Computer 

Review, 18(4), pp. 442-449. 



PhD Thesis ï Carlos Eduardo Rodr²guez Calder·n ï April 2026 

     160 

 

Hewage, H. C., Perera, H. N. & Bandara, K., 2025. Enhancing Demand Forecasting in Retail: 

A Comprehensive Analysis of Sales Promotional Effects on the Entire Demand Life Cycle. 

Journal of Forecasting, Volume 0, pp. 1-23. 

Hewage, H. C., Perera, H. N. & Bandara, K., 2025. Enhancing Demand Forecasting in Retail: 

A Comprehensive Analysis of Sales Promotional Effects on the Entire Demand Life Cycle. 

Journal of Forecasting, 2025(0), pp. 1-23. 

Hewage, H. C., Perera, H. N. & Bandara, K., 2025. Enhancing Demand Forecasting in Retail: 

A Comprehensive Analysis of Sales Promotional Effects on the Entire Demand Life Cycle. 

Journal of Forecasting, Volume 0, pp. 1-23. 

Huang, J., Zhou, D., Zha, H. & Giles, C. L., 2007. IKNN: Informative K-nearest neighbor 

pattern classification. Warsaw, POLAND, Springer. 

Hyndman, R. J. & Koehler, A. B., 2006. Another look at measures of forecast accuracy. 

International Journal of Forecasting, 22(1), pp. 679-688. 

Jain, C. L., 2014. IBF Report: Benchmarking Forecasting Errors, New York: IBF Institute of 

Business Forecasting & Planning. 

Jain, C. L. & Malehorn, J., 2012. Part 5. In: Fundamentals of Demand Planning and 

Forecasting. Great Neck, NY: Graceway Publishing Company, p. 133. 

Kang, S., 2021. k-Nearest Neighbor Learning with Graph Neural Networks. Mathematics, 

9(830), pp. 1-12. 

Karthikeswaren, R., Kayathwal, K., Dhama, G. & Arora, A., 2021. A Survey on Classical and 

Deep Learning based Intermittent Time Series Forecasting Methods. Shenzen, China, IEEE 

International Joint Conference on Neural Networks (IJCNN). 

Kauffman, G. & Jurs, P., 2001. QSAR and k-nearest neighbor classification analysis of 

selective cyclooxygenase-2 inhibitors using topologically-based numerical descriptors. 

Journal of Chemical Information and Computer Sciences, 41(6), pp. 1553-1560. 

Keogh, E. & Ratanamahatana, C. A., 2005. Exact indexing of dynamic time warping. 

Knowledge and Information Systems, 7(3), pp. 358-386. 

Kim, D. H., Lee, Y. J., Kil, R. M. & Youn, H. Y., 2018. Deep Structure of Gaussian Kernel 

Function Networks for Predicting Daily Peak Power Demands. Siem Reap, CAMBODIA, 

25th International Conference on Neural Information Processing (ICONIP). 

Kourentzes, N., 2013. Intermittent demand forecasts with neural networks. International 

Journal of Production Economics, 143(1), pp. 198-206. 

Kourentzes, N. & Crone, S. F., 2008. Automatic modelling of neural networks for time series 

prediction - in search of a uniform methodology across varying time frequencies. Helsinki, 

Finland, Helsinki University of Technology. 

Kowalski, B. R. & Bender, C. F., 1972. The K-Nearest Neighbor Classification Rule (Pattern 

Recognition) Applied to Nuclear Magnetic Resonance Spectral Interpretation. Analytical 

Chemistry, 44(8), pp. 1405-1411. 

Kuhn, M., 2008. Building Predictive Models in R Using the caret package. Journal of 

Statistical Software, 28(5), pp. 1-26. 



PhD Thesis ï Carlos Eduardo Rodr²guez Calder·n ï April 2026 

     161 

 

Kunz, T. P., Crone, S. F. & Meissner, J., 2016. The effect of data preprocessing on a retail 

price optimization system. Decision Support Systems, 84(1), pp. 16-27. 

LôHeureux, A., Grolinger, K., Elyamany, H. F. & Capretz, M. A. M., 2017. Machine Learning 

With Big Data: Challenges and Approaches. IEEE Access , Volume 5, pp. 7776 - 7797. 

Lancaster University, 2019. Qualtrics web based survey software. [Online]  

Available at: https://wp.lancs.ac.uk/dclinpsy/qualtrics-web-based-survey-software/ 

[Accessed 19 January 2025]. 

Lantz, B., 2013. Machine Learning with R. Packt Publishing. [Online]  

Available at: https://app.knovel.com/hotlink/toc/id:kpMLR0000G/machine-learning-

with/machine-learning-with 

[Accessed 23 05 2018]. 

Lasek, A., Cercone, N. & Saunders, J., 2016. Restaurant Sales and Customer Demand 

Forecasting: Literature Survey and Categorization of Methods. In: A. Leon-Garcia, et al. eds. 

Smart City 360Á - Lecture Notes of the Institute for Computer Sciences, Social Informatics 

and Telecommunications Engineering. Bratislava, Slovakia and Toronto, Canada: Springer, 

pp. 479-491. 

Lecun, Y., Bottou, L., Bengio, Y. & Haffner, P., 1998. Gradient-based learning applied to 

document recognition. Proceedings of the IEEE, 86(11), pp. 2278 - 2324. 

Lei, Y. & Zuo, M. J., 2009. Gear crack level identification based on weighted K nearest 

neighbor. Mechanical Systems and Signal Processing, 23(1), pp. 1535-1547. 

Li, J. et al., 2018. Feature Selection: A Data Perspective. ACM Computer Surveys, 50(6), pp. 

39:1-39:45. 

Li, L., Weinberg, C., Darden, T. & Pedersen, L., 2001. Gene selection for sample 

classification based on gene expression data: study of sensitivity to choice of parameters of 

the GA/KNN method. Bioinformatics, 17(12), pp. 1131-1142. 

Li, W., Kong, D. & Wu, J., 2017. A Novel Hybrid Model Based on Extreme Learning 

Machine, k-Nearest Neighbor Regression and Wavelet Denoising Applied to Short-Term 

Electric Load Forecasting. Energies, 10(5), pp. 1-16. 

Lukinskiy, V., Lukinskiy, V. & Sokolov, B., 2020. Control of inventory dynamics: A survey of 

special cases for products with low demand. Annual Reviews in Control, Volume 49, pp. 306-

320. 

Makridakis, S. & Hibon, M., 2000. The M3-Competition: results, conclusions and 

implications. International journal of Forecasting, Volume 16, pp. 451-476. 

Makridakis, S., Spiliotis, E. & Assimakopoulos, V., 2020. The M4 Competition: 100,000 time 

series and 61 forecasting methods. International Journal of Forecasting, 36(1), pp. 54-74. 

Martinez, F., Frias, M. P., Charte, F. & Rivera, A. J., 2025. The tsfknn Package. [Online]  

Available at: https://cran.r-project.org/web/packages/tsfknn/vignettes/tsfknn.html 

[Accessed 3 September 2025]. 

Mart²nez, F., Fr²as, M. P., P®rez, M. D. & Rivera, A. J., 2017. A methodology for applying k-

nearest neighbor to time series forecasting. Artificial Intelligence Review, pp. 1-19. 



PhD Thesis ï Carlos Eduardo Rodr²guez Calder·n ï April 2026 

     162 

 

Ma, S. & Fildes, R., 2017. A retail store SKU promotions optimization model for category 

multi-period profit maximization. European Journal of Operational Research, 260(2), pp. 

680-692. 

Ma, S. & Fildes, R., 2020. Retail sales forecasting with meta-learning (Lancaster EPrints). 

[Online]  

Available at: 

https://eprints.lancs.ac.uk/id/eprint/145186/1/Retail_sales_forecasting_with_meta_learning_0

329.pdf 

[Accessed 28 November 2025]. 

Ma, S., Fildes, R. & Huang, T., 2016. Demand forecasting with high dimensional data: The 

case of SKU retail sales forecasting with intra- and inter-category promotional information. 

European Journal of Operational Research, 249(1), pp. 245-257. 

Mateo, F., Sovilj, D. & Gadea, R., 2010. Approximate k-NN delta test minimization method 

using genetic algorithms:. Neurocomputing, Volume 73, pp. 2017-2029. 

McCarthy, T. M., Davis, D. F., Golicic, S. L. & Mentzer, J. T., 2006. The evolution of sales 

forecasting management: a 20-year longitudinal study of forecasting practices. Journal of 

Forecasting, 25(5), pp. 303-324. 

McLachlan, G. J., 1999. Mahalanobis distance. Resonance, 4(6), pp. 20-26. 

Murphy, K. et al., 2009. A large-scale evaluation of automatic pulmonary nodule detection in 

chest CT using local image features and k-nearest-neighbour classification. Medical Image 

Analysis, 13(5), pp. 757-770. 

National Retail Federation, 2024. Retail's Impact. [Online]  

Available at: https://nrf.com/research-insights/retails-impact 

[Accessed 23 November 2025]. 

Nikolopoulos, K., 2010. Forecasting with quantitative methods: the impact of special events 

in time series. Applied Economics, Volume 42, pp. 947-955. 

Nikolopoulos, K. I., Babai, M. Z. & Bozos, K., 2016. Forecasting supply chain sporadic 

demand with nearest neighbor approaches. International Journal of Production Economics, 

Volume 177, pp. 139-148. 

Office for National Statistics, 2025. Retail sales, Great Britain: July 2025. [Online]  

Available at: 

https://www.ons.gov.uk/businessindustryandtrade/retailindustry/bulletins/retailsales/july2025 

[Accessed 23 November 2025]. 

Oliveira, P. J. A. & Boccelli, D. L., 2017. k-Nearest Neighbor for Short Term Water Demand 

Forecasting. Sacramento, CA, 17th Annual World Environmental and Water Resources 

Congress. 

Olson, R. S. & Moore, J. H., 2019. Chapter 8 - TPOT: A Tree-Based Pipeline Optimization 

Tool for Automating Machine Learning. In: F. Hutter, L. Kotthoff & J. Vanschoren, eds. 

Automated Machine Learning. Cham: Springer, pp. 151-160. 

Price Waterhouse Coopers (PwC), 2024. PWC. [Online]  

Available at: www.pwc.com/us/nes 

[Accessed 23 November 2025]. 



PhD Thesis ï Carlos Eduardo Rodr²guez Calder·n ï April 2026 

     163 

 

Punam, K., Pamula, R. & Jain, P. K., 2018. A Two-Level Statistical Model for Big Mart Sales 

Prediction. Greater Noida, Uttar Pradesh, India, IEEE. 

Rajagopalan, B. & Lall, U., 1999. A k-nearest-neighbor simulator for daily precipitation and 

other weather variables. Water Resources Research, 35(10), pp. 3089-3101. 

Ramanathan, U. & Muyldermans, L., 2010. Identifying demand factors for promotional 

planning and forecasting: A case of a soft drink company in the UK. International Journal of 

Production Economics, 128(2), pp. 538-545. 

Ren, S., Chan, H.-L. & Ram, P., 2017. A Comparative Study on Fashion Demand Forecasting 

Models with Multiple Sources of Uncertainty. Annals of Operations Research, 257(1-2), pp. 

335-355. 

Rigopoulos, G., 2022. Univariate Time Series Forecasting Using k-Nearest Neighbors 

Algorithm: A Case for GDP. International Journal of Scientific Research and Management 

(IJSRM), 10(9), pp. 3807-3815. 

Ripley, B., 1996. Pattern Recognition and Neural Networks. First ed. Melbourne: Cambridge 

University Press. 

Sagaert, Y. R., Aghezzaf, E.-H., Kourentzes, N. & Desmet, B., 2018. Tactical sales 

forecasting using a very large set of macroeconomic indicators. European Journal of 

Operational Research, 264(2), pp. 558-569. 

Sanders, N. R. & Manrodt, K. B., 1994. Forecasting Practices in US Corporations: Survey 

Results. Interfaces, 24(2), pp. 92-100. 

Sanders, N. R. & Manrodt, K. B., 2003. Forecasting Software in Practice: Use, Satisfaction, 

and Performance. Interfaces, 33(5), pp. 90-93. 

SAP SE, 2024. SAP Integrated Business Planning for Supply Chain. [Online]  

Available at: 

https://help.sap.com/docs/SAP_INTEGRATED_BUSINESS_PLANNING/feae3cea3cc549aa

a9d9de7d363a83e6/26578154c2652357e10000000a44176d.html 

[Accessed 18 January 2025]. 

SAP, 2022. SAP Advanced Planning and Optimization (SAP APO). [Online]  

Available at: 

https://help.sap.com/docs/SAP_ADVANCED_PLANNING_AND_OPTIMIZATION,_ON_S

AP_ERP/c95f1f0dcd9549628efa8d7d653da63e/2fe72d517ae6fc74e10000000a423f68.html?l

ocale=en-US 

[Accessed 28 November 2025]. 

Schaer, O., Svetunkov, I., Yusupova, A. & Fildes, R., 2022. Survey: Forecasting Software 

Trends in a Challenging World. [Online]  

Available at: https://doi.org/10.1287/orms.2022.05.17 

[Accessed 04 02 2024]. 

Seyedan, M. & Mafakheri, F., 2020. Predictive big data analytics for supply chain demand 

forecasting: methods, applications, and research opportunities. Journal of Big Data, 7(53), 

pp. 1-22. 



PhD Thesis ï Carlos Eduardo Rodr²guez Calder·n ï April 2026 

     164 

 

Shi, Y., Lim, J. M. & France, B. A. W. S. L., 2018. The impact of retail format diversification 

on retailersô financial performance. Journal of the Academy of Marketing Science, Volume 

46, pp. 147-167. 

Silfana, F. I. & Barata, M. A., 2024. Using K-NN Algorithm for Evaluating Feature Selection 

on High Dimensional Datasets. Jurnal Teknik Informatika, 17(2), pp. 190-202. 

Svetunkov, I. & Sagaert, Y. R., 2026. greybox: Toolbox for Model Building and Forecasting. 

[Online]  

Available at: https://cran.r-project.org/web/packages/greybox/index.html 

[Accessed 25 January 2026]. 

Tao, H., Fildes, R. & Soopramanien, D., 2019. Forecasting retailer product sales in the 

presence of structural change. European Journal of Operational Research, 279(2), pp. 459-

470. 

Taylor, J. C. & Fawcett, S. E., 2001. Retail On-shelf Performance of Advertised Items: An 

Assessment of Supply Chain Effectiveness at the Point of Purchase. Journal of Business 

Logistics, 22(1), pp. 73-89. 

Trapero, J. R., Kourentzes, N. & Fildes, R., 2015. On the identification of sales forecasting 

models in the presence of promotions. Journal of the Operational Research Society, 66(2), 

pp. 299-307. 

Trusov, M., Boadpati, A. V. & Cooper, L. G., 2006. Retailer promotion planning: Improving 

forecast accuracy and interpretability. Journal of Interactive Marketing, 20(3-4), pp. 71-81. 

U.S. Department of Commerce, 2025. Bureau of Economic Analysis. [Online]  

Available at: https://www.bea.gov/data/gdp/gdp-industry 

[Accessed 23 November 2005]. 

Valgaev, O., Kupzog, F. & Schmeck, H., 2016. Low-Voltage Power Demand Forecasting 

Using K-Nearest Neighbors Approach. Melbourne, IEEE Innovative Smart Grid 

Technologies. 

Valgaev, O., Kupzog, F. & Schmeck, H., 2017. Designing K-Nearest Neighbors Model for 

Low Voltage Load Forecasting. Chicago, IL, IEEE Power & Energy Society. 

van Heerde, H. J. & Neslin, S. A., 2017. Sales Promotion Models. In: B. Wierenga & R. van 

der Lans, eds. Handbook of Marketing Decision Models. Cham: Springer, pp. 13-77. 

Velmurugan, T. & Indhumathy, T., 2020. Comparative study on Prediction of Support and 

Resistance Levels with k-Nearest Neighbor and Long Short-Term Memory Methods.. Journal 

of Information and Computational Science, 10(9), pp. 243-251. 

Vikri, M. J., Pajri, A. E. & Liana, P., 2026. Impact of Data Normalization on K-Nearest 

Neighbor Classification Performance: A Case Study on Date Fruit Dataset. Indonesian 

Applied Research Computing and Informatics, 1(2), pp. 11-21. 

Vrooman, H. et al., 2007. Multi-spectral brain tissue segmentation using automatically trained 

k-Nearest-Neighbor classification. Neuroimage, 37(1), pp. 71-81. 

Wang, D., 2016. K-nearest neighbors based methods for identification of different gear crack 

levels under different motor speeds and loads: Revisited. Mechanical Systems and Signal 

Processing, Volume 70-71, pp. 201-208. 



PhD Thesis ï Carlos Eduardo Rodr²guez Calder·n ï April 2026 

     165 

 

Wang, J., Neskovic, P. & Cooper, L. N., 2006. Neighborhood size selection in the k-nearest-

neighbor rule using statistical confidence. Pattern Recognition, 39(3), pp. 417-423. 

Weller, M. & Crone, S. F., 2012. Supply Chain Forecasting: Best Practices & Benchmarking 

Study, Lancaster, UK: Lancaster Centre for Forecasting. 

Wilinski, A., 2019. Time series modeling and forecasting based on a Markov chain with 

changing transition matrices. Expert Systems with Applications, 133(1), pp. 163-172. 

Wilson, J. H., Dingus, R. & Hoyle, J., 2020. Women count: Perceptions of forecasting in 

sales. Business Horizons, 63(5), pp. 637-646. 

Winklhofer, H., Diamantopoulos, A. & Witt, S. F., 1996. Forecasting practice a review of the 

empirical literature and an agenda for future research. International Journal of Forecasting, 

Volume 12, pp. 193-221. 

Wolters, J. & Huchzermeier, A., 2021. Joint In-Season and Out-of-Season Promotion 

Demand Forecasting in a Retail Environment. Journal of Retailing, Volume in Press. 

World Health Organization, 2023. Coronavirus disease (COVID-19) pandemic. [Online]  

Available at: https://www.who.int/europe/emergencies/situations/covid-19 

[Accessed 03 March 2025]. 

Wu, C. L., Chau, K. W. & Li, Y. S., 2009. Predicting monthly streamflow using data driven 

models coupled with data preprocessing techniques. Water Resources Research, 

45(W08432), pp. 1-23. 

Yandell, B. S., 1996. Practical Data Analysis for Designed Experiments. s.l.:Chapman and 

Hall. 

Zagar, A., Grolinger, K., Grolinger, K. & Seewald, L., 2015. Energy Cost Forecasting for 

Event Venues. Ontario (Canada), 2015 IEEE Electrical Power and Energy Conference 

(EPEC). 

Zeidan, A., 2023. Encyclopedia Britannica. [Online]  

Available at: https://www.britannica.com/topic/languages-by-total-number-of-speakers-

2228881 

[Accessed 20 01 2025]. 

Zhao, J. H., Dong, Z. Y. & Xu, Z., 2006. Effective Feature Preprocessing for Time Series 

Forecasting. In: X. Li, O. Zaµane & Z. Li, eds. Advanced Data Mining and Applications. 

ADMA 2006. Lecture Notes in Computer Science. Berlin, Heidelberg: Springer, pp. 769-781. 

Zheng, W. & Tropsha, A., 2000. Novel variable selection quantitative structure-property 

relationship approach based on the k-nearest-neighbor principle. Journal of Chemical 

Information and Computer Sciences, 40(1), pp. 185-194. 

 



PhD Thesis ï Carlos Eduardo Rodr²guez Calder·n ï April 2026 

     166 

 

Annexe ï Demand Planning 

Survey 2023 

 

 



PhD Thesis ï Carlos Eduardo Rodr²guez Calder·n ï April 2026 

     167 

 

 



PhD Thesis ï Carlos Eduardo Rodr²guez Calder·n ï April 2026 

     168 

 

 



PhD Thesis ï Carlos Eduardo Rodr²guez Calder·n ï April 2026 

     169 

 

 



PhD Thesis ï Carlos Eduardo Rodr²guez Calder·n ï April 2026 

     170 

 

 



PhD Thesis ï Carlos Eduardo Rodr²guez Calder·n ï April 2026 

     171 

 

 



PhD Thesis ï Carlos Eduardo Rodr²guez Calder·n ï April 2026 

     172 

 

 



PhD Thesis ï Carlos Eduardo Rodr²guez Calder·n ï April 2026 

     173 

 

 



PhD Thesis ï Carlos Eduardo Rodr²guez Calder·n ï April 2026 

     174 

 

 



PhD Thesis ï Carlos Eduardo Rodr²guez Calder·n ï April 2026 

     175 

 

 

  



PhD Thesis ï Carlos Eduardo Rodr²guez Calder·n ï April 2026 

     176 

 

Annexe ï DP Survey 2023 ï 

Participant Information Sheet 

 



PhD Thesis ï Carlos Eduardo Rodr²guez Calder·n ï April 2026 

     177 

 

 

 



PhD Thesis ï Carlos Eduardo Rodr²guez Calder·n ï April 2026 

     178 

 

Annexe - A revision of answers 

regarding the number of 

planning items 

Using the distribution of answers on the number of planning items (Table 2), we combined the 

original six options into three subgroups. We considered the three subgroups with more 

significant proportions (see Table 33). 

Table 33: Redistribution of responses by planning items 

Planning Items %  

More than 1000 44.7 

101 - 1000 31.9 

Less than 100 23.4 

 

This section will examine whether these proportions might influence different answers. 
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Forecast horizon by number of planning items 

 

Figure 75: Forecasting horizon choice by the number of planning items 

Forecasting horizon 

In Figure 8, we observed the ranking of used horizons. The most used horizons were 1-3 months 

(81%), 4-11 months (79%), 1-3 years (66%), 0-4 weeks (60%) and more than 3 years (19%). 

The main changes in the previous distribution are present in Figure 75: Forecasting horizon 

choice by the number of planning items. We observed a particular distribution for respondents 

planning for less than 100 items. We noticed a slight variation for the smallest and most 

extensive horizon in that subgroup of respondents. When planning less than 100 items, the 

horizon from 0-4 weeks is less popular than in the general result (-15%), and the farthest 

horizon of more than 3 years gains more popularity (+15%). It is expected that companies that 

produce a limited number of products are more likely to define a demand plan for the largest 

periods. 
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When the forecasting horizon increases to one year, groups have no significant differences. We 

understand that the forecasting horizon depends on the product type, the company's business, 

and the available solution. 

Forecasting approach 

Forecast approach proportion by number of planning items 

 

Figure 76: Forecasting approach by the number of planning items 

The distribution of the forecasting approach we observed in Figure 12. The survey showed that 

85% of respondents use a combination of statistical/AI/ML forecasts with judgemental 

adjustments, 51% only judgemental methods, and 68% only statistical/AI/ML forecast 

methods. 

We find some slight differences when observing the distribution of the answers grouped by the 

number of planning items (see Figure 76: Forecasting approach by the number of planning 

items). First, we observe that planners with more than 1000 items have more preference for 

using a combination of statistical/AI/ML forecasts with judgemental adjustments (+10%). 

Second, there is a slight variation for planners with 101 to 1000 items using only judgemental 

adjustments (+9%). Finally, planners with less than 100 items prefer using only 

statistical/AI/ML forecast methods (+14%). 
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Relying only on statistical/AI/ML forecast methods seems more feasible when the number of 

planning items is small (100 items or less). However, the most suitable approach for many 

items (more than a thousand) is to combine previous methods with judgemental ones. 

Algorithm selection 

Algorithm selection by number of planning items 

 

Figure 77: Forecasting algorithm selection by the number of planning items 

We observe variations in the algorithmôs preference depending on the number of planning items 

(see Figure 77: Forecasting algorithm selection by the number of planning items). The first 

observation is for the most popular methods: Averages (77%) and Regression (74%). This 
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distribution differs when planning 101 to 1000 items, where Averages (-10%) and Regression 

(-14%) are less popular. 

A particular situation also emerges for Decision Trees (40% use). We observe a specific 

preference for this method when planning 100 or fewer items (+24%). In addition, for 

intermittent/lumpy demand methods (57%), we observed lesser use (-21%) when planning 100 

or fewer items. 

Despite a low number of planning items, there appears to be a greater preference for using 

decision trees than for the requirements of using intermittent or lumpy methods. Other methods, 

such as k-NN, appear less favoured as the number of planning items increases.  

Implementing and monitoring unique algorithms, such as decision trees, may depend on a 

limited number of planning items. 

Judgemental Methods 

As we observed in Figure 14, judgemental methods are used in different proportions among 

respondents. Ranking these by popularity, we have: Expert Individual Judgement (87%), Sales 

Consensus Forecast (83%), S&OP Meetings (77%), Prediction Market (47%) and Delphi 

Method (28%). 

Expert individual judgement is the preferred method, independent of the number of planning 

items (see Figure 78). In contrast, a Sales consensus forecast is favoured when the number of 

planning items exceeds 100, but is the opposite when planning 100 or fewer items, resulting in 

a 33% decrease from the average. For the same group, we also observe a lower preference for 

S&OP Meetings (-47% less than the average) when planning 100 items or fewer. 

Other methods (less popular, with less than 50% use) present even less preference when the 

number of items increases, such as the Prediction market and the Delphi method. 



PhD Thesis ï Carlos Eduardo Rodr²guez Calder·n ï April 2026 

     183 

 

Judgemental method by number of planning items 

 

Figure 78: Judgemental method preference by number of planning items 

The application of those methods might be influenced by the required time for its application 

and the team availability, also considering if the decisions are taken individually or for groups 

of products). 

Type of Software 

In Figure 16, we observed the most popular software used for demand planning. The 

spreadsheet remains the leader, with 85% of use, followed by a Forecasting module in the ERP 

(68%), Custom-built software (53%), Python (51%), R (47%), and Demand sensing (28%), 

among others. 

Figure 79 shows that certain software is more preferred as the number of planning items 

increases. This is the case for add-in engines (from 36% for 100 items or fewer to 10% for 


































