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Abstract

Software vulnerability detection and prediction aim to reduce the costs associated

with identifying software security vulnerabilities. Studies have shown that many

vulnerability prediction models underperform in practical applications compared

to the performance results reported on vulnerability prediction datasets. This

performance drop can be attributed to datasets containing synthetic or biased data.

Additionally, most vulnerability prediction models operate on a binary classification

basis (vulnerable or nonvulnerable), leaving developers to determine the context of

vulnerabilities, such as identifying vulnerable lines of code and specific vulnerability

types.

Aims: This thesis aims to enhance the robustness of software vulnerability detection.

To achieve this aim, I will explore ways to improve vulnerability prediction models by

generating fine-grained predictions and increasing model accuracy. Furthermore, I

will investigate methods to enhance the quality of vulnerability prediction datasets

by identifying biases in existing datasets. Lastly, I will examine the impact of

explanations on the ability of software practitioners to validate detected software

vulnerabilities (i.e., true positive vulnerabilities) and to fix them correctly.

Methods: I propose a novel approach to cluster software vulnerability types

using abstract syntax tree (AST) N-grams as model features. I trained various

vulnerability prediction models on training sets with different ratios of ‘easy

negatives’ (very different from positive data) and ‘hard negatives’ (closely similar

to positive data). These models were then evaluated on test sets comprising

entire projects. Additionally, I utilized eXplainable AI (XAI) to obtain line-level

attributions from LineVul, a state-of-the-art model and compared these attributions
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to actual vulnerable lines. Finally, I surveyed 99 software practitioners to assess the

effect of four types of vulnerability explanations on their ability to validate and fix

vulnerabilities correctly.

Results: Using a random forest model with AST N-grams as features, I successfully

clustered seven types of vulnerabilities, achieving a Matthews Correlation Coefficient

(MCC) of up to 81%. I discovered that the ratio of easy to hard negatives in a

vulnerability prediction dataset significantly impacts model performance. When

evaluating entire projects, models trained on datasets with more easy negatives

performed better, reaching a performance plateau at a ratio of 15 easy negatives per

vulnerable instance. Through XAI, I enhanced the MSR dataset and the LineVul

model, increasing both F-measure and MCC from 92% to 97% and 96%, respectively.

Additionally, vulnerability explanations were found to assist developers in validating

and correctly fixing vulnerabilities, with short-form text-based explanations being

more effective and preferred by software practitioners. Lastly, I observed that

software practitioners are willing to accept some reduction in detection accuracy

in exchange for improved explainability.

Conclusions: This thesis presents an approach to generate finer-grained software

vulnerability predictions by clustering vulnerability types. I introduced the concept

of easy and hard negatives in vulnerability prediction datasets, offering a deeper

understanding of what constitutes a high-quality dataset. Utilizing XAI, I identified

two biases in a widely used vulnerability prediction dataset and uncovered a

limitation in a state-of-the-art model. Finally, I provided valuable insights into

the types of explanations that developers find useful, guiding future research and

tool development towards more effective vulnerability explanations.
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Chapter 1

Introduction

The rapid adoption of technology in all aspects of our lives poses major challenges to

privacy and security. The National Vulnerability Database (NVD) de�nes software

vulnerabilities as a weakness in code that, when exploited, results in a negative

impact to con�dentiality, integrity, or availability of software systems1. Software

vulnerabilities are expensive in terms of money, time and reputation. The average

cost of a data breach was$4.45 million in 2023, the highest average on record [3].

For example, the Log4Shell2 vulnerability discovered in late 2021 that attacks the

Java library is estimated to have caused losses of 10 billion dollars [4].

To reduce the cost of software vulnerabilities, static and dynamic analysis

tools have been developed to automatically analyse code, looking for patterns

that may result in software vulnerabilities. However, such tools can produce a

high percentage of false positives or false negatives. For example, Pixy [5], one

of the most cited static analysers for vulnerability detection, reports 48% false

negatives. Therefore, developers are looking for better solutions to automatically

detect software vulnerabilities in code [6, 7].

1https://nvd.nist.gov/vuln
2https://nvd.nist.gov/vuln/detail/CVE-2021-44228
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Chapter 1. Introduction

Software vulnerability prediction uses machine learning to predict whether areas

of source code are likely to contain software vulnerabilities. Software vulnerability

prediction models rely on datasets that contain instances of vulnerable code and

other instances of nonvulnerable code tolearn what is associated with a piece of code

being vulnerable. In recent years, several software vulnerability prediction models

have been published in the literature that show promising performance levels [8,

9, 10, 11, 12]. However, the performance of such models falls dramatically when

tested on real-world systems [13], which might explain some of the reasons why

software vulnerability prediction models are underutilised in practice, as reported

by Morrison et al. [14] and Theisen and Williams [15].

The performance of vulnerability prediction models is in
uenced by several

critical factors. These include the quality of the vulnerability prediction datasets

[13], the speci�c type of model utilised [8, 10], and the nature of the predictions the

model produces|whether they involve binary classi�cations, line-level predictions

[12], or the identi�cation of speci�c types of vulnerabilities [16]. This thesis seeks

to identify potential advancements in these three fundamental areas.

Chakraborty et al. suggest the performance drop in vulnerability prediction

models is a consequence of training and evaluating vulnerability prediction models

on datasets that do not represent real-world scenarios. Such datasets may include

duplicates, include synthetic data, or are not labelled correctly [13]. Another possible

reason could be that vulnerability prediction datasets follow di�erent strategies to

gather the negative sample (nonvulnerable instances). Unlike in software defect

prediction, where datasets consist of an entire project, vulnerability prediction

datasets consist of multiple di�erent projects with a subset of the codebase included

in the negative sample [17, 18, 19]. The reason for not including the entire codebase

in vulnerability prediction datasets is that, due to the rarity of vulnerabilities,

the percentage of vulnerable methods in projects can be as low as 0.1% in some

projects [19]. The immense imbalance between vulnerable and non-vulnerable code

2
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