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Software vulnerabilities are present in many software systems, putting people who entrust software with their data in harm’s way.
Many vulnerabilities are avoidable since they are well documented - yet they remain widespread. One explanation for their persistence
is they represent software blindspots, problems that are implicit in the mental models of developers and which escape attention
(Brun et al., 2023). Our current understanding of how attention and decision making influence specific secure coding behaviours is
limited, and so we present a preregistered study to evaluate whether differences in decision making style impact blindspots and the
identification of code vulnerabilities. Programmers were given code puzzles to complete, including some that contained vulnerabilities.
Participants also competed the cognitive reflection test and measures of rational decision making. We replicate several key predictions
from previous blindspot research, map the analysis onto dual-systems research, and describe effect sizes of psychological constructs.
We then model data simulations to demonstrate the sampling required for highly powered empirical studies in this domain. We support
previous findings that technical or cybersecurity expertise have little impact on the ability to detect vulnerabilities. We argue that dual
processing theory helps to interpret security behaviours and the presence of software blindspots.
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1 Introduction

Software vulnerabilities are a pervasive issue within software engineering, and they can have serious real-world
consequences, such as impact on urgent medical care [46] or psychological harm [35]. Many of the vulnerabilities
detected in modern software are not new. Well-known vulnerabilities are detected in over three-quarters of software,
indicating that despite their notoriety, they remain unhandled despite the tools available to software developers. To
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2 Ivory et al.

address this, we offer support to the hypothesis that vulnerabilities exist as cognitive blindspots in decision making
during secure coding.

Secure coding is the practice that ensures software “does not contain known vulnerabilities” [39], and vulnerabilities
are defined as unexpected logic flows which create compromising software behaviours, allowing for unintended access
to information or functionality [19]. It is observed that technical expertise, experience, and security knowledge are
poor indicators of predispositions towards secure coding [4, 32]. Acknowledging that technical expertise has minimal
effect on producing secure code, this study focuses on software engineers’ cognitive capabilities. We explore the role of
human decision making and cognitive psychology to understand individual differences in secure coding predispositions
better. By treating software engineers as a diverse population displaying individual cognitive differences, and who must
satisfice [45], we can better understand how cognition influences vulnerability detection. One theory is that software
vulnerabilities are systematically missed by developers because they occupy ‘blindspots’ in their attention.

A blindspot is code where the expected behaviour of a function diverges from the intended behaviour, and software
vulnerabilities exist because of these blindspots [6]. Oliveira et al. [33] tested the hypothesis with measures of working
memory and cognitive processing speed. They asked engineers to solve short Java programming puzzles that contained
either a blindspot in the form of insecure API use or no blindspot. They found puzzles without a blindspot were solved
significantly more often than puzzles with a blindspot, but neither working memory nor processing speed affected
accuracy. Brun et al. [4] replicated this in Python, finding only a small effect of long-term memory. This body of research
explored general measures of cognition but did not explore why cognitive blindspots exist in security contexts. We
propose to address this issue by applying the dual processing theory of decision making, which posits people make
decisions using one of two systems, an intuitive default system and an interventionist computational system [11]
towards the same tasks.

To this end, we ask the question, How does dual processing theory account for software developers’ ability
to detect security blindspots in code?

We extend previous findings that blindspots contribute to impaired code comprehension [4, 6, 33] by applying a
dual processing theory of decision making. Dual processing theory posits individuals make decisions based on one of
two distinct systems, a default intuitive system that relies upon heuristics, and a second system that uses all available
information to make reasoned choices [12]. In taking the position that decision making processes are not homogeneous
and that individual differences are present in general populations [13], we seek to test whether this heterogeneity
influences secure coding. Dual processing theory has not been widely applied within software engineering research
despite having a proven influence on performance in general judgments [52]. Only one known study has explored
dual processing theory in software engineers that found a complex relationship between risk sensitivity and system 2
engagement [19]. Moreover, relevance to software behaviours is unknown, which is addressed in this paper.

This study offers a greater connection between software engineering and the individual differences observed in
decision making. We successfully replicate findings that blindspots are difficult to detect, and that detection cannot be
explained by technical knowledge or experience. The evidence for dual processing effects is variable, primarily due to a
requirement for larger participant samples in future work. Importantly we do not reject dual processing theory’s value
for explaining secure coding.

The paper is structured as follows. In section 2, we provide essential background content relevant to the theoretical
underpinnings of this research. Section 3 details the hypotheses, relevant methodological decisions, measures, and
procedures for research transparency. We report our results in section 4, which are discussed in terms of their theoretical
support and implications for software engineering practice and research in section 5. To contextualise our study within
Manuscript submitted to ACM
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the wider software engineering literature, we explore related work in section 6. Section 7 summarises the study’s
contributions.

2 Background

This paper defines cognitive blindspots as units of information that are systematically overlooked, typically through
unconscious or intuitive approaches to making judgments, resulting in non-optimal decisions. Blindspots are due to
the human disposition to deploy decision making heuristics (mental short-cuts). Where heuristics lead to fallacies or
erroneous thinking, they create biases. These are systematic, flawed judgments that deviate from ideal performance
[10].

Biases are present throughout the whole software development process [38], and their influence can result in
non-optimal decisions being made. In the example of tool selection, developers tend to use familiar tools [43], even
if they are not appropriate for specific tasks [1]. No single tool can detect all software vulnerabilities meaning that a
familiarity bias can result in non-optimal decisions [9].

Human working memory is sharply limited [2], creating the potential for overload. Heuristics help manage the
cognitive complexity of the decision space by rendering the problem down to a simplified form [3]. However, because
the mental representations of the task are now partial, incomplete, or non-exhaustive [22], important facets can
become obscured to the mind’s eye, creating cognitive blindspots. From a psychological perspective, this means that
vulnerabilities that are known “in principle” to a developer are hidden from view during the software task.

The presence of heuristics, biases, and attentional blindness all point towards the presence of more than one system
of cognitive information processing, because we recognise different approaches to decision making, where choices
can be made intuitively and unconsciously, or we can exert effort and make more careful, reasoned choices. These
differences can be explained by the dual processing theory.

The default-interventionist psychological model of dual processing theory proposes two cognitive systems [12]: the
default and intuitive system 1 and a more intentional and rational system 2 that is only engaged when sufficiently cued
[8]. System 1 processing is the default style of decision making, driven by heuristics to reduce complex judgments into
simpler cognitive operations [23]. In contrast, system 2 processing is more deliberate but computationally demanding
and is typically deployed when individuals seek an optimal solution by using all available information. System 2 is the
interventionist mode, and it only overrides System 1 when an individual consciously or unconsciously sees a greater
need for accuracy. System 1 is liable to generate simpler, less complete mental models than System 2 [21], and blindspots
can reside in the created gaps.

3 Related Work

This study builds upon a previous programme that posits software vulnerabilities are often missed by engineers as
the vulnerabilities occupy cognitive blindspots [6]. Support for this idea came from Oliveira et al. [34], who tested
the effect of priming engineers to review data for security. Following this, other studies explored cognitive aspects
of blindspot detection using Java [33] and Python [4]. Both studies supported the phenomenon, emphasising the
underlying hypothesis that software vulnerabilities can be difficult for engineers to detect. Our research extends the
paradigm by applying dual processing theory [11] and measures of system 1 and system 2 processing to the hypothesis.
The findings also reinforce the message that psychological, not just technical, variables impact coding quality [39]
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3.1 Cognition and Software Engineering

Within software security, an increased focus has been placed on the cognition and behaviours of those involved in
software creation [14]. Security is perceived as a reactive, event-driven process [26] with little priority over functionality
[25]. The reduced perceived importance of security and its temporal association with specific events (as opposed to
procedural, proactive workflows) means that it is less likely to be at the forefront of an engineer’s mind during decision
making, aligning with the dual processing theory.

Using prompts to encourage secure coding is of some benefit. Prompting can be the cue required to engage system 2
processing and override or suppress system 1. Simple interventions of requesting security have demonstrated their
power in improving security with a broad range of populations, including students, freelancers, and professional
developers [30–32]. Prompting can also work more subtly, such as asking engineers to write design specifications
before writing secure code [16].

Biases within software security have been explored previously and help in explaining many common issues [28]. One
commonly reported bias is optimism bias, which is found in many forms, such as underestimating time requirements for
projects [29], downplaying security threats [27], or reduced concern over software security [19]. Other biases include
confirmation bias, where individuals seek information that confirms internal hypotheses rather than disprove them
[48]. Confirmation bias is seen as an issue in software testing [41], as engineers may be less motivated or capable of
applying non-confirmatory tests on edge cases, where vulnerabilities often lie. Biases result from system 1 processing,
and their noted prevalence in software engineering research highlights just how common this processing is.

Research into cognition and psychology surrounding software engineering has explored ideas relevant to under-
standing security behaviours. We contribute to this existing research by applying a theory of decision making that
aligns with work by others [4, 6, 33], highlighting its potential to explain behaviours observed surrounding software
vulnerabilities.

We present the first study into secure software development that explicitly uses dual processing theory to interpret
the results. Within software engineering, the theory’s potential has been discussed [see [36, 37, 40]], but it has not yet
been empirically tested.

4 Methodology

This study is motivated to establish the viability of dual processing theory in secure software engineering research. A
sample of 37 participants was used to test measures of dual processing, as well as to simulate further data and conduct
power analyses to determine suitable effect sizes for future research.

4.1 Hypotheses

The study was preregistered, lodging the design and hypotheses in advance, which can be found here: https://doi.org/
10.17605/OSF.IO/CE78G.

To facilitate conceptual organisation, we have reordered andmapped the original hypotheses into three distinguishable
groups, each addressing different parts of the main research question, how does dual processing theory account for

software developers’ ability to detect security blindspots in code? The first two hypothesis exists to test the effects found
previously by Brun et al. [4] and Oliveira et al. [33] and is captured under its own grouping of whether the previous
findings replicate.
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1. Python puzzles containing API blindspots will be more difficult to solve than scenarios without
blindspots correctly.

6. Developers’ perceived ratings of puzzle difficulty, effort, familiarity, and confidence will affect their
ability to solve scenarios containing blindspots. This hypothesis replicates the finding from Brun et al. relating to
the self-reported measures of puzzle interaction.

The following four hypotheses are grouped as they test different facets of dual processing theory [11] and specifically
assess whether differences are seen between individuals who exhibit higher or lower propensity towards rational
decision-making. In hypothesis 2, the propensity to engage in rational decision-making can be measured using the
cognitive reflection test [13], a measure of cognitive reflection (see section 4.3.1). Hypothesis 3 uses optimism bias as a
proxy for a tendency towards system 1 processing. Hypothesis 4 and 5 use scales of rational and intuitive decision
making to test the strength of an individual’s tendency towards either cognitive system.

2. Developerswith higher levels of cognitive reflectionwill solve scenarioswith blindspotsmore effectively
than developers with lower cognitive reflection.

3. Developers demonstrating realistic levels of optimism will solve scenarios with blindspots more
effectively than developers with higher levels of optimism.

4. Developers with higher levels of rational decision making will solve scenarios with blindspots more
effectively than developers with lower levels of rational decision making.

5. Developers with lower levels of an intuitive decision making style will solve scenarios with blindspots
more effectively than developers with higher levels of intuitive decision making.

Finally, the remaining two hypotheses assess another aspect of dual processing, that if vulnerabilities exist as a
consequence of decision-making then experience and expertise will have no influence on the ability to detect blindspots.
Hypotheses 7 and 8 are based upon previous findings that experience and declarative knowledge do not modulate
vulnerability detection, which aligns with the proposed theory that security vulnerabilities occupy a cognitive blindspot
when interacting with software code.

7. Developers withmore experience and familiarity with programming and Pythonwill showno difference
in their ability to solve scenarios with API blindspots.

8. Developers with more cybersecurity knowledge and experience will show no differences in their ability
to solve scenarios with API blindspots.

4.2 Participants

A sample of 37 participants provided sufficient statistical power to test Hypothesis 1 and to generate simulated data
for estimating the sample sizes needed for future psychological research in software engineering. Participants were
recruited from Upwork.com, a freelancing website in late 2023. Adverts invited freelancers to submit proposals for
a “Code Review”. Five listings were placed (when one stopped receiving proposals, it was archived, and an identical
advert uploaded). Participants confirmed they were over 18, had at least one year’s experience with Python that was not
limited to a university course, had experience with API functions, and asked to describe a recent Python project. The
advertising materials and information sheet described the study focus to be measuring general code comprehension
rather than security to avoid priming participants to actively look for security issues. The Faculty-level ethics committee
approved this project. Participants received $28 as compensation.

In total, 126 proposals were submitted, and 89 were rejected. Rejection criteria were not formalised before data
collection to ensure only high-quality participants were selected. Examples of rejected proposals included suspicion
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Table 1. Demographic breakdown of participant ethnicity

Ethnicity Count

Asian 13
Black 1
Mixed two or more ethnic groups 1
Other 2
White 20

of duplicate accounts (with two or more different applicants giving almost identical answers and no prior Upwork
experience), use of AI-generated content for screening questions (determined via online checkers or manual inspection), a
failure tomention appropriate experience, a lack of English fluency (assessed from responses and further communication),
or failure to convince the primary researcher that they fulfilled the criteria properly. In cases where it was unclear
whether participants were to be approved, further communication was established to determine whether a proposal
would be accepted. Upwork profiles, job history, and linked profiles (e.g., GitHub) were also used to determine eligibility.

The mean age of the 37 participants was 29.11 (SD = 9.55), ranging from 19 to 71. One participant preferred not to
report gender, 35 reported male, and one self-described as “freelancer”. Participant ethnicity is reported in Table 1,
with the vast majority being White or Asian. Two participants had no education beyond high school level, two had
some university experience, 18 had an undergraduate degree, 3 had some postgraduate university education, and 12
had postgraduate degrees. The average experience in general programming was 6.05 years (SD = 4.67), and Python
experience was less at 4.39 years (SD = 2.46).

4.3 Materials

The study used a quantitative behavioural design inwhich code puzzles were varied as awithin-participantsmanipulation
and individual differences assessed through established measures. Measures of dual processing theory include the
cognitive reflection test [13] and the rational and intuitive subscales of the general decision making style scale [42],
which are described below. Cognitive reflection has been identified to play a role in explaining risk awareness around
security in populations of software developers [19], and the rational decision making subscale has been identified as a
predictor of good users’ behaviours [15].

4.3.1 Cognitive Reflection Test. The Cognitive Reflection Test (CRT) is a short test designed for measuring cognitive
reflection, an individual’s tendency to engage in system 2 processing during decision making [13]. The questions offer
intuitive but incorrect responses, and only through system 2 engagement is the correct answer identified. An example
question is, “A bat and a ball cost $1.10 in total. The bat costs $1.00 more than the ball. How much does the ball cost?”.
The intuitive and incorrect response of 10 cents is the most common answer [13], instead of the correct answer of five
cents, implying that system 1 processing is the default processing style.

We used two cognitive reflection tests, CRT and CRT-2. The CRT was initially developed by Frederick [13], and the
CRT-2 by Thomson and Oppenheimer [51]. The second version was designed to reduce the numerical nature of the
original test. In the present study, the wording was altered, so attempts to find answers via online searches would be
more difficult, but the question design remained unaltered. Participants were also asked whether they had seen the
questions before to measure whether they may have been responding based on previous experience; however, this is not
a significant concern as research has shown CRT performance is stable over time [49]. Response times were recorded.
Manuscript submitted to ACM
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4.3.2 OWASP Vulnerability Test. The OWASP Vulnerability Test (OVT) was used as a domain-specific measure of
optimism bias for software engineers [19]. This measure consists of two sections, and the first asks participants to
estimate the likelihood of the average developer producing software containing one of the top five OWASP vulnerabilities
(injection flaws, broken authentication, sensitive data exposure, XML external entity flaws, and broken access control).
They are presented with five questions, one for each vulnerability, in a randomised order. Following a separation task,
implemented to minimise recall of previous answers, participants are asked about the same vulnerabilities but to report
the likelihood of themselves incorporating these vulnerabilities. This test measures comparative optimism, as previously
used in other research [17].

4.3.3 General Decision Making Style Scale. The General Decision Making Style Scale (GDMS) measures five styles of
decision making [42]: rational, avoidant, dependent, intuitive, and spontaneous. These subscales assess an individual’s
decision making approach. The 25-question scale is presented in a randomised matrix with a five-point Likert response
(strongly disagree – strongly agree). For the hypotheses, only the rational and intuitive subscales were of interest, as
they are theoretically linked to dual processing theory, with the intuitive scale mapping against system 1 processing
and higher levels of rational decision making mapping onto system 2.

4.3.4 Puzzles. The Python puzzles were developed by Brun et al. [4]. They consist of 10-21 lines of code with an
accompanying scenario description providing context to the puzzle. An example of a scenario and puzzle is shown in
Figure 1. Participants read the scenario and code and answered a free-text question about the behaviour once the code
was executed. They are then asked a multiple-choice question of expected behaviour given specific inputs. Following
this, they were asked to rate their confidence in solving the puzzle from 1-10, the percentage of others they would
expect to solve the puzzle (from 1-100), perceived difficulty (from 1-10), familiarity with the functions (from 1-10), and
scenario clarity (from 1-10). To aid the deception, they were asked whether any parts of the puzzle were confusing and
how, whether there were unfamiliar functions, and to list these. They were asked what resources they used to review
the code and, finally, to report the fatigue they experienced in completing the puzzle (from 1-10). Puzzles were scored
as being correct or incorrect based on the multiple-choice question.

We presented participants with eight puzzles, six with blindspots and two without blindspots. Five of the six blindspot
puzzles focused on input/output vulnerabilities, including networking activity and reading and writing to and from
streams, files, and internal memory buffers. The sixth was a string manipulation vulnerability of user input. Historic
software vulnerabilities illustrate the various ways that systems have been compromised. Injection attacks, such as
the 2008 Heartland Payment Systems SQL injection that revealed how unsanitised inputs can give attackers direct
control over backend databases. Buffer overflows, such as the 1988 Morris Worm, demonstrated how exceeding memory
boundaries allows arbitrary code execution and has remained a persistent threat across decades of software. File-
handling vulnerabilities, including those exploited in the 2017 Apache Struts breach, showed how improper validation
of uploaded or parsed files can lead to remote code execution. Finally, weaknesses in cryptographic protocols, most
notably the 2014 Heartbleed bug in OpenSSL, highlighted how subtle implementation errors in SSL/TLS can expose
sensitive data and undermine trust in secure communications.

Puzzles were presented in two blocks, allowing participants to take a break in between. Each block had three
blindspot puzzles and one non-blindspot puzzle and were balanced in terms of cyclomatic complexity. Table 2
shows the puzzle order, type of vulnerability and cyclomatic complexity. The complete set of puzzles used, their
order, and associated questions can be found in the online repository here: https://osf.io/2r4zx/overview?view_only=
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Fig. 1. An example of a puzzle containing a blindspot. All puzzles were formatted similarly, with the context given first, followed by
an image of the code, and then asked to describe the code’s behaviour. Each puzzle was prefaced with the scenario as context. The
context would explain the general setup and use of the code section and provide examples, if necessary, of its use case. It also noted
that readers should assume all necessary permissions are given for execution.

28e405da65254829ba11f0cbddfc14ef. This contains the code along with descriptions of the blindspots behaviour in the
code.

4.4 Procedure

Following participant approval participants were sent an Upwork contract and an attached information sheet. Partici-
pants were not told of the specific goal of examining blindspots in puzzles until data collection was complete.
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Table 2. The presentation order and attributes of the Python puzzles presented to participants. The puzzle ID relates to the original
ID given in Brun et al. (2023) and cyclomatic scores are a measure of code complexity with higher scores indicating more difficult
code to comprehend or modify. Puzzles 3 and 7 have no vulnerability and are used as stimuli to test differences between vulnerable
and non-vulnerable code.

Puzzle ID Vulnerability Type Blindspot Type Cyclomatic Score Number of Lines

1 P02 Injection Validation Missing 5 10
2 P09 Injection Validation Missing 3 11
3 PX06 Injection – 2 21
4 P21 Overflow Function Misuse 2 16
5 P30 File TOCTTOU 3 10
6 P36 File Validation Missing 4 7
7 PX15 SSL – 2 5
8 P31 File Missing Verification 3 7

Participants were sent an online Qualtrics link and could only participate if they provided full informed consent.
Participants completed the eight Python puzzles. They then completed demographic questions of age, gender, ethnicity,
employment, and education. They were then asked to report general and Python-specific programming experience.

After this, the cognitive measures were presented in the following order: first OVT, CRT, GDMS, second OVT. The
two OVT sections were split to reduce the likelihood of participants simply recalling and repeating their initial answers.
All questions within each measure were presented in a randomised order. Following this, cybersecurity questions
were asked, reporting how much of their knowledge was self-taught or formally taught and the frequency with which
they were required to employ it. They were then debriefed, which explained the study’s true purpose, followed by
explanations of the puzzle vulnerabilities to ensure participants were aware of these blindspots. This concluded the
study.

4.5 Analysis

Analysis was implemented through R 4.2.2, and the data and analysis scripts can be found here: https://osf.io/2r4zx/
overview?view_only=28e405da65254829ba11f0cbddfc14ef.

Mixed-effect ordinal logistic regression (MOLR) and general linear regression models were used. Where independent
variables varied across puzzles within participants (e.g., confidence of solving puzzles), MOLR models with a dependent
variable of puzzle accuracy and random effect of puzzle were used to control to account for the nested data structure.
Where independent variables did not vary, linear regression models were used with a dependent variable of total puzzle
accuracy. The analytic models reported here match those employed by Brun et al. [4]. As with the analysis by Brun and
colleagues, Bayes factors were used to assess non-significant terms in models to determine whether the absence of
an effect is due to data insensitivity (a value between .33 and 1) or a preference to accept the null hypothesis (a value
under .33). The GDMS rational and intuitive scores were calculated by summing question responses (strongly disagree
= 1; strongly agree = 5) to obtain a single score for each subscale between 5 and 25 [47].

Following this, we conducted power analyses by simulating new data to understand the minimum number of
participants for future confirmatory work and further explore the cognitive measures that are significant predictors
with larger samples. Data from participants were used to simulate 740 new observations by adding random noise (±1
SD) to independent variables, truncated to variable limits. Dependent variables (accuracy) were unchanged to preserve
observed patterns. Statistical power was estimated from 1,000 model iterations using random subsets of simulated
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Table 3. Percentage of correctly solved answers compared to the sample from Frederick (2005)

Score Frederick (2005) Present Study

0 33% 0%
1 28% 5.41%
2 23% 16.21%
3 17% 78.38%

data ranging from 10 to 740 participants. From this, power was calculated as the percentage of models that provided
significant terms at the .05 threshold. H1 was excluded, as 37 participants provided sufficient power per preregistration.
Power calculations were conducted using a High-End Computing Cluster due to their computationally intensive nature.
These calculations were performed using R 3.6.0. Scripts, data, and associated files for reproducing these calculations
are found at https://osf.io/2r4zx/overview?view_only=28e405da65254829ba11f0cbddfc14ef.

5 Results

The main hypotheses were tested using the data collected from the 37 participants, and then all the hypotheses bar H1

were subject to power analyses. H1 was predetermined to be suitably powered using the data provided by Brun et al. [4].

5.1 H1: The Effect of Blindspot on Accuracy

To address the hypothesis that Python puzzles with an API blindspot will be more challenging to solve than those
without, a MOLR model was used, regressing the presence of blindspots against accuracy with a random effect of
participant. The data did not support the full model, so the random effect was removed, resulting in the simpler model,
which was supported by the Bayesian Inference Criterion (BIC). The revised model had a BIC value of 368.12 compared
to the original 373.81, indicating a preference for this simpler model.

The revised model was found to be significant, with the blindspot presence having a coefficient 𝛽 of -1.26, p < .001,
giving an odds-ratio of .28, indicating that if a puzzle possesses a blindspot, the odds a participant solves the puzzle
incorrectly is 3.53 times more likely than solving it correctly. Participants in the present study were more than twice as
likely to solve puzzles without blindspots than reported in Brun et al. [4].

5.2 H2: The Effect of Cognitive Reflection

Comparing the descriptive profile of CRT scores with the original findings by Frederick [13] in Table 3, our responses
are very different to the original findings, with a large majority successfully answering all questions. It is unclear why
participants scored so highly on measures that do not typically elicit high performance, but it may be due to the use of
generative AI language models providing answers. Testing this potential cause with ChatGPT found that six of the
seven questions were correctly solved. As such, our findings should be treated cautiously as they may not reflect the
intended measure.

To address H2, that higher levels of cognitive reflection will associate with solving scenarios with blindspots more
effectively, a linear regression using both CRT and CRT-2 was deployed. Model examination suggested removing the
CRT term, leaving only CRT-2 as a predictor. BIC values indicated that the model using only CRT-2 was preferable.
The model using solely CRT-2 was non-significant, p = .077. The Bayes factor for the model using both CRT variables
compared to the null is .21, indicating a preference for the null hypothesis rather than data insensitivity, but for the
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model with just CRT-2, the Bayes factor was .93, suggesting that data insensitivity is far more likely than a preference
for the null hypothesis.

5.3 H3: The Effect of Optimism and Confidence

To test the effect seen in Ivory et al. [19], that engineers are likely to see themselves as less likely to be susceptible to
including vulnerabilities in their work, the mean average of the OVT task was 125.84 (SD = 17.88), with a minimum
score of 95 and a maximum of 155. A score of 100 would indicate individuals scoring themselves as equally likely as the
general engineering population, but the higher average score indicates that the optimistic self-belief is persistent across
samples. A one-sample t-test confirms that the OVT scores significantly differ from an average score of 100, t(36) = 8.79,
p <.001, with a large effect size d = 1.441.

We hypothesised that developers who demonstrate realistic levels of optimism will solve scenarios with blindspots
more effectively than developers with higher levels of optimism, acting as a measure of system 1 processing. MOLR for
accuracy scores with OVT, self-confidence, confidence in others, and random effects yielded just a significant effect of
self-confidence. This indicated a less complex model was appropriate using just self-confidence and random effects, as
the difference between the two models was not significant, p = .792.

The model with only self-confidence was significant, with a coefficient of .21, p = .014, equivalent to an odds ratio
increase of 1.23, meaning that the odds of correctly solving a puzzle increase by 1.23 times for each unit increase in
confidence. This finding indicates that self-confidence is an indicator of correctly solving puzzles containing blindspots.
Testing the non-significant terms in the model, a Bayes factor of .01 was reported indicating that the null hypothesis is
more likely and that optimism is not predictive of puzzle accuracy.

5.4 H4: The Effect of Rational Decision Making

H4 hypothesised that developers with higher GDMS rational scores would solve scenarios with blindspots more
effectively. This was tested using linear regression, and the model was not significant, F (1, 32) = 1.54, p = .224, indicating
that rational decision making does not affect the detection of vulnerabilities. The Bayes factor was .38, indicating data
insensitivity.

5.5 H5: The Effect of the Intuitive Style of Decision Making

H5 expected that lower GDMS intuitive scores would associate with solving puzzles with blindspots more accurately.
Linear regression did not support this, F (1, 32) = .13, p = .726. The Bayes factor was .18, indicating a preference towards
the null and that H5 cannot be supported likely due to no effect existing.

5.6 H6: The Effect of Puzzle Attributes

H6 tested the non-directional statement that developers’ perceived ratings of puzzle difficulty, effort, familiarity, and
confidence would affect their ability to solve scenarios containing blindspots. The MOLR model was found to be
non-significant with no significant terms. The Bayes factor reported was .002, indicating a strong preference for the
null hypothesis, suggesting that perceived ratings did not influence puzzle-solving ability.

5.7 H7: The Effect of Expertise and Experience

H7 stated that experience and programming ability would not affect puzzle solving, based upon previous findings, and
the hypothesis sought to replicate the finding by Brun et al. [4] and Oliveira et al. [33]. Linear regression with total
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puzzles solved as the dependent variable, with programming experience, Python experience, and general programming
familiarity as predictors, was not significant, F (3,30) = 1.83, p = .163. The Bayes factor was .09, suggesting that no effect
was more likely than data insensitivity. This supports our hypothesis and confirms findings by Brun et al. [4].

5.8 H8: The Effect of Security Knowledge

H8 hypothesised that cybersecurity knowledge and experience would have no effect on blindspot detection. Linear
regression using cybersecurity experience and level of formal cybersecurity knowledge as predictors did not yield a
significant effect, F (5,28) = .41, p = .840, and a Bayes factor of < .01 indicates a strong chance of no effect being present,
supporting our hypothesis.

5.9 Simulated Samples for Power Analysis

Power calculations were derived from model simulations. Table 4 shows the required sample sizes needed to achieve
a statistical power of .80 and the expected effect (the average coefficient within the regression model) achieved with
appropriate power. Measures where no effect was detected, even in large samples included: hypothesis 3, where the
effect for OVT and confidence tends towards zero, as was also seen for perceived effort in hypothesis 6. For hypothesis
8, the sample size is predicted to be over twice as large as the simulated sample, assuming a linear relationship between
sample size and power. For all other measures used, they achieved statistical power within 740 participants, with seven
of the remaining ten measures achieving power in 203 participants or less.

H2: The large sample associated with the CRT suggests any effect is small and unlikely to have any significant impact,
whereas CRT-2 is likely to be more effective as a measure, with a .37 increase in accuracy for every correct response to
CRT-2.

H3: A unit increase in perceived self-confidence was associated with a coefficient of .16.
H4 and H5: For the GDMS scale, a unit increase in rational thinking results in a .06 increase in overall accuracy, and

no effect was detected using intuitive thinking.
H6: For perceived difficulty, a unit increase in rating was associated with a coefficient of -.04, resulting in a minor

decrease in accuracy. For familiarity with functions, a .07 coefficient was reported, relating to an increase in accuracy,
and for self-confidence in a model with the terms of difficulty and familiarity, a coefficient of .13 was reported.

H7: For Python experience, a small coefficient of .10 is seen, suggesting that for a unit increase in reported Python
experience, overall accuracy increases by .10, and for technical proficiency, a -.12 decrease is seen in overall accuracy.

H8: For cybersecurity experience, an effect of -.05 was detected, indicating a minimal decrease in overall accuracy for
each unit increase in experience.

6 Discussion

We successfully replicated the finding that blindspot puzzles were challenging. This is true even for those that cause
well-known vulnerabilities, such as code injection or missing input validation. The effect we obtained was statistically
reliable and had a larger effect size than in the Brun et al. [4] paper from which the materials were derived. We also
replicated the conclusion that technical expertise does not predict vulnerability detection. It also extended that study in
two important respects - the potential mediating factors of psychological variables and the modelling of effect and
sampling requirements for relevant research studies.
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Table 4. Potential effect sizes and samples reported from the simulation and power analysis. * = this duplicated measure is the
result of it being included in a second model from hypothesis 3, ** = the values for cybersecurity are based upon linear regression
predictions and assume a linear relationship between power, coefficient, and sample size.

Hypothesis Measure Coefficient Size Required Sample

2 CRT -.18 698
2 CRT-2 .37 93
3 OVT – –
3 Confidence-others – –
3 Confidence-self .16 63
4 Rational .06 193
5 Intuitive – –
6 Difficulty -.04 694
6 Effort – –
6 Familiarity .07 186
6 Confidence-self* .13 88
7 Experience .10 144
7 Technical Proficiency -.12 203
8 Cybersecurity Experience** -.05 1517

6.1 Theoretical Support

We support the hypothesis proposed by Cappos et al. [6] by reporting on measures of dual processing systems in decision
making. The power analysis indicates that dual processing theory may be associated with vulnerability detection. We
saw no association for optimism bias susceptibility. For non-cognitive measures, self-confidence in solving puzzles was
associated with higher accuracy, as was familiarity with code functions. The self-perceived difficulty was negatively
associated. In contrast to Brun et al. [4], we saw a small positive effect for Python experience and a small negative effect
for general proficiency.

The successful replication of Brun et al. [4] and Oliveira et al. [33] is valuable, but it generates further unanswered
questions, specifically “What is it about blindspots that render software engineers less capable of identifying them?”.
From the cognitive science perspective, blindspots can be explained through decision making styles, and the implications
that intuitive versus rational approaches influence the mental representation of the software problem. An intuitive
approach (system 1 thinking) increases the likelihood that the coding problem is not fully represented in their mental
model, thereby creating the blindspot itself. More analytic and algorithmic thinking is expected to identify the puzzle
issues and form a more complete mental model that allows them to work toward a solution. Encouraging developers to
create mental representations of software security can help them to draw inferences around its success [20].

We find this explanatory framework very appealing and plausible. However, the evidence from the current data
is clearly somewhat mixed. The prediction from this above argument is that participants with higher CRT scores
would solve more blindspot puzzles (by virtue of deploying more system 2 thinking). The data did not support this
unequivocally. However, this may be due, at least in part, to the assessment of CRT performance, which may have been
confounded by AI use.

This study’s primary theoretical outcome is its support for the proposed paradigm of software vulnerabilities
occupying blindspots in our cognition [6]. By applying the dual processing theory [11], we used system 1 and system 2
processing measures to explore the potential effects these have on detecting software vulnerabilities. When interpreting
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results via dual processing theory, it is of little surprise that factors of technical expertise or cybersecurity had little
impact. One’s tendency to engage system 2 processing is a separate cognitive process to declarative knowledge, and the
cue required to suppress system 1 is not linked to general intelligence [50]. The finding that higher levels of rational
decision making styles tend towards increased detection, and higher levels of intuitive decision making tend towards
decreased detection aligns with dual processing theory, highlighting that developers who tend towards more rational,
system 2 processing styles of decision making are more likely to spot vulnerabilities.

We used two methods for assessing the data beyond the statistical modelling of the collected data: Bayes factors, and
data simulation. We used Bayes factors to explore the likelihood of null results being a result of data insensitivity or
that no effect is present. We also used simulated data to identify effects collected from a larger sample. These methods
offer a greater insight into the data, mitigate the limitation of using a small sample size, and provide an enhanced
understanding of the reported non-significant results. Agreement between the two methods was found for the two
measures that have an effect: CRT-2 and rational decision making. Intuitive decision making has a weak Bayes factor
of .27, and the evidence points towards a potentially small effect existing. For measures of function familiarity and
self-confidence, the sample sizes identified via the power analysis (186 for function familiarity and 88 for self-confidence)
suggest these are also worth exploring in further research with larger samples.

The OVT was used to measure domain-specific optimism bias and to collect information on the likelihood or strength
of biases used during system 1 processing. Whilst an effect for overly optimistic views was seen for the sample in
general, it did not associate with detecting blindspots in any significant pattern. This may be because, despite being
domain-specific for software engineers, it is not specific enough when considering Python code. It may also be that
whilst it is a measure of optimism bias, it does not adequately capture system 1 processing.

Many of the effects we identify are relatively small, indicating that solely employing engineers based on our findings
would not solve security issues. The effects are more subtle and are indicative of the complexity of software engineering.
Reducing these complex behaviours into easy-to-capture aspects of cognition would not be appropriate for determining
who is assigned security tasks. However, they are an appropriate step forward in understanding how to support software
engineers in identifying vulnerabilities.

6.2 Implications

The primary outcome of this research is that it confirms that further work using this paradigm and dual processing
theory would benefit the software engineering community. Linking the theory to the paradigm with preliminary results
also provides opportunities to explore targeted interventions for improving system 2 engagement when interacting
with software code. Prompting for security has been shown to have a positive effect [16], but these changes are often
short-lasting [53].

The indication that decision making styles may affect blindspot detection (as seen through the data simulation and
power analysis) has implications for those involved in writing or reviewing code. The notion that increased rationality
and decreased decision making are associated with greater detection of blindspots suggests that interventions should
account for these differences. The findings do not suggest that those who report lower rational decision making styles
are ill-suited for security tasks, as dual processing theory highlights a difference in the cue strength that causes system
2 to intervene during the decision making process.

Research from domains where decision making is critical, such as medical and clinical diagnostics, has previously
explored potential interventions for enhancing rationality. These interventions include cognitive forcing strategies [7],
which promote the development of internal models through learning metacognitive processes, recognising biases and
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where they may occur, before applying mental or physical checks to ensure developers are accounting for these biases.
For software engineering, an example of a cognitive forcing strategy would be to provide materials and workshops to
teach engineers about decision making theories and heuristics and biases. Providing context for specific biases, such
as confirmation bias during testing stages [41], and the importance of using metacognitive awareness of planning
non-confirmatory tests to identify edge cases and vulnerabilities more easily can increase awareness over decision
making approaches. Cognitive forcing strategies are naturally individual and account for individual differences in
default decision making styles. Those typically more intuitive may favour physical checks such as checklists that
encourage rational thinking. In contrast, more nuanced prompts may suit those predisposed to more rational styles.

Diverse perspectives may also be beneficial in engaging more reflective thinking styles. A catalyst for engaging
system 2 processing can be peer communication [44], as it allows for greater exploration of potential viewpoints
and reduces potential biases. Aligning with different social identities, such as those shared by software users, can
enhance feelings of responsibility [18], which can also result in decisions being taken that account for others [24].
By acknowledging these views, developers may look at software code differently, allowing them to identify software
vulnerabilities that would otherwise be missed.

6.3 Limitations

6.3.1 External Validity. The extent to which these findings generalize beyond the specific context of this study may be
limited by the sample, which consisted of freelance software engineers which may not represent the broader software
engineering community as a whole. The sample was collected online using Upwork, an online freelancing platform
criticised for potentially including inexperienced or low-quality participants [30]. So, to ensure data quality, we used
multiple resources to verify participants’ experience as programmers, and they were asked screening questions about
this experience and prompted for further details if initial responses were not satisfactory. Their freelance profiles
were also checked for previous work and experience; GitHub or other linked public sites were checked or requested if
missing, along with any other resources available to check suitability. Finally, applicants suspected of responding using
AI-generated content were declined, along with those who could only provide information limited to academic settings,
as student participants were not used. As a result, only 29.37% of applicants were accepted.

The study framing, intentionally, did not mention the security focus of our project, since doing so would have
explicitly drawn attention to, or primed, security of the code. A potential critique of our outcomes is that participants
did not suitably consider the code outside of the explicit constraints of the instructions. This would affect the ecological
validity of the findings, if responses are not considered in the broader environment that code would normally exist in.
However, we note that many real-world software challenges require the engineer to go beyond a clients’ to-do list, and
our instructions were merely silent as to the origin of any code issues. This would affect the ecological validity of the
findings, if responses are not considered in the broader environment that code would normally exist in. The design
of the puzzle responses was multiple-choice which ensured that there is only one accurate answer to each puzzle. If
the blindspot was missed, then there was another inaccurate answer that would be appealing towards the participant,
whereas when the blindspot was identified then the correct answer would become more obvious. The study design also
aligns with dual processing theory, in that participants could not have been made aware of the security focus, as this
would prime them towards looking for security issues.

6.3.2 Internal Validity. Although the study design aimed to minimise confounding factors, certain threats remain.
Specifically, the use of LLMs, could have affected performance. This work was conducted at a very early stage of public
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exposure to large language models (LLMs). At the time of data collection, awareness, proficiency, and established norms
surrounding LLM use in software engineering were still nascent. As such, no guidelines had been planned or presented
to participants requesting for answers to not be artificially-generated. This may have impacted the quality of the CRT
responses. It is unclear why a test that typically experiences floor effects did not present any zero-score responses, with
over 78% answering all questions correctly. Participants may have used external resources like ChatGPT to provide
answers. In hindsight, we note the survey flow did not state that participants could not use resources at this point in the
survey. If this was the case and participants were not being tested on their reflective abilities, no genuine conclusions
can be drawn. As a result, the CRT data may be contaminated and not provide valuable findings. Future work should
ensure participants know they cannot use resources to answer questions designed to measure cognition. The simulation
found a negative association for CRT and a positive association for CRT-2. These findings are incongruent as they are
intended to measure the same cognitive dimension. As a result, it is not easy to draw meaningful conclusions from
the findings without being too selective as to the interpretation. If AI was used to answer the questions, then any
interpretation is fundamentally flawed. As such, we decline to provide any strong discussion over these findings.

6.3.3 Construct Validity. The operationalisation of the key constructs may also impose limitations. Our measures of
dual processing theory were based on the cognitive reflection test as well as the GDMS which may not fully capture the
underlying theory. Similarly, measurement instruments (e.g., surveys, coding schemes, behavioural metrics) may be
subject to limited sensitivity, particularly in the sense that participants completed a small number of code puzzles that
may not reflect their real-world tasks. Although we attempted to align the constructs with prior work, such as Brun et
al. [4], alternative operationalisations could yield different results.

6.3.4 Reliability and Objectivity. One of this study’s main limitations is the sample size of 37 participants. With a
modest sample size not powered for all hypotheses, the results should be treated cautiously, and this is recognised and
handled in two ways. The first is through the conservative discussion of the results and their implications, focusing
more on the support the findings provide for the “vulnerabilities as blindspots” paradigm [6]. By deliberately keeping
the discussion from translating findings to practical application at this stage, we recognise the limits of the research.
The second is the inclusion of the simulation of 740 novel observations. With the simulated data, statistical power was
calculated for future research, and combined with the provision of all research materials, this provides a clear path for
confirmatory studies.

To reduce researcher bias, we preregistered the study design and analysis. Nonetheless, certain decisions such as the
selection of presented puzzles may reflect subjective judgement. Future research could present a much larger array of
puzzles across multiple participants. Making all materials, code, and data available supports transparency and allows
independent verification.

6.4 Future Work

The obvious and initial development would be to carry out a suitably powered confirmatory study. For most cognitive
measures collected, a minimum sample size of 203 participants would be required to achieve a statistical power level of
.8 (giving an 80% chance of detecting a true effect if it exists). A sample of around 100 would be sufficient to capture the
stronger effects measured.

Other developments that warrant further exploration are to remove measures that likely hold no predictive value and
explore other measures in their place, such as the Need for Cognition scale [5], a measure of an individual’s tendency
to engage in cognition during decision making.
Manuscript submitted to ACM



Software Vulnerabilities as Cognitive Blindspots; assessing the suitability of a dual processing theory of decision
making for secure coding 17

Additional opportunities exist to test the effectiveness of psychological interventions for reducing software engineers’
blindspots when producing or interacting with software code. Previous research has shown the benefit of short-term
interventions such as nudging [31], but longer-term interventions should be explored or developed to promote the
persistence of security behaviours, such as cognitive forcing.

7 Conclusions

We report on a study that assessed the viability of using the dual processing theory of decision making [11] to explain
why software vulnerabilities are often missed during code review. This research advances the paradigm that software
vulnerabilities often exist as cognitive blindspots [6]. System 1 and 2 processing measures were used alongside Python
puzzles containing blindspots.

Our findings suggest cognitive reflection and rational decision making are linked to better performance, whereas
intuitive decision making is negatively associated. We support previous findings that technical experience and expertise
do not affect blindspot detection. The results are discussed for the support they offer the paradigm and potential ways
the findings could be utilised in practical settings once validated with confirmatory research. This study provides
the foundations for further work in providing software engineers with psychology-based interventions that are not
restricted to programming languages, environments, or IDEs but are grounded in their cognitive competencies.
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